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Abstract

In order to incorporate naturalness in the design of Hu-
man Computer Interfaces (HCI), it is desirable to develop
recognition techniques capable of handling continuous natu-
ral gesture and speech inputs. Hidden Markov Models (HMMs)
provide a good framework for continuous gesture recogni-
tion and also for multimodal fusion [11]. Many different re-
searchers [13, 12, 2], have reported high recognition rates
for gesture recognition using HMMs [9]. However the ges-
tures which were used for recognition by them were defined
precisely and were bound with syntactical and grammatical
constraints. But natural gestures do not string together in syn-
tactical bindings [3]. Moreover strict classification of natural
gesture is not feasible.

In this paper we have examined hand gestures made in a
very natural domain, that of a weather person narrating in
front of a weather map. The gestures made by the weather
person are embedded in a narration. This provides us with
abundant data from an uncontrolled environment to study the
interaction between speech and gesture in the context of a dis-
play. We hypothesize that this domain is very similar to that
of a natural HCI interface. We have implemented a continu-
ous HMM based gesture recognition framework. In order to
understand the interaction between the gesture and speech,
we have done a co-occurrence analysis of different gestures
with some spoken keywords. We have also shown the possibil-
ity of improving continuous gesture recognition results based
on the co-occurrence analysis. Fast feature extraction and
tracking is accomplished by the use of a predictive Kalman
filtering on color segmented stream of video images. The re-
sults in the weather domain should be a step toward natural
gesture/speech HCI.

1. Introduction and Background

Gesture and Speech comprise the most important modal-
ities of human to human interaction. There has been a con-
siderable amount of research attempts at incorporating these
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modalities fornaturalHCI. Such anaturaluser interface would
comprise of the following three interacting modules (Figure 1):

� the gesture recognition module,

� the speech recognition module,

� the display providing feedback.

In such an environment, gestures supplemented by speech
can be made to interact with the display, naturally. However to
accommodate for the naturalness of the interface it is imper-
ative not to impose any predefined fixed gestures on the user.
Instead the subject’s natural behavior should be analyzed and
the basic modes of interaction should be deduced.
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Figure 1. The three main interacting elements
involved in speech/gesture based natural HCI.

Hidden Markov Models have been traditionally used for
speech recognition. Recently this statistical technique has
also been successfully applied for gesture recognition. Nearly
90% recognition rates have been reported in [13, 12, 2]. Such
high recognition rates were possible partly because of using
precisely defined symbolic gestures such as the American Sign
Language with rigid syntax and grammar and the use con-
trolled environment like a unicolored background with col-
ored gloves etc. However, in this process, the basic purpose
of making the interface morenatural, is defeated. Psycho-
logical studies have shown thatnaturalgestures do not string
together in syntactic bindings [3]. Kendon [5] distinguishes
“autonomous gestures”(that occur independently from speech)
from “gesticulation” (gestures that occur in association with
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speech). In our work we have attempted recognition of “ges-
ticulation”. Under the hand gesture taxonomy reported in [8],
the kind of gestures that we are interested in falls under the
category of deictic gestures as opposed to symbolic gestures
like the sign language [12].

Till date speech recognition and gesture recognition have
been studied extensively but most attempts at combining speech
and gesture in an interface is in the form of a predefined con-
trolled syntax such as“put < point > that< point > there”.
Some preliminary research work has been reported in [10, 6].
In order to understand the interactions between speech and
gesture, it becomes necessary to analyze enough instances of
gesture/speech inputs which would be used by a subject un-
der natural conditions to perform a complicated task. An ideal
source of such data can be found in clippings taken from the
weather channel on TV. The weather channel shows a per-
son gesticulating in front of the weather map while he/she is
narrating (Figure 2). In this environment, the gestures are nat-

Figure 2. An example of a gesture made during
a weather narration.

urally embedded in the speech. There are actually three main
sources of information to the viewer, the map itself, the ges-
tures and the narration. We hypothesize that this environment
provides us a very similar environment to that of display con-
trol system shown in Figure 1. The weather person makes a
menagerie of gestures which serve to bring our attention to
specific portions in the map. But these gestures do exhibit a
large degree of variability and the boundaries between the dif-
ferent gestures are not precisely defined and hence are seldom
discernible to a casual observer. Our aim here is to continu-
ously recognize gestures in this natural environment and also
to identify certain spoken keywords which co-occur with dif-
ferent gestures and analyze the degree of co-occurrence.

We have implemented a Hidden Markov Model based con-
tinuous gesture recognition system to recognize the natural
gestures produced by the weather person. We have also at-
tempted a co-occurrence study of the gestures with specific
keywords. The results of this co-occurrence study was then
used to obtain improved accuracy in the gesture recognition
process. The feature extraction process for the data collected
from video data was done by using color segmentation and
kalman filter based tracking. It is our goal to incorporate the
results and conclusion drawn from these experiments in the
design of a natural display control setup for HCI.

2. Continuous Natural Gesture Recognition

A hand gesture can be defined as a stochastic process in
the gesture model parameter spaceMT over a suitably de-
fined time intervalI [7]. This definition is the basis for em-
ploying a probabilistic HMM based approach towards gesture
recognition. A Hidden Markov Model [9] essentially consists
of two stochastic processes operating over a set of discrete
statesS = s1; s2; : : : ; sN . One of these processes is hidden
and this process produces the state transitions at every time
stept according to state transition probabilitiesA = aij , aij
= Pr(sj at t + 1 j si at t). The other process is observable
and it produces outputs at every statesi according to a output
probability distributionB = bj(ot), bj(ot) = Pr(ot at t j sj at
t). The observable process can be conceived to be the source
of the trajectory inMT produced by a gesture.

The first task is to identify the broad categories of ges-
tures. By observing the weather person, it is possible to dis-
cern three main types of gestures which are meaningful in
spite of a large degree of variability. We have termed these as
pointing, area, contourgestures. These classes were treated
as primitives. The meaningful gestures are mostly made with
the hand further away from the body. The other gestures do
not convey any information and they are characterized by lit-
tle or no movement with the hands placed close to the body.
Beat gestures can also be included in this category too. While
sometimes, these gestures occur in isolation, most of the time
in the continuous case, these gestures occur in a compounded
fashion one after the other. Moreover each gesture can be
broken into three phases with a preparation phase in the be-
ginning and a retraction phase at the end and the actual stroke
phase in the middle.The nucleus of the gesture has some defi-
nite form and enhanced dynamic qualities [5]. The nucleus of
a compound gesture can be formed by an random combina-
tion of the nuclei of one or more of the aforementioned three
primitive categories. These observations led us to choose the
following HMMs which are constrained as shown in the net-
work Figure 3. Left-to-right causal models were defined, with
3 states for each of theprep, ret andpointHMMs and 4 states
for each of thecontourandrestHMMs.
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Figure 3. The network of possible gesture strings
for the weather domain.

2



The second task was to choose a parameter space. The
essence of these gestures is captured by the dynamics of the
hand motion. Thus we choose the following parameters to
represent the gesture model parameter spaceMT (Figure 4).
The distancer between the center of the hand and the center
of the face,the angle� between the vertical and ther vector,
the radial velocity_r, the angular velocity_�, the tangential ve-
locity r _�. Since there are two hands, the observation vector is
composed by concatenating the parameters for the left hand
with that of the right hand into a 10 element vector

< rL; �L; _rL; _�L; rL _�L; rH ; �H ; _rH ; _�H ; rH _�H >

The blobs in this figure were obtained by performing color
segmentation on the stream of video input. The process was
made complicated due to the presence of an uncontrolled back-
ground (the weather map). The color segmentation process is
described in details in the Appendix.
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Figure 4. Schematic of the parameters extracted
for the recognition process.

For bootstrapping the training process a set of 20 well formed
isolated gestures samples from each of these categories were
collected. Viterbi training followed by Baum Welch training
were performed on this set of gestures by using the HTK tools
HInit and HRest [15]. Thereafter the models were tested on
12 test samples of isolated gestures. The results were perfect,
which implied that the parameters were providing good rep-
resentation of the gestures. This was consistent with the find-
ings of earlier research [13]. To make the models more robust
for continuous gestures, they were also trained on continuous
sequences of data by using embedded Baum Welch training
with the HTK tool HERest[15]. The training data consisted
of five long video sequences with a total duration of 8 min-
utes and 7 seconds. Of these five sequences, three sequences
consisted of male and 2 consisted of female as the weather
narration person.

The gestures were mostly single handed and it was possi-
ble for any hand to make the gesture. Thus, during contin-
uous tracking it became necessary to determine which hand
was making the gesture. Instead of using some heuristics we
propose the following solution. A mixture of two multivariate
Gaussians were used to model the output probability distribu-
tion at every state of each HMM. The feature vector shown

Table 1. Continuous gesture recognition results
for Sequence A, B, C and D. The �gures are in
percentages

Sequence Correct [%] Accuracy [%] Total Symbols
A 71.43 52.38 18
B 83.33 66.67 13
C 68.75 68.75 16
D 50.00 50.00 16

above concatenates the parameters extracted from each hand
into a 10 element vector. Thence, one of these two multi-
variate Gaussians was trained with examples of the left hand
making the gesture and the other Gaussian was trained with
examples of the right hand making the gesture. The output
probability at each state was a weighted sum of the probability
of the feature vector belonging to any of these two Gaussians.
The weights could be interpreted as the probability of the per-
son being left handed or right handed. For our experiments
this probability was chosen as 0.5.

To check the accuracy of the Continuous Gesture Recogni-
tion System, we tested it on four sequences of data of aprrox-
imately 30 seconds of duration each. Gesture recognition re-
sults are summarized in Table 1.

As expected, continuous gesture recognition has lower recog-
nition rate as compared to isolated gesture recognition. This
was especially noticeable in the accuracy. HereCorrect Rate
refers to#correct%symbols

#total symbols
� 100 andAccuracyrefers to

#correct symbols � #false symbols
#total symbols

� 100. Accuracy was less
than Correct Rate because of the higher insertion rates (false
positives). This is because of the closeness of primitive ges-
tures with each other. Therest phases were identified with
maximum accuracy. The smaller the data size, the less the in-
sertions (false alarms) and hence higher the accuracy. Since
restgesture has the best recognition and Sequence B consisted
of about 30% ofrest, it has much higher recognition rate com-
pared to Sequence A.

3. Interaction of Speech and Gesture

In the weather domain we study natural gestures which are
embedded in the narration. These gestures complement the
speech in many ways, for example a gesture could focus our
attention to a particular part of the map which would serve
to be the context for the accompanying speech. Similarly in
HCI for display control, it is necessary to gesticulate as well
as speak for performing certain tasks such as “put this there”.
Cohen [4] has shown that gestures are ideal for direct object
manipulation while natural language is more suited for de-
scriptive tasks. Hence it becomes necesarry to study the inter-
action between the two modalities. The weather domain pro-
vides a ideal parallel domain with abundant data for studying
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Table 2. Summary of results (in %) for Gesture/Speech co-analysis in the weather narration.

number of times gesture Gesture Temporal Alignment of keyword

Keywords was made with keyword Contour Area Point
Before
gesture

During
gesture

After ges-
ture

<Here> 91 20 24 56 7 83 10
<Direction> 67 43 21 36 0 79 21
<Location> 66 24 12 64 0 80 20

Figure 5. The continuous gesture recognition results with the results of co-occurrence analysis of the gestures
with the spoken keyword here in a 32 second narration.

the interactions between the speech and the gesture modalities
in a uncontrolled environment. The concurrent use of these
two interacting modalities can loosen many hard restriction
which need to be imposed for accurate and robust recogni-
tion.

A co-occurrence analysis in the weather domain necessi-
tates a study of the following issues:

1. Finding certain keywords which co-occur with mean-
ingful gestures.

2. Finding the frequency of the co-occurrence between the
keywords and the meaningful gestures.

3. The temporal alignment of the keywords with the mean-
ingful gestures (before, during or after the gesture).

Table 2 shows the results of the study of weather narration
by five different persons (3 Males and 2 Females) with a total
duration of 8 minutes and 7 seconds. In this table the tempo-
ral alignment refers to the occurrence of the keyword (before,
during or after) with respect to the gesture.

Table 3. The spoken keywords which stand for
the symbols used in Table 2

Symbol Represents Spoken Word
<Here> here, up here, down here

<Direction> east(ern), west(ern), north(ern) etc.
<Location> Name of a County or a City or a State

The study of weather narration reveals that approximately
85% of the time when any meaningful gesture is made, it is ac-
companied by a spoken keyword from one of the above men-
tioned three keyword classes. Also, noteworthy is the close
co-occurrence of keyword<Here> during a gesture phase
(83% of the time) and 56% of them being “point” gestures
(See Figure 5). These tabulated observations can be used to
form a probabilistic model which will correlate the occurrence
of a keyword with its corresponding meaningful gesture.

One possible use of this co-occurrence study is the im-
provement of the performance of the gesture recognition sys-
tem with the help of the spoken keyword. Based on the loga-
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rithmic probability of the recognized gesture, the co-occurrence
matrix table (Table 2) and the keyword recognized, a decision
can be made to either keep the gesture recognized using only
continuous gesture recognition or to replace it with what is
implied by the keyword based on co-occurrence matrix tables.
The recognized gesture using continuous gesture recognition
was replaced with the gesture implied by the keyword only if
all of the following conditions were satisfied:

� The recognition log probability is less than -1000.0

� The Keyword is spotted in the gesture time window

In case of keyword<Here> the implied gesture was cho-
sen aspoint, in case of<Direction> the implied gesture was
chosen ascontourand in case of<Location> the implied ges-
ture was chosen aspointbased on the co-occurrence analysis
results.

Table 4. The results from Sequence A, B, C and
D before and after integration.

Sequence Modality Correct [%] Accuracy [%]
A Video only 71.43 52.38
A Video and 80.95 61.90

Audio
B Video only 83.33 66.67
B Video and 91.67 75.00

Audio
C Video only 68.75 68.75
C Video and 68.75 68.75

Audio
B Video only 50.00 50.00
B Video and 62.50 62.50

Audio

The summary of results is shown in Table 4. From this
study, it becomes apparent that the speech not only disam-
biguates the recognized gestures but can also be used to affirm
the recognized gestures.

4. Discussion

In order to design a “natural” Human Computer Interface,
it is necessary to have a clear understanding of the issues in-
volved. The object of the study of a domain which is simi-
lar to that of a display control setup was to explore these is-
sues. This domain also provided us with abundant data to test
our recognition and tracking framework. It was also possible
to glean information about the close interaction between the
speech and the gesture in this environment. Based upon this
study we have developed the following strategy towards the
design of a natural display control interface. First we would
develop a setup according to the modular view in Figure 1.

Then we would define a task which can be performed with the
help of speech and gesture in this setup. Next we would an-
alyze this task for identifying the gesture primitives and key-
words which would encompass possible interaction modes.
This will be followed by a study on ways of integrating the
multiple modalities. Different means of multimodal fusion
has been discussed in [11]. It is our goal to achieve a per-
ceptual user interface which will make it possible to perform
complicated tasks with ease in an enhanced multimodal dis-
play control environment. Further feedback is an important
component of any natural interaction process. However at
present, it has not been possible to incorporate feedback in
any multimodal HCI. Lack of proper feedback has prompted
different types of “Wizard of Oz” experiments to obtain data
for recognition and analysis of speech / gesture. We also in-
tend to utilize audio and visual feedback as an important com-
ponent of our HCI framework.

5. Conclusions

There is a great potential for exploiting the interactions be-
tween speech and gesture to improve HCI. A key problem
in carrying out experiments for gesture/speech recognition is
the absence of truly natural data in the context of HCI. In
this paper we investigate the weather narration as a domain
that is analogous to HCI and provides us abundant natural
gesture/speech data for statistically significant analysis. We
propose an HMMs based continuous gesture recognition and
use it for co-analysis of gesture and speech. This study can
serve as a basis for a statistical approach for more robust ges-
ture/speech recognition for natural HCI.

Appendix: Feature Extraction and Tracking

The feature extraction task becomes difficult because of
presence of skin color parts and motion in the background,
and changes in lighting conditions. To provide reliable feature
extraction, we proposed a system that fuses motion segmen-
tation and color segmentation, and updates color distribution
parameters for every frame. The feature extraction process
is based on color and motion information and accompanied
by predictive Kalman filtering process[1]. This enables us
to achieve reliable and real time performance in uncontrolled
and unconstrained natural environments.

In this paper, we have used the YUV color space [14].
Based on U,V color values a bivariate(2D) Gaussian distri-
bution N(m,�2) is used to represent the skin color.

p(XUV jSC) =
1

2�j�j
1

2

e
�1

2
[XUV �mUV ]

T��1[XUV �mUV ]

(1)
where,

XUV = [
Uskin
Vskin

]; m = [
mU

mV
]; � = [

�2U �UV
�V U �2V

]
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Thep(XUV jskincolor) is simplified to Mahalanobis dis-
tance ([XUV �mUV ]

T��1[XUV �mUV ]) by taking natural
logarithm. Color segmentation is performed by calculating
Mahalanobis distance for the pixels in the certain area and
comparing its value to thresholdTcolor. Figure 6 shows an
example of the result of color segmentation and tracking.

                        

(a) (b)

Figure 6. Result of (a) color segmentation and
(b) the Kalman �lter process.

In order to handle color changes with the subject’s position
relative to camera or due to changes in the light conditions ,
the present system fuses color and motion information. The
process of fusion color and motion information is actually a
weighted sum of color and motion segmented binary image
values. The weighting is determined according to the velocity
of each feature which is obtained from the Kalman filter. After
the calculation of the fused value for regions of interest, these
regions are segmented by thresholdTfusion and the new color
mean vector and covariance matrix are found in these areas.
The adapted mean vector and covariance matrix are estimated
by combining the mean vectors and covariance matrices of the
lastn frames with the new mean vector and covariance matrix
according to maximum likelihood estimation rule.

The tracking framework is based on a Kalman filter. The
output of tracking consists of the position,velocity and accel-
eration parameters of the feature points. These parameters
are crucial in gesture recognition because the three phases of
a hand gesture preparation, stroke and reaction are identified
based on the changes in the dynamics of the hand. The equa-
tion of the system model is given by:X(k + 1) = �X(k) +
�!(k) where X(k) is the state vector,!(k) is the system noise;
� matrix that defines the system model based on the constant
acceleration trajectory and� is the vector that describes the
measurement model for the system andZ(k) = HX(k) +
�v(k) where Z(k) is the measurement vector consists of the
locations of the feature points in x and y coordinates. H de-
fines the relation between the measurement and the state vec-
tor, � blends in the measurement noise and v(k) is the noise
measurement vector. Both v(k) and!(k) are assumed to be
uncorrelated zero-mean white Gaussian sequences.
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[7] V. I. Pavlović, R. Sharma, and T. S. Huang. Visual interpre-
tation of hand gestures for human-computer interaction: A re-
view. IEEE Transactions on Pattern Analysis and Machine
Intelligence, 19(7):677–695, July 1997.

[8] F. Quek. Toward a vision-based hand gesture interface. InVir-
tual Reality Software and Technology Conference, Aug. 1994.

[9] L. R. Rabiner. A tutorial on hidden markov models and se-
lected applications in speech recognition.Proceedings of the
IEEE, 77(2):257–286, 1989.

[10] R. Sharma, T. S. Huang, V. I. Pavlovi´c, Y. Zhao, Z. Lo,
S. Chu, K. Schulten, A. Dalke, J. Phillips, M. Zeller, and
W. Humphrey. Speech/gesture interface to a visual computing
environment for molecular biologists. InProc. International
Conference on Pattern Recognition, August 1996.

[11] R. Sharma, V. I. Pavlovi´c, and T. S. Huang. Toward multi-
modal human-computer interface.Proc. IEEE, 86(5):853–869,
May 1998. Special issue on Multimedia Signal Processing.

[12] T. E. Starner and A. Pentland. Visual recognition of ameri-
can sign language using hidden markov models. InInterna-
tional Workshop on Automatic Face- and Gesture-Recognition
IWAFGR95, June 1995.

[13] J. Yang, Y. Xu, and C. S. Chen. Gesture interface: Modeling
and learning. InProceedings of the 1994 IEEE International
Conference on Robotics and Automation, pages 1747–1752.
IEEE, 1994.

[14] Y.I.Ohta, T. Kanande, and T. Sakai. Color information for re-
gion segmentation. InComputer Graphics and Image Process-
ing, number 13, pages 222–241, 1980.

[15] S. Young, J. Odell, D. Ollason, V. Valtchev, and P. Woodland.
The HTK Book. Entropic Cambridge Research Laboratory,
1997.

6


