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Abstract—Enterprises are transitioning towards data-driven
business processes. There are numerous situations where multiple
parties would like to share data towards a common goal, if it were
possible to simultaneously protect the privacy and security of the
individuals and organizations described in the data. Motivated
by the increasing demands for data privacy, this paper provides
the first comprehensive evaluation of privacy-preserving multi-
party computation. As a case study, we consider the clustering
task, which consists of grouping a set of points based on their
similarity. Our goal is to understand the trade-offs involved when
different parties want to collaboratively perform a computation
while preserving their data privacy. In particular, we study the
implications of centralized and distributed privacy-preserving
solutions (such as encryption and data perturbation) on cluster-
ing quality, privacy and computational performance. Our results
offer a new perspective on multi-party computation for both
service providers and users, highlighting the drawbacks of these
approaches and opening opportunities for future research.

I. INTRODUCTION

A hot topic in enterprises today is how to enable data-driven
business processes. Advances in computer hardware and net-
works, the development of cloud computing technology, and
the creation of “Big Data” analytics software, have made it
possible to analyze vast quantities of data. However, one im-
portant challenge is how to extract information from a dataset
that can facilitate good business decisions, without sacrificing
the privacy of the individuals or organizations whose sensitive
details may be contained in the data [15]. This challenge
is compounded when it involves multiple organizations (or
“parties”) wishing to collaborate in order to obtain a broader
understanding of a topic of mutual interest.

For example, consider a scenario where a group of hospitals
wish to collaborate to improve their collective quality of
healthcare [17]. Each hospital already collects a lot of data
about its patients, including their demographics, past medical
history, lab results, current diagnosis, and prescribed treatment
and outcomes. This data contains a wealth of information that
if shared across the group could mutually benefit all parties
by enabling faster diagnosis and effective treatment for similar
cases. However, this data contains extremely sensitive and
private information both about the patients and the hospitals.
Thus, for a variety of reasons (including regulatory1), sharing
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this sort of data can be problematic. This hinders the desire
of the organizations to become more data-driven.

Current commercial solutions require each party to share
their raw data or local results with a third party or a mediator,
and have the mediator compute and share the final results.
This mediator is often a cloud server assumed to be semi-
honest, while data belonging to the other parties might also
be in the cloud, possibly using distinct cloud service providers.
However, for reasons such as recent cyber attacks and resulting
massive privacy breaches (e.g., Target, Boston Medical and
Goodwill), many organizations are understandably hesitant
to share either raw or aggregate data with third parties2.
In particular, ensuring the security of the data is usually a
responsibility of the parties and not the mediator.

Privacy-Preserving Data Mining (PPDM) [18] enables data
analytics while respecting privacy constraints. However, the
several PPDM approaches proposed by previous work (e.g.,
encryption, data perturbation) have important trade-offs that
have not been well-documented in the literature. In this work,
we address this gap by providing an in-depth analysis of a
diverse set of privacy-preserving techniques in the multi-party
setting. In particular, we evaluate these techniques; quantify
their trade-offs in terms of quality, privacy and computational
performance; and study their scalability properties.

In this work, we focus on the privacy-preserving multi-party
clustering problem. Clustering is a typical data analytics task
that arises in various applications such as customer segmenta-
tion, information retrieval and frequent pattern extraction. We
study and evaluate eight different privacy-preserving, multi-
party clustering techniques on several datasets. Our experi-
ments provide interesting insights into the trade-offs among
these techniques and also motivate the design of new solutions
for privacy-preserving multi-party data mining. This study is
particularly relevant for software-as-a-service (SaaS) providers
and users that have to choose the right multi-party privacy-
preserving data mining approach based on the application. For
instance, we highlight important security limitations of the so
called data lake paradigm, where raw data is transferred to
a centralized server, compared to distributed solutions, where
only local results are shared during the computation.

2http://www.esecurityplanet.com/network-security/
third-party-vendors-a-weak-link-in-security-chain.html



Computation Mediator Privacy What is shared
Local – – –

Centralized Trusted – Local data
Centralized Untrusted ADP Perturbed data
Centralized Untrusted RSP Projected data
Distributed Trusted – Partial results
Distributed Untrusted ADP Perturbed results
Distributed Untrusted RSP Projected results
Distributed Untrusted SMC Encrypted results

TABLE I: Overview of the privacy-preserving multi-party
clustering approaches studied in this paper.

II. BACKGROUND

Privacy-preserving data mining (PPDM): PPDM stud-
ies the design of data management and mining algorithms
that help extract useful knowledge while preserving the data
privacy [2], [9], [18]. PPDM algorithms can be classified
based on several aspects such as the data distribution model
(e.g., single/multi-party, vertical/horizontal partitioning), the
data obfuscation scheme (e.g., encryption, random noise), the
adversarial model (e.g., malicious, semi-honest), and the data
mining task (e.g. clustering, classification) [19]. The obfusca-
tion schemes studied in the literature can be broadly classi-
fied into two categories, randomization-based techniques and
cryptography-based techniques. Randomization techniques [2]
perturb individual records of the database so that information
regarding each individual record is masked while aggregate
information can still be approximated using perturbed data.
In this work, we study two popular randomization techniques
for data obfuscation, namely additive data perturbation and
random subspace projection. In addition, we also study a
cryptography-based technique that leverages principles from
secure multi-party computation (SMC). An important aspect
of this study is the evaluation of privacy-preserving clustering
solutions. Evaluating PPDM algorithms is a major problem
in data mining and management [1], [3]. We consider three
dimensions in the evaluation of the algorithms: quality, privacy
and computational performance.

Clustering and the K-means algorithm Given a set of ob-
jects and a measure of similarity, the goal of clustering [20] is
to discover groups of objects that are similar to each other. This
problem arises in applications such as image segmentation,
frequent pattern discovery, information retrieval, patient sub-
group identification, customer analysis and Bioinformatics. K-
means [11] is a simple, iterative clustering algorithm. Given a
set of objects in a database D and a constant k, it partitions
the objects into k groups by minimizing the within-cluster
Euclidean distance, where each cluster is represented by a
centroid. K-means consists of two steps: an assignment step
where each object is assigned to the closest cluster (based on
its distance to the cluster centroid), and an update step where
the centroid of each cluster is updated based on the objects
assigned in the above step. These steps are repeated a pre-
determined number of times or until convergence. At the end
of the computation, each object is assigned to a single cluster.
Here, we consider a pre-determined number of iterations m
as the stopping criteria for k-means.

III. PRIVACY-PRESERVING MULTI-PARTY CLUSTERING

We study clustering in a multi-party setting, where parties
want to collaboratively cluster their global data while preserv-
ing the data privacy. We assume that the data is distributed
across a set of machines/servers owned by these parties.

In general, each party z owns a database Dz which is stored
locally (e.g., in a database server owned by z). We define a
conceptual global database D = ∪zDz as the union of the
party-owned databases. Note that, in practice D may not be
materialized as an actual database due to privacy, regulatory or
other constraints. Each party’s local data is considered private,
and hence they would like to limit the amount of information
that is shared during the computation.

We measure privacy as the amount of information the
mediator can acquire from the data shared by the parties. In
other words, it is the amount of private information that can be
revealed if the mediator is compromised by an adversary. Raw
data (i.e., individual record and attribute values) corresponding
to each party is considered to be private information.

A. Local computation

Naive approach where each party performs clustering inde-
pendently using k-means on their local data. There is no need
for a mediator or data obfuscation as no data is shared between
parties. This approach is expected to achieve low-latency and
no communication cost, while complete privacy is guaranteed.
However, the clustering quality might be compromised due to
the lack of collaboration (i.e., data sharing).

B. Centralized computation

In this approach, parties transfer their raw or obfuscated data
to the mediator, who then applies the k-means algorithm on
the global database D′. Each resulting cluster Cmj is divided
into subsets Cm,1j , Cm,2j , · · · , Cm,pj , where Cm,ij corresponds
to the set of objects in cluster j belonging to party i, i.e.,
Cm,ij = {x ∈ Cmj |x ∈ Di}. Finally, the mediator shares each
cluster subset {Cm,zj : 1 ≤ j ≤ k} with their respective data
owner z, 1 ≤ z ≤ p. We evaluate three different methods for
centralized computation as described below.

In the trusted mediator setting, each party z sends its raw
data Dz to the mediator and the joint database D′ is the union
of the local (raw) databases (i.e., D′ = D).

In case of an untrusted mediator, the parties share obfus-
cated data with the mediator. We study two popular data obfus-
cation schemes from the literature: Additive Data Perturbation
(ADP) and Random Subspace Projection (RSP).

Additive Data Perturbation (ADP) [12]: Each party z
generates a noisy version D′z of its database by adding i.i.d
(independent and identically distributed) Gaussian noise. An
entry xij in the original database Dz is anonymized as
x′ij = xij + εij to generate the noisy database D′z , where
εij ∼ N(0, σ). The mediator aggregates D′1, D

′
2, · · · , D′p into

a single database D′, and applies k-means on the noisy data.
The intuition behind this approach is that while the data objects
are perturbed by the noise, the position of the cluster centroids
are preserved by the law of large numbers. Figure 1 illustrates



(a) Original data (b) Anonymization I (c) Anonymization II (d) Correlation I (e) Correlation II

Fig. 1: Additive data perturbation on a toy dataset using σ = 0.01 (scenario I) and σ = 0.1 (scenario II). The correlation
between the original and anonymized data for scenarios I and II is shown in (d) and (e), respectively.

ADP on a toy dataset with 20 objects and 2 clusters. Figure
1a shows the original data, while Figures 1b and 1c show
the anonymized data using a noise level of σ = 0.01 and
σ = 0.1, respectively. The relationship between original and
anonymized data for the noise levels—shown in Figures 1d
and 1e– demonstrates the privacy vs. quality trade-off in ADP.

Random Subspace Projection (RSP) [10]: In this ap-
proach, the privacy of the data is preserved by projecting the
data onto a non-invertible low dimensional subspace:

x′ =
1
√
qσ
xR

where R is a d×q (q < d) random Gaussian matrix (i.e., rij ∼
N(0, σ)) with q and d denoting the number of dimensions in
the projected and original space, respectively.

Each party z generates a projected version D′z of its local
data using a common random matrix R. While the random
projection masks the original data, it preserves the pairwise
Euclidean distances, enabling the mediator to perform cluster-
ing on the projected data. Figure 2 illustrates RSP on a toy
dataset. Figure 2a shows the original 3-D dataset, while Figure
2b shows the data projected onto a 2-D space. Figure 2c shows
data reconstructed from the 2-D projection if the random
matrix R is revealed to the mediator (privacy attacks are de-
scribed in Section IV-A). The relationship between the original
and projected data is shown in Figure 2d. Note that while
the projected data preserves the clusters, the reconstructed
data differs significantly from the original, demonstrating the
privacy-preserving property of RSP.

C. Distributed computation

In a distributed scenario, each party performs computations
locally on its database Dz and shares the local results with the
mediator. The mediator aggregates these results to compute
the global centroids and sends them back to the parties. These
steps are repeated m times until the parties receive the final
clustering assignments. We use the symbol Ct,zj to denote the
j-th cluster in the database owned by party z at iteration t.
Local sums St,zj and counts N t,z

j sent by each party are used
by the mediator in the computation of global centroids µ(Ctj).

In case of a trusted mediator, parties share their local
results with the mediator, without any data obfuscation. For an
untrusted mediator, parties obfuscate their local results before

sharing them with the mediator. We first describe the use of
Additive Data Perturbation and Random Subspace Projection
for data obfuscation in a distributed setting. We then describe
a Secure Multiparty Computation (SMC) based approach that
uses data encryption to preserve privacy.

(a) Secure random sharing (b) Secure aggregation

Fig. 3: Secure multiparty clustering

Additive Data Perturbation (ADP): Each party adds i.i.d.
Gaussian noise ε ∼ N(0, σ) to their local sums Stj before
sharing them with the mediator. The mediator aggregates the
local results and sends updated centroids to the parties.

Random Subspace Projection (RSP): Each party z
projects their database Dz using a common random matrix R
(similar to the centralized setting). However, instead of sharing
projected data D′z with the mediator, the parties compute local
results using D′z and share them with the mediator. Therefore,
clustering is performed entirely in the projected space.

Secure Multiparty Computation (SMC) [7] Each party
obfuscates its local results using a combination of random-
ized sharing and partially homomorphic encryption. We use
the Paillier cryptosystem [13], which supports homomorphic
addition (E[x]∗E[y] = E[x+y]) and multiplication (E[x]y =
E[x ∗ y]). SMC adds two additional steps to the distributed k-
means algorithm: a secure random sharing (Figure 3a) and a
secure aggregation (Figure 3b).

Without loss of generality, assume that the p parties have
to compute a masked sum βX = β

∑
1≤i≤pXi. Each party i

starts by generating a public-private key pair (ρi, πi). Public
keys are shared with all the parties involved and the mediator.
In the secure random sharing, party i generates secret random
shares αi,1, . . . , αi,p uniformly such that

∑
j αij = 1 and

αij ≥ 0. These shares are applied to decompose a party’s
local value Xi into p components αi,1Xi, . . . , αi,pXi such
that Xi =

∑
j αijXi. Using the public key ρj , parties encrypt

local sum shares αijXi and send them to party j. Party j then



(a) Original data (b) Anonymization (c) Reconstructed data (d) Correlation

Fig. 2: Random subspace projection with 2 dimensions using a toy dataset. Figure (c) shows the reconstructed (i.e. de-
anonymized using an attack) and Figure (c) shows the correlation between the original and reconstructed data

decrypts these shares using its private key πj and compute∑
i αijXi. As a result, the value Xi is securely shared among

the p parties, since the values of shares αij are kept secret.
In the secure aggregation step, parties collaboratively decide

on an aggregator 1 ≤ v ≤ p and use ρv to encrypt the partial
sums

∑
i αijXi. Encrypted sums are sent to the mediator,

which applies homomorphic addition and multiplication to
compute the encrypted value of βX = β

∑
j

∑
i αijXi. The

constant β is a secret multiplier that masks the actual value
of X . The mediator then sends the encrypted value of βX to
party v, which decrypts it using its private key πv .We apply
this protocol to securely compute both the sums Stj and counts
N t
j in the distributed k-means algorithm. As long as the same

value of β is applied for both the sums and the counts, the
aggregator v can compute the centroid µ(Ct+1

j ) as 1
βNt

j
βStj .

IV. PRIVACY EVALUATION

In this section, we describe how the multi-party clustering
algorithms are evaluated in terms of privacy. We first study
various attacks that can be launched by an adversary as a
result of the mediator being compromised or due to collusion
between parties and the mediator. We then present two metrics
to evaluate the privacy of the algorithms under these attacks.

A. Attacks on multi-party clustering

We divide the privacy attacks into those for centralized and
distributed settings and describe them per obfuscation scheme
used. In each case, the adversary attempts to re-construct the
original data with the information it obtains. We assume that
the local method is not susceptible to attacks as no information
is disclosed. Similarly, the proposed SMC method does not
reveal any information even if the mediator is compromised,
as only encrypted data is shared with the mediator.

Centralized: In the centralized approaches, parties disclose
a value x′ for each entry x in their private database. We
apply four privacy attacks for the centralized ADP method:
(1) With no additional information: Adversary reconstructs
the original data x by assuming it to be equal to the noisy
data x′, i.e., x̂ = x′; (2) When noise distribution is known:
Adversary applies well-known properties of random matrices
to reconstruct the original data [8], [5]; (3) When noise and

prior data distribution are known: A maximum a posteriori
(MAP) estimate is applied to infer the original data x from x′

and the prior distribution P (x)[5]. In the case of centralized
RSP, we consider two privacy attacks described in [10]: (1)
When noise distribution is known: The adversary uses the noise
distribution to generate a projection matrix R′ that can be
used to reconstruct x from x′; and (2) When the projection
matrix R is known: Adversary performs a least-squares (or
pseudoinverse) attack to reconstruct x. Figure 2 shows an
example of the pseudoinverse attack on a toy dataset.

Distributed: In the distributed clustering methods, parties
only share their local centroid information (sums and counts)
with the mediator. Hence, an adversary with access to this data
can at best reconstruct the data by approximating each data
point x in the original database with its closest centroid. For
ADP, we consider an attack where only the perturbed centroid
data is available to the adversary. In this case, the adversary
would re-construct the data as described above using the noisy
centroids. In RSP, we assume an attack where the adversary
has access to the projected centroids along with the random
projection matrix R. In this case, the adversary reconstructs
the original centroids using the least-squares solution, and then
approximates the original data as described above.

B. Privacy metrics

Given the original data x and the reconstructed data x̂ using
the attacks described above, we evaluate the privacy of an
algorithm using two different metrics, the Root Mean Squared
Error (RMSE) and the Conditional Privacy Loss (CPL). Given
an attribute j, the RMSE is defined as:

Rj =
√∑n

i=1(xij − x̂ij)2
n

The conditional privacy loss [1] applies entropy to assess
the impact of an attack. The CPL P(xj |x̂j) of an attribute xj
given its reconstructed version x̂j is computed as:

P(xj |x̂j) = 1− 2h(xj |x̂j)

2h(xj)

where h(xj |x̂j) is the conditional differential entropy of xj
given x̂j .



name # objects # dimensions # clusters
SYNTHETIC 50K 10 10

HEART 920 13 4
CANCER 198 20 15

DIABETES 100K 12 12
GAS 320K 16 10

TABLE II: Dataset statistics.

V. EXPERIMENTS

A. Overview of the testbed

We used an Amazon AWS EC2cluster with 10-16 nodes as
our testbed. Each node is a single-core, 2.40GHz Intel Xeon
machine with 1GB of RAM and 30GB of hard disk running
Debian GNU/Linux, and with an estimated network bandwidth
of 2.7 MBps. We implemented all the clustering approaches
under the same framework using Python version 2.7.3.

B. Datasets

We used both synthetic and real datasets to evaluate the
clustering approaches described in this paper. Motivated by
healthcare applications, we used several medical datasets in
our study. We standardized the attribute values using a z-score
normalization to have a zero mean and unit variance. Table II
provides a summary of the datasets used.

SYNTHETIC: To facilitate a controlled study and support
our scalability analysis, we used a synthetic dataset gener-
ated using a Gaussian mixture model. Each cluster follows
a multivariate Gaussian distribution with a random center
and within a bounding-box. The parameters of the generator
include the number of objects, clusters, dimensions and the
standard deviation of each cluster (i.e., amount of variance).
We vary these parameters in our scalability analysis. To study
the trade-offs of the clustering methods, we used a synthetic
dataset with 50, 000 objects, 10 clusters and 10 dimensions.

HEART: This dataset consists of 920 patient records from
four hospitals [4]. Each patient record contains 13 attributes
(e.g., age, cholesterol level) related to diagnostics for heart
disease. This dataset also contains the ground truth labels for a
coarse clustering that denotes the likelihood of a heart disease
in a patient: 0 for healthy, and 1-4 for unhealthy.

CANCER: This dataset is primarily used for cancer re-
search and consists of gene expression levels for 198 tissue
samples and 16,063 genes [14]. Each object is a tissue sample
with genes denoting the attributes. To remove redundant fea-
tures and reduce the data dimensionality, we applied principal
component analysis (PCA) and extracted the top 20 features
in the data. The dataset has ground truth labels corresponding
to 15 clusters that assign each tissue to being normal or to
one of the 14 different tumor classes (e.g., prostate, colon, and
melanoma). Among the 198 tissue samples, 90 are normal and
108 belong to one of the tumor classes.

DIABETES: This dataset consists of patient records from
a large-scale Diabetes study with 101,765 patients [16]. We
selected 12 numerical patient attributes (e.g., age, length of
stay in hospital) as features in our study. This dataset does not

include ground truth information. Hence, we used the cluster
assignments obtained by the standard k-means algorithm on
the global dataset as ground truth.

GAS: This dataset consists of chemical sensor readings
from a gas delivery platform facility3. It consists of time-
series measurements from 16 different sensors, where each
time measurement is a sample and each sensor is an attribute
in the clustering algorithm. The dataset consists of 320,000
time samples for each sensor. We used this dataset as part
of our scalability experiments in Section V-E. This dataset
does not have ground truth clusters and hence we assumed
the number of clusters to be 10 for experimental purposes.

C. Performance metrics

We evaluate the privacy-preserving multi-party clustering
algorithms in terms of quality, privacy, and computational
performance. Below, we describe the metrics applied.

Quality: We use two different measures to quantify the
quality or accuracy of the clustering result. The intra-cluster
distance measures the tightness of the clusters given by the
total sum of pairwise distances between objects assigned to
the same cluster. It does not require ground truth information.

k∑
j=1

∑
x∈Cj

∑
y∈Cj

||x− y||2

The Adjusted rand-score computes the purity of the clusters
based on ground truth. Given the ground truth labels C and
the clustering result C′, it computes an adjusted fraction
of correctly assigned objects [6]. The adjustment takes into
account the expected accuracy of a random assignment:(

n

2

)
(a+ d)− ((a+ b)(a+ c) + (c+ d)(b+ d))

1
2

(
n

2

)2

− ((a+ b)(a+ c) + (c+ d)(b+ d))

where a is the number of pairs of objects in the same cluster in
C and C′, b is the number of pairs of objects that are in different
clusters in C and C′, c is the number of pairs of objects that
are in the same cluster in C but in different clusters in C′, and
d is the number of pairs of objects in different clusters in C
but in the same cluster in C′.

Computational performance: We evaluate the computa-
tional performance of these algorithms using latency, mea-
sured by the total wall-clock time (in seconds), and communi-
cation cost, as the total amount of data transferred (in bytes).

D. Evaluation of trade-offs

We evaluate the performance of privacy-preserving clus-
tering algorithms on four datasets (SYNTHETIC, HEART,
CANCER and DIABETES), and quantify their trade-offs in
terms of quality, privacy, and computational performance. To
simplify the discussion, we present our results in two groups,
one consisting of centralized and local approaches, and the

3https://archive.ics.uci.edu/ml/datasets/Gas+sensor+array+under+dynamic+
gas+mixtures
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Fig. 4: Privacy (conditional privacy loss) vs. quality (intra cluster distance) for local, centralized trusted, centralized untrusted
ADP and centralized untrusted RSP (a-d), and distributed trusted, distributed untrusted ADP, distributed untrusted RSP and
SMC (e-h) using SYNTHETIC (a,e), CANCER (b,f), HEART (c,g), and DIABETES (d,h) datasets.

other consisting of distributed approaches. We use 10 parties
for all the experiments in this section, and divide the data
uniformly across the parties. For methods using ADP, we
varied the noise level σ = {0.01, 0.02, 0.04, 0.08, 0.16}, and
for RSP, we varied the dimensionality of the projected space
as q = {10%, 20%, 40%, 80%}∗d (i.e., as a percentage of the
original number of dimensions). Due to space constraints, we
only present results for intra-cluster distance as quality metric
and conditional privacy loss as privacy metric. Similar results
were observed for other quality and privacy metrics.

Centralized and local: Figures 4a-4d demonstrate the
trade-off between quality and privacy for the local, centralized
trusted, centralized untrusted ADP and centralized untrusted
RSP methods. Low intra-cluster distance and conditional
privacy loss are desirable. The centralized trusted method
achieves high accuracy, but it does not provide any protection
to the data. On the other hand, the local method does not
disclose any data, but achieves poor clustering quality. While
these methods serve as two extremes, centralized ADP and
RSP span the privacy vs. quality trade-off space. RSP tends
to outperform ADP in the low-accuracy/high-privacy range,
but ADP tends to be more effective in the high-accuracy/low-
privacy range. Figures 5a and 5b demonstrate the trade-off
between quality, privacy and latency. The local method is the
fastest as it does not collaborate. The latency of RSP decreases
with the dimensionality of the projected space. Moreover,
the latency of ADP is an order of magnitude higher than
that of the centralized trusted method, which is an overhead
due to anonymization. With respect to the communication
cost (Figures 5c and 5d), the trusted and ADP methods have
similar performance. However, the communication cost of RSP
decreases with the size of the projection space.

Distributed We study the same trade-offs for the distributed
approaches: distributed trusted, distributed untrusted ADP,
distributed untrusted RSP, and distributed untrusted SMC.
Figures 4e-4h show the quality vs. privacy results. While the
distributed trusted method attains high accuracy, it achieves
only partial privacy as a result of sharing local aggregates
with the mediator. Distributed ADP and RSP span the trade-
off space as their centralized counterparts. However, compared
to the centralized counterparts, these distributed methods tend
to provide better privacy for similar quality levels. Finally, the
SMC method outperforms all the other methods by achieving
high accuracy and complete privacy (as a result of encryption).
Nevertheless, note from Figures 5e-5h that the SMC method
has at least two orders of magnitude higher latency and
communication cost compared to other distributed methods,
and is at least one order of magnitude worse than all central-
ized methods. This is a result of the use of data encryption
and computationally intensive homomorphic operations over
encrypted data. The distributed ADP and RSP methods out-
perform their centralized counterparts both in terms of latency
and communication. For instance, distributed ADP achieves
a 36× speedup with around two orders of magnitude less
communication, compared to centralized ADP with 10 parties.

E. Scalability experiments

We also performed a scalability analysis to study the com-
putational performance of the eight clustering methods as we
increase the number of samples, number of dimensions (or
attributes), number of clusters, and the number of parties. We
used our synthetic data generator to produce datasets for these
experiments. A base data configuration of 50K samples, 10
dimensions and 10 clusters was applied, and we scaled each
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Fig. 5: Privacy vs. quality vs. latency (a,b,e,f) and privacy vs. quality vs. communication cost in bytes, (c,d,g,h) for local and
centralized (a-d); and distributed (e-h) approaches using SYNTHETIC and DIABETES This figure is better seen in color.
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Fig. 6: Scalability results, in terms of latency and communication (bytes), using synthetic datasets and varying the number of
objects (a,e), attributes (b,f), and clusters (c,g) in the dataset, and also the number of parties (d,h).

of these parameters by a factor of 2, 4 and 8. We varied the
number of parties from 2 to 16 by a factor of 2. For the
scalability analysis on the number of parties, we fixed the size
of the dataset per party. We replicated this analysis on a real
dataset (GAS), where we only increased the number of parties.

Figures 6a-6d show the scalability results for the latency,
and Figures 6e-6h show the same for communication cost.
Overall, the results show the methods can be grouped into
three sets based on their scalability behavior: (1) local, dis-
tributed trusted, distributed ADP, and distributed RSP; (2) all
centralized methods; and (3) SMC.

Group 1 contains the most efficient methods in terms of
latency and communication cost. Their latency scales at most
linearly with the four parameters. Regarding communication,
the local method is omitted from the figures, as it does not
transfer any data. Moreover, since the distributed methods only
share aggregated results (a kxd matrix of local centroids),
their communication cost does not change with the number of
samples, but increases linearly with the remaining parameters.
Group 2 consists of centralized methods where each party
shares their entire raw or obfuscated data with the mediator to
perform clustering. These methods inherently take more time
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Fig. 7: Scalability results, in terms of latency and commu-
nication (bytes), using the GAS dataset and varying the the
number of parties.

than their distributed counterparts in Group 1. Furthermore,
their communication increases linearly with the number of
samples, dimensions, and parties, but is independent of the
number of clusters. Finally, group 3 consists of the distributed
SMC method that uses encryption to maintain privacy of
the data. We noted earlier that the SMC method takes the
most time and has the highest communication cost. However,
as the number of samples is increased to 400K, the SMC
method takes the same amount of time and incurs a lower
communication cost than the centralized methods. Similarly,
as the number of parties is increased, the SMC tends to
outperform the centralized methods.

We observed similar results on the GAS dataset (Figure 7).

VI. DISCUSSION

We evaluated several multi-party clustering strategies that
differ in terms of the computation model (local, central-
ized or distributed) used and the type of mediator (trusted
or untrusted) assumed. For the scenarios with an untrusted
mediator, we evaluated three privacy-preserving techniques:
additive data perturbation, random subspace projection, and
secure multi-party computation. Cloud service providers (e.g.
SaaS) and users can apply these results as guidelines to select
existing privacy-preserving multi-party analytics solutions and
also as a motivation for the development of new solutions that
address the limitations of existing alternatives.

There are interesting trade-offs involving clustering qual-
ity, privacy and computational performance, with no single
algorithm being a winner in all possible scenarios. Moreover,
while local computations (that do not involve collaboration
among parties) achieve high privacy and high computational
performance, the resulting quality is significantly low. In case
these databases are private, randomization-based obfuscation
techniques offer a trade-off among quality and privacy, with
RSP outperforming ADP in most of the settings but ADP
covering a broader privacy versus quality spectrum. When
these methods are combined with distributed computation,
they lead to highly scalable solutions and achieve similar or
better privacy than their centralized counterparts without com-
promising quality. Finally, a secure multi-party computation
approach achieves high quality and privacy, but tends to add

a significant overhead in terms of latency and communication
cost. However, as the size of the dataset or the number of
parties increase, it outperforms the centralized solutions on all
dimensions - quality, privacy, latency and communication cost.

This work opens several opportunities for future investi-
gation. Although approaches such as the perturbation and
projection-based methods enable the user to increase privacy
by trading off on quality, none of these methods provide a
similar knob to control the trade-off among privacy, qual-
ity and computational performance simultaneously. Moreover,
general frameworks for privacy-preserving multi-party analyt-
ics, allowing different choices of privacy-preserving schemes
and computation models, would facilitate the design of novel
solutions for other relevant tasks (e.g. graph mining).
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