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Abstract—Many real-world complex systems can be modeled
as dynamic networks with real-valued vertex/edge attributes.
Examples include users’ opinions in social networks and av-
erage speeds in a road system. When managing these large
dynamic networks, compressing attribute values becomes a key
requirement, since it enables the answering of attribute-based
queries regarding a node/edge or network region based on a
compact representation of the data. To address this problem, we
introduce a lossy network compression scheme called Slice Tree
(ST), which partitions a network into smooth regions with respect
to node/edge values and compresses each value as the average
of its region. ST applies a compact representation for network
partitions, called slices, that are defined as a center node and
radius distance. We propose an importance sampling algorithm
to efficiently prune the search space of candidate slices in the ST
construction by biasing the sampling process towards the node
values that most affect the compression error. The effectiveness of
ST in terms of compression error, compression rate, and running
time is demonstrated using synthetic and real datasets. ST scales
to million-node instances and removes up to 87% of the error in
attribute values with a 103 compression ratio. We also illustrate
how ST captures relevant phenomena in real networks, such as
research collaboration patterns and traffic congestions.

I. INTRODUCTION

Managing large dynamic networks that represent data-rich
complex systems is a challenge in terms of processing time,
communication, and storage. In social networks, for instance,
users’ opinions regarding different topics along time generate
a large amount of data that describes the network opinion
dynamics. Similarly, sensors spread over a traffic network
provide massive, real-time data about the traffic conditions
across multiple regions (see Figure 1). In these scenarios, each
node of the network has an attribute (e.g., opinion, speed) and
these attributes describe properties of a subnetwork (e.g. a
community’s opinion on a topic) and the overall network, such
as major traffic jams affecting several neighborhoods of a city.
Therefore, compressing vertex/edge attributes is a fundamental
problem in the management of these large dynamic networks.

An important step towards compressing real-world network
attributes is understanding the processes that generate attribute
values. In social networks, opinion dynamics is affected
by word-of-mouth dissemination [1]. Similarly, bad traffic
conditions in a given location are likely to affect nearby
locations. These are examples of network processes, which
change node/edge values through connections in the network

[2]. Network processes arise in many real domains, thus we
can exploit them to better compress network attributes.

We can view network attributes as a signal over the network,
where each node/edge has a value. Signals generated by
network processes are expected to be smooth with respect to
the network structure (i.e. values are similar at neighboring
nodes) [3]. As a consequence, attributes can be expressed
in terms of smooth regions, which are network regions with
similar values. Examples of smooth regions in real networks
include communities whose members share a similar opinion
and neighborhoods affected by the same traffic conditions.
In this paper, we study the problem of compressing network
attributes by decomposing the network into smooth regions.

While there is a rich body of research on compressing
network topologies [4], [5], compressing network attributes is
an emerging problem [3]. In a traffic network, for instance,
the structure is mostly fixed but traffic conditions change
along time due to seasonal patterns (e.g. rush hours) and
events (e.g. accidents). In this context, the compressed data
provides, in a compact form, key information for answering
queries regarding the traffic conditions in a particular location
or region. In a hypothetical case where traffic conditions are
random with respect to the network, accurately answering such
queries would require keeping a large fraction of node values.
However, if conditions are smooth over the structure, we can
exploit such locality and represent network attributes in terms
of average values of few regions (e.g., streets, neighborhoods).

We propose a network compression strategy called Slice
Tree (ST), which is a hierarchical decomposition of a snapshot
of the network in terms of smooth regions. ST regions are
represented in a compact form as a center and radius. A
slice partitions a set of nodes into two regions: one composed
of nodes within radius distance from a center node and the
other containing the remaining nodes. An ST is constructed
by recursive applications of such operations. Leaves of an ST
define regions whose values are approximated as their average.
To enable the reconstruction of regions, ST intermediate nodes
retain information about each slice applied in the decomposi-
tion. Since ST is a lossy compression, we compute its error as
the sum of squared errors (SSE) of the recovered values with
respect to the original node values in the network.

Figure 1 shows the ST compression of a real traffic network



(a) Traffic network (b) Slice tree (c) Reconstructed state values

Fig. 1: Slice Tree (ST) compression of a real traffic network (a). We set colors and sizes of nodes according to the average
speed in the locations (large/red: very slow, medium/yellow: slow, small/green: fast). The network attributes are compressed
as an ST with 2 slices (b) that decomposes the network into three smooth regions. The reconstruction of speed values (c)
demonstrates that the compression captures the two major congestions in the network.
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(a) Network, SSE = 14.22
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(b) Slice 1, SSE = 1.95
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(c) Slice 2, SSE = 0.75
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(d) Opt. ST, SSE = 0.65

Fig. 2: An illustrative example of the ST compression. A network with node values and error (SSE) w.r.t. the average (a).
First (b) and second (c) slice STs with respective errors. A slice divides nodes into two regions, one with nodes within radius
distance from a center node and other with the remaining nodes. STs are constructed by choosing slices recursively and leaves
of the ST define regions. Node values are compressed as the average of their region. Optimal ST with 2 slices (d).

(Figure 1a), where node values represent average speeds.
Node colors and sizes emphasize low-speed locations. An
ST (Figure 1b) decomposes the network into two congested
regions and one non-congested region. Reconstructed speed
values from the ST (Figure 1c) show that it captures the two
major congestions (see more details in Section VII-D).

Figure 2 illustrates the ST compression of an example
network (Figure 2a) with one (Figure 2b) and two slices
(Figures 2c and 2d). We define the error of the network (14.22)
w.r.t. its average (2.44). The slice S1 (Figure 2b), which is
centered at node a and has radius 3, separates the nodes into
regions {a, b, c, d, e} and {f, g, h, i} with averages 1.4 and
3.75, respectively. The error of the resulting ST (1.9) is the
total SSE of the region values w.r.t. the original node values.
The ST given in Figure 2b can be extended by a new slice S2

(center f and radius 2) that separates {a, b, c, d, e} into two
new regions {d, e} (average 2) and {a, b, c} (average 1). Figure
2d shows an alternative ST with 2 slices which is optimal, i.e.
it minimizes the SSE of the region values.

Computing an optimal ST with k slices is an NP-hard
problem. We propose a greedy scheme for ST construction
which recursively selects the next slice that minimizes the
compression error. While this solution achieves good results in

practice, it is prohibitive for large networks due to the cost of
searching over the set of possible slices. Therefore, we devise
an efficient probabilistic approximation algorithm that prunes
suboptimal slices with theoretical guarantees. In particular,
we design an importance sampling strategy that biases the
sampling process towards nodes for which the values are
more likely to affect the error of the compression. We show
that importance sampling requires less samples than uniform
sampling for computing slices with the same error guarantees.
Our main contributions are outlined as follows:
• We introduce Slice Tree as a novel network attribute

compression strategy, show that computing an ST that
minimizes the compression error is NP-hard and present
a greedy heuristic for ST construction.

• We propose an importance sampling algorithm, with
associated approximation guarantees, which enables the
application of ST to million-node networks by effectively
pruning the search space of candidate slices.

• We show that ST is an effective compression scheme,
removing up to 87% of the error in node values with a 103

compression ratio. Case studies illustrate how STs model
relevant properties of real networks, such as collaboration
patterns and traffic congestions.



II. RELATED WORK

The majority of existing work on network summarization
and compression focuses on providing compact representations
of a network structure [4], [5]. Prior work on network com-
pression has proposed information-theoretic approaches for
encoding structural data [4], [6]. More recent studies applied
OLAP-like node/edge aggregations to networks, providing a
multi-resolution summarization of nodes and their relation-
ships [7], [5]. Our work is complementary to these efforts,
since we focus on compressing attribute values in networks.

The compression of network attributes is related to a recent
effort to generalize signal processing techniques to network
data [8], [9], [3]. More specifically, although harmonic analysis
has been successfully applied to problems that range from
image compression [10] to query processing [11], applying
these techniques to networks remains a challenge. A natural
solution would be first to embed the network structure into an
Euclidean space and then process the embedded values using
existing signal processing approaches. However, Bourgain [12]
has shown that such an embedding requires, in the worst
case, a logarithmic number of dimensions w.r.t. to the size of
the graph. An existing alternative, which is known as graph
Fourier, constructs an orthonormal basis for a network using
spectral analysis [13], [3]. The first eigenvectors of the network
Laplacian matrix define a structure-aware basis that is expected
to capture the smoothness of node values over the network.

Similarly to the traditional Fourier analysis in Euclidean
spaces, graph Fourier is unable to localize signals in both
time (space) and frequency domains [8], [14], [3]. Recent
efforts attempt to address this limitation by generalizing the
wavelet analysis [10] to networks. Examples of such efforts
include graph wavelets [15], [14], diffusion wavelets [16], and
Haar trees [8]. Similar to ST, graph wavelets [15] also average
values within a radius distance from a center node. However,
these wavelets are based on deviations in values on a disc and
a surrounding ring, which is suitable for summarizing com-
munication data but not for compressing network attributes
under budget constraints. In [17], the authors propose a lossy
compression of attributes over a grid structure. However, their
approaches do not assume budget constraints and depend on
either a rigid topology or the ordering of node identifiers.
We show that ST achieves better compression accuracy than
graph Fourier and Haar trees under a fixed budget. The main
advantage of ST compared to these existing techniques is that
ST performs an efficient value-sensitive search for slices that
maximize the compression accuracy using sampling.

ST applies the network as a space where attributes are
embedded and can be represented in a compact form using
slices. Due to these properties, it differs from existing work
on traditional clustering [18], which does not consider the net-
work structure, and community detection based on attributes,
which has no constraints on the representation cost [19]. Fi-
nally, while compression is a key problem in sensor networks,
existing approaches [20] are focused on power consumption
and routing, which is out of the scope of this work.

III. PROBLEM DEFINITION

We define a network as a triple G(V,E,W ), where V and E
are the sets of vertices and edges, while W is a function over
the vertices (W : V → R) that gives the vertex attributes.
The value of a vertex v is denoted as w(v) and d(u, v) is
the shortest path distance between u and v. The network
compression problem is posed as follows.

Definition 1: Network attribute compression. Given a
budget b and a network G(V,E,W ), compute a compression
Γ : V → R, such that Γ can be encoded using b bits and Γ(v)
gives an approximate value for w(v).

The function Γ is a lossy compression of W . We quantify
the compression error of Γ as a sum of squared errors:∑
v∈V (w(v)−Γ(v))2. A good compression recovers the values

given by W with small error. Moreover, Γ must be computed
efficiently for large networks. While we define the problem in
terms of SSE minimization and node attributes, our general
framework can be adapted to other error metrics including
those based on edge attributes. Also, we focus on the problem
of compressing a single snapshot of the network at a time.

IV. SLICE TREE

Our approach for the network attribute compression problem
is Slice Tree (ST), which decomposes a fixed network structure
into hierarchical regular regions that are smooth with respect to
the attribute values. ST encodes information for reconstructing
the regions and their averages, thus providing a compact rep-
resentation for attribute values based on the network structure.

A slice divides a set of nodes into two subsets, one con-
taining nodes within radius distance from a center node and
the other composed of the remaining nodes in the set.

Definition 2: Slice. Given a network G, nodes X ⊆ V , a
center c ∈ V , and a radius r ≥ 0, a slice s(c, r,X) partitions
X into P = {u ∈ X|d(c, u) ≤ r} and X \ P .

Slices are compact representations for regular partitions.
A slice encodes a separation of a set of nodes X into two
subsets (P and X \ P ) using only two parameters (center
and radius). Figure 2b, shows a slice S1(a, 3, V ) applied to
the set of nodes from the network shown in Figure 2a. New
slices can be applied to the resulting partitions P and X \ P ,
producing a hierarchical data structure. The sequence of slices
is a compressed representation for the final regions in the ST.

Definition 3: Slice Tree (ST). A slice tree ST (G, k) is a
binary tree that encodes k recursive slices in G. The first slice
is applied to V and subsequent slices are applied (recursively)
to the resulting partitions (P and X \ P ).

Leaves of an ST define partitions (or regions) in the network
and the representation cost of an ST is linear in the number
of slices k. To compress the network attribute values W , we
assign to each leaf node of the ST a value µ(P ) that is the
average value of the nodes in P (µ(P ) = 1/||P ||

∑
v∈P w(v)).

Values of nodes v ∈ Pi are compressed as µ(Pi).
An ST with two slices (i.e. k = 2) for the network from

Figure 2a is shown in Figure 2c. The partitions {a, b, c},
{d, e}, and {f, g, h, i} are produced by the slices S1 and
S2. We compress the value w(f) as 3.75, since this is the



average µ({f, g, h, i}). The error of an ST is computed as
a sum of squared errors with respect to the original values.
For instance, the error of the ST in Figure 2c is 0.75. An
optimal Slice Tree ST ∗(G, k) minimizes the compression er-
ror

∑
P∈{P1,...,Pk+1}

∑
v∈P (w(v)−µ(P ))2. Figure 2d shows

an optimal ST (SSE= 0.65) with two slices for the network
shown in Figure 2a. Computing ST ∗(G, k) is NP-hard.

Theorem 1: Optimal Slice Tree. The optimal slice tree
compression problem is NP-hard.

Proof: Let V C(G(V, E), q) be an instance of the (NP-
complete) Vertex Cover problem, which asks whether there
exists a set of vertices V ′ ∈ V such that |V ′| = q and, for
each edge (u, v) ∈ E , u ∈ V ′ or v ∈ V ′ (or both). There
is a corresponding instance ST (G(V,E,W ), 2q) of the ST
problem, where G is a 4-partite graph defined as follows. The
set of nodes is V = V 1 ∪ V 2 ∪ V 3 ∪ V 4, where for each
node vi ∈ V we create nodes v1i ∈ V 1 and v2i ∈ V 2, and
for each edge ej ∈ E we create nodes e3j,1, e

3
j,2 ∈ V 3 and

e4j,1, e
4
j,2 ∈ V 4. The set E contains edges (v1i , v

2
i ) for all nodes

vi ∈ V , (e3j,1, e
4
j,1) and (e3j,2, e

4
j,2) for all edges ej ∈ E , and

(v2i , e
3
j,1) for all edges ej adjacent to node vi in G. W is such

that w(vhi ) = 1 if vhi ∈ V 3 and w(vhi ) = 0, otherwise.
We show that V C(G, q) is true iff ST (G, 2q) has 0-error.

Given a vertex cover V ′, we generate a 0-error ST by placing
a slice s(v1i , 2, Xi) followed by a slice s(v1i , 1, X

′
i) for every

vi ∈ V ′. The order in which these slices are placed and the sets
Xi and X ′i involved do not matter. The resulting ST isolates
nodes in V3 from the remaining ones. Conversely, given a
0-error ST, we can generate a vertex cover by first applying
some simple transformations to the ST and then selecting each
vertex vi ∈ V for which there is a slice s(v1i , 2, X) as part of
the cover V ′. These transformations enforce all slices in the ST
to be centered at nodes in V 1 and the cases to be considered
are slices centered at nodes in V 2 and V 3. Slices centered in
V 2 with radius 1 are replaced by slices centered in V 1 with
radius 2. Moreover, each pair of slices separating nodes e3j,1
and e3j,2 from the rest are replaced by two slices with any
center v1i such that ej is adjacent to vi, one with radius 2
followed by another with radius 1.

Theorem 1 shows that finding the best ST from G with k
slices might require searching over an O(d(G)||V ||k) space of
candidate STs, where d(G) is the diameter of G. Candidate
STs combine possible choices of centers and radii and are
order-sensitive. In the rest of this paper, we devise efficient
heuristics for computing accurate STs in large networks.

V. FAST SLICE TREE COMPRESSION

We outline a greedy procedure that computes an ST by
repeatedly selecting the slice that minimizes the compression
error. To scale this solution to large networks, we introduce
a probabilistic approximation algorithm that applies sampling
and pruning in the ST construction.

A. Greedy Slice Tree Construction

While building an optimal ST is a computationally hard
problem, a single optimal slice can be found in polynomial

time by searching over all possible center-radius combinations.
Therefore, a greedy algorithm, which builds an ST by selecting
consecutive slices that minimize the compression error, is a
natural approach for the ST problem. We can express the
benefit of adding a slice to an ST as follows.

Definition 4: The error reduction φ(s) of a slice
s(c, r,X) is defined as:

φ(s) = SSE(X)− SSE(P )− SSE(X \ P ),

where P and X \ P are the regions produced by the slice s
and SSE(Y ) =

∑
v∈Y (w(v)− µ(Y ))2.

An important property of φ(s) is that it can be computed
in terms of the mean values and the sizes of partitions X and
P (or X \ P ), as shown in Theorem 2.

Theorem 2: The error reduction φ(s) can be computed in
terms of average values µ(X), µ(P ) and µ(X \ P ):

φ(s) = (µ(X)− µ(P ))2
||P ||||X||
||X \ P ||

= (µ(X)− µ(X \ P ))2
||X \ P ||||X||
||P ||

Proof: The SSE of the average µ(Y ) w.r.t. values y ∈ Y
can be expressed as:

∑
y∈Y

(y − µ(Y ))2 =
∑
y∈Y

y2 −
1

||Y ||

∑
y∈Y

y

2

Thus,

φ(s) =
∑
v∈X

w(v)2 −
1

||X||

∑
v∈X

w(v)

2

−
∑
v∈P

w(v)2 +
1

||P ||

∑
v∈P

w(v)

2

−
∑

v∈X\P
w(v)2 +

1

||X \ P ||

 ∑
v∈X\P

w(v)

2

= −
1

||X||

∑
v∈X

w(v)

2

+
1

||P ||

∑
v∈P

w(v)

2

+
1

||X \ P ||

 ∑
v∈X\P

w(v)

2

= (µ(X)− µ(P ))2
||P ||||X||
||X \ P ||

We derive an expression w.r.t. µ(X \ P ) by replacing µ(P )
by (µ(X)||X||−µ(X \P )||X \P ||)/||P || in this equation.

Intuitively, a good slice produces new regions, P and X\P ,
for which averages, µ(P ) and µ(X \ P ), deviate from the
average value of X . Theorem 2 supports an efficient approach
for computing the error reduction of concentric slices of
increasing radii. Moreover, we apply it to compute sampling-
based upper bounds on the error reduction of candidate slices,
as described in Section V-B. Our greedy algorithm selects, at
each step, the slice that maximizes the error reduction.

The Slice function (Algorithm 1), identifies the slice t
with maximum error reduction φ(t) for a partition X . It



Algorithm 1: Slice
Require: Network G, set of nodes X
Ensure: Best slice t
1: for All centers c ∈ X do
2: for All radii r ∈ [0, radius(c,G,X)] do
3: s← (c, r,X)

4: φ(s)← (µ(X)− µ(P ))2
||P ||||X||
||X−P ||

5: t← s, if φ(s) is the largest observed reduction
6: end for
7: end for

Algorithm 2: Greedy Slice Tree
Require: Network G, budget k
Ensure: ST
1: Slice ST ← empty Slice Tree
2: Candidate slices C ← ∅
3: Add best slice s(c, r)← Slice(G, V ) to C
4: while Number of slices less than k do
5: Retrieve best slice t(c, r) from C
6: Add t(c, r) to ST
7: Let P and X \ P be the partitions produced by t(c, r)
8: Add best slice s(c, r)← Slice(G,P ) to C
9: Add best slice s(c, r)← Slice(G,X \ P ) to C

10: end while

iterates over all possible centers and increasing radii up to
a maximum radius(c,G,X) that splits X into non-empty
regions. A center-radius pair (c, r) defines a candidate slice
s in X (step 3). The error reduction of a candidate slice s is
computed according to Theorem 2 (step 4) and the slice that
maximizes the error reduction is selected (step 5). Iterating
over all possible radii for a given center c is equivalent to
performing a breadth first search (BFS) starting from c.

Algorithm 2 describes our greedy strategy for computing an
ST. It takes an input network G and a budget k and computes
a slice tree ST (G, k) by consecutively selecting the next
slice with highest error reduction. The greedy ST algorithm
proceeds in k iterations. In each iteration (steps 4-10), it selects
the slice incurring highest error reduction, removes it from the
priority queue C and inserts it in the corresponding branch of
the ST (steps 4,5). Next, we compute the best slice for the
new regions, P and X \ P , and add them to C (steps 8-9).

In our running example (Figure 2), the first slice S1 (Figure
2b) selected by our greedy algorithm has center a, radius 3 and
an error reduction of φ(S1) = 12.27 (the error of the network
with respect to its global mean µ(V ) is 14.22). The next best
slice S2 (Figure 2c) further divides the partition {a, b, c, d, e}
into {a, b, c} and {d, e} using center f and radius 3. The error
reduction φ(S2) of S2 is 1.25. The following Lemma gives the
complexity of our greedy ST algorithm.

Lemma 5.1: The greedy slice tree algorithm (Algorithm 2)
runs in time O(k||V ||||E||).

Proof: A slice s over X produces regions X1 and X2. Let
E(X) = {(vi, vj) ∈ E|vi, vj ∈ X} . Slice applies ||X|| BFSs,
in time O(||E(X)||) each. In the worst case, s generates X1
and X2 such that ||X1|| = ||E(X1)|| = 1, ||X2|| = ||X|| − 1
and ||E(X2)|| = ||E(X)|| − 1, resulting in a complexity:

O

(
k−1∑
i=0

(||V || − i)(O(||E|| − 1))

)
= O(k||V ||||E||)

This complexity imposes a challenge to the application of
our greedy algorithm to large networks. The ST from Figure 2c
was built using the greedy algorithm described in this section
and we show that it is not optimal. An optimal ST with two
slices for the same network is shown in Figure 2d. While
the proposed algorithm achieves good results in practice (see
Section VII), whether there is a constant-factor polynomial
approximation for the ST problem remains an open question.

B. Error Reduction via Sampling

The challenge in selecting the next best slice in ST con-
struction stems from the need to explore all the node values
at a given radius from a center to compute its error reduction.
The idea behind our sampling schemes is that we do not need
to observe all nodes within “good” slices to identify them, but
instead can utilize a small sample of nodes. We propose two
sampling schemes for computing upper bounds on the error
reduction of slices: one based on uniform sampling and one
based on importance sampling. The resulting bounds enable a
scalable and accurate slice search algorithm.

As part of our uniform sampling approach, we generate
a uniform node sample U with replacement from a set of
nodes X . For a given slice s(c, r,X), we estimate the average
values of its regions µ(P ) and µ(X \ P ) based on values of
nodes in U ∩ P and U ∩ (X \ P ), respectively. We employ
the Hoeffiding inequality [21] to compute probabilistic errors
for these estimates. The average estimates and their errors are
then used to obtain probabilistic upper bounds on the error
reduction of a slice according to Theorem 2.

In the uniform sampling scheme, nodes are sampled with
equal probability regardless of whether they are part of a
region with outlier values. Theorem 2 shows that high error
reduction slices create regions P and X \ P with values
deviating from the average µ(X). To increase the likelihood
of nodes from high error reduction regions to be sampled,
we apply importance sampling [22]. Importance sampling
is a statistical technique that biases the sampling procedure
towards values that are more relevant for computing a given
estimate. In our case, we bias the samples based on how much
their values deviate from the average µ(X).

Definition 5: An importance sample from X is a multiset
of nodes B where each node v ∈ X is selected (with
replacement) with probability:

p(v) =
|w(v)− µ(X)|

λ

where λ =
∑
v∈X |w(v)− µ(X)|

The importance sample B is biased and hence, in order to
obtain unbiased estimates for the average values in resulting
regions µ(P ) and µ(X \ P ) we need to correct the sampled
attribute values using a weighted average.

Definition 6: The weighted average µ(BP ) is defined as:

µ(BP ) =
1

Ψ(BP )

∑
v∈BP

λ

|w(v)− µ(X)|
w(v)

where BP = B ∩ P and Ψ(BP ) =
∑
v∈BP

λ
|w(v)−µ(X)| .



We can compute a weighted average value µ(BX\P ) as an
estimate of µ(X \ P ) in a similar fashion. In the following
lemma, we show that the weighting scheme produces an
unbiased estimate for the average values of regions.

Lemma 5.2: If Ψ(BP ) and
∑
v∈BP

λ
|w(v)−µ(X)||w(v) are

independent, then µ(BP ) is an unbiased estimate for µ(P ).
Proof: The expected value of µ(BP ) can be written as:

E[µ(BP )] =
1

E[Ψ(BP )]
E[
∑
v∈BP

λ

|w(v)− µ(X)|
w(v)]

Simplifying the two expectations:

E[Ψ(BP )] = ||BP ||E[
λ

|w(v)− µ(X)|
]

= ||BP ||
∑
v∈P

|w(v)− µ(X)|
λ

×
λ

|w(v)− µ(X)|

= ||BP |||P ||

E[
∑
v∈BP

λ

|w(v)− µ(X)||
w(v)] = ||BP ||E[

λ

|w(v)− µ(X)|
w(v)]

= ||BP ||
∑
v∈P

|w(v)− µ(X)|
λ

×
λ

|w(v)− µ(X)|
w(v)

= ||BP ||
∑
v∈P

w(v)

Combining the two:

E[µ(BP )] =
||BP ||
||BP ||||P ||

∑
v∈P

w(v) =
1

||P ||
∑
v∈P

w(v) = µ(P )

Lemma 5.2 provides an unbiased average estimate µ(BP )
that can be used as a uniform sampling-based estimate µ(U ∩
P ). In case the independence assumption does not hold, the
covariance between the two variables must be considered. We
omit this discussion here for simplicity. Next, we derive upper
bounds on the error reduction of a slice based on unbiased
estimates for region average values.

Theorem 3: Given a (uniform or importance) sample S, a
confidence parameter δ (0 ≤ δ < 1) and a slice s, the error
reduction φ(s) can be bounded as:

Pr[φ(s) < max{φ1(s), φ2(s)}] > 1− δ

where:

φ1(s) = (µ(X)− µ(SP )− ε)2 ||P ||||X||
||X \ P ||

φ2(s) = (µ(X)− µ(SP ) + ε)2
||P ||||X||
||X \ P ||

ε =

√
−θ2

2||SP ||
log (

δ

2
)

θ = max
u,v∈X

|w(u)− w(v)|

SP = S ∩ P

Proof: According to the Hoeffiding inequality [21]:

Pr[|µ(SP )− µ(P )| ≥ ε] ≤ δ

where ε =
√
−θ2

2||SP ||
log ( δ

2
)

Thus,
Pr[φ(s) < max{φ1(s), φ2(s)}] = Pr[|µ(X)− µ(P )| <

max{|µ(X)− µ(P )− ε|, |µ(X)− µ(P ) + ε|}]
= Pr[µ(SP )− ε < µ(P ) < µ(SP ) + ε] > 1− δ

A similar upper bound with the same confidence exists
based on the samples from X \ P , and hence we can apply
either of them with the same probabilistic guarantees. The
theorem applies to both uniform and importance sampling as
long as an unbiased estimate of the average is used.

While the expected number of sampled values ||U ∩ P ||
from a region P is proportional to ||P || in a uniform sample
U , regions that include many node values deviating from the
average value µ(X) will be oversampled in the importance
sample. For instance, consider the case of a small region P ′

with many values deviating from µ(X). Although a high error
reduction slice might separate P ′ from X , only importance
sampling is likely to produce enough samples from P ′ to
induce the selection of such slice. In Theorem 4, we relate
the size of ||P ∩ B|| to the error reduction φ(s) of the slice
s, enabling a second upper bound for importance sampling.

Theorem 4: For an importance sample B, confidence δ and
slice s, the error reduction φ(s) can be bounded as:

Pr[φ(s) <
(p′ + ε)2λ2

||P ||
||X||
||X \ P ||

] > 1− δ

where p′ = ||P∩B||
||B|| and ε =

√
−1

2||B|| log(δ).
Proof: The probability p of selecting a node from P is:

p =
∑
v∈P

|w(v)− µ(X)|
λ

≥
1

λ
|
∑
v∈P

w(v)− µ(X)|

=
||P |||µ(P )− µ(X)|

λ

The Hoeffiding inequality gives that:
Pr[p < p′ + ε] > 1− δ

Thus,

Pr[p′ + ε >
||P |||µ(P )− µ(X)|

λ
]

= Pr[|µ(P )− µ(X)| <
(p′ + ε)λ

||P ||
]

= Pr[φ(s) <
(p′ + ε)2λ2

||P ||
||X||
||X − P ||

] > 1− δ

According to this bound, regions that get few samples will
likely have a low error reduction. Also, different from Theorem
3, this bound does not depend on the range (θ) of node values
in the network. This is a desired property when dealing with
outliers and skewed value distributions.

In the next section, we introduce a sampling-based algo-
rithm for identifying approximate optimal slices using uniform
or importance sampling. This algorithm employs Theorems 3
and 4 to prune the search space of candidate slices.



Algorithm 3: Approx-Slice
Require: Network G, Set of nodes X , Confidence parameter δ, Approximation

constant ρ, Sampling rate π
Ensure: Approximate best slice t
1: L← ∅
2: for All centers c ∈ X do
3: for All radii r ∈ [0, radius(c,G,X)] do
4: s← (X, c, r)
5: L← L ∪ {s}
6: end for
7: end for
8: φ(t)← 0
9: S ← ∅

10: while L is not empty do
11: Add dπ.||X||e new samples from X to S
12: for All candidate slices s ∈ L do
13: Compute φmax(s), φ

′(s)
14: end for
15: q ← maxs∈L{φ′(s)}
16: if φ′(q) ≥ φ(t) then
17: Compute φ(q)
18: if φ(q) ≥ φ(t) then
19: t← q
20: end if
21: end if
22: L← {s ∈ L|ρ× φmax(s) ≥ φ(t)}
23: end while

C. Approximate Slice Tree Construction

In Section V-A, we described a greedy algorithm for slice
tree construction. It applies the Slice routine to choose the best
slice in set of nodes X (see Algorithm 1). In order to speedup
this exhaustive scheme, we next show how to find approximate
optimal slices, with probabilistic guarantees using sampling.

Algorithm 3 (Approx-Slice) takes as input the network G, a
set of nodes X ⊆ V , a confidence parameter δ (0 < δ ≤ 1),
an approximation constant ρ (0 ≤ ρ ≤ 1), and a sampling
rate π (0 ≤ π ≤ 1). As its output, it returns a slice t =
(c, r,X) such that c ∈ X and the error reduction φ(t) is at least
ρ.OPT with probability 1−δ, where OPT is the optimal error
reduction for a slice in X . In particular, the algorithm finds the
optimal slice with probability 1− δ if ρ is 1. We replace the
previously defined Slice routine by Approx-Slice in Algorithm
2 after setting the additional parameters δ, ρ and π. This new
version of our solution, which we call Approximate Greedy
Slice Tree, returns an ST for which each slice is approximate
optimal according to the given parameters.

Approx-Slice first generates the set of candidate slices L
(steps 1-7) and then performs iterative sampling and pruning
(steps 10-23) in the search for an approximate optimal slice.
On each iteration, the set of samples S is increased by
dπ.||X||e samples from X (step 11). The sampling scheme
applied can be either uniform sampling or importance sam-
pling as long as proper upper bounds are considered. For each
slice s ∈ L, we compute two values based only on the samples
in S: an upper bound on the error reduction φmax(s) and an
estimate on the error reduction φ′(s) (step 13). The value of
φmax(s) is set according to Theorem 3 for uniform sampling
and both Theorems 3 and 4 for importance sampling. Also, it
follows from Definition 4 that the error reduction for any slice
in X cannot be larger than the error of X (SSE(X)).

For a given slice s, we can estimate the error reduction

t s1 s2 s3 s4

e
rr

o
r

slices

φ(t)
φmax(si)

φ(si)
φ’(s)

Fig. 3: Example of slice pruning: t is the current top slice and
s1-s4 are candidate slices with their respective error reduction
upper bounds φmax(si), actual error reductions φ(si), and
estimated error reductions φ′(si). Slices s2 and s3 are pruned
and the next slice to be computed is s4.

φ(s) based on the estimate for the average attribute value of
the regions P and X \ P and by considering the number
of samples in P , in case importance sampling is applied.
We compute φ′(s) as the harmonic mean of these different
estimates to enforce that the slice with highest φ′(s) has high
error reduction estimates across different measures.

Figure 3 illustrates the Approx-Slice pruning strategy for ρ
set to 1, a current best slice t and 4 candidate slices (s1-s4).
The actual error reduction is known only for t (φ(t)). For all
candidate slices, the algorithm computes the error reduction
upper bound φmax(si) and the error reduction estimate φ′(si)
based on the sample S. The actual error reductions for
candidate slices (φ(si)) are shown only for explanation. Slices
s2 and s3 are pruned, since their upper bounds (φmax(s2) and
φmax(s3), respectively) are lower than φ(t). Nevertheless, the
actual error reduction of s3 (φ(s3)) is greater than the error
reduction of t, which means that s3 should not be pruned.
Approx-Slice is a probabilistic approximation algorithm in the
sense that the probability of such an error is bounded by a
small (user-defined) constant δ. The new set of candidate slices
will contain only those slices with error reduction upper bound
φmax(si) greater than φ(t) (s1 and s4). Moreover, the slice s4
is a candidate to replace t, since its error reduction estimate is
greater then φ(t). After computing φ(s4), the algorithm will
not replace t because φ(s4) < φ(t).

In every iteration, new samples are added to S in order
to improve the error reduction estimates and upper bounds
of candidate slices until the candidate set L is empty. The
execution time of Approx-Slice depends on how many it-
erations it takes to identify an approximate optimal slice.
Some implementation decisions and associated complexity are
discussed in Section VI. We show (see Section VII) that this
algorithm can efficiently find a good slice s in X by pruning
a large portion of the search space of candidate slices using
a small sample S. It is important to notice that the constant
factor approximation (ρ) given by our algorithm is for each
single slice and not the resulting ST.



VI. IMPLEMENTATION DETAILS

This section covers some details of our implementation 1 of
the the ST algorithm (Algorithm 2).

Estimating the sizes of regions: Theorems 3 and 4 depend
on the sizes of regions P (||P ||) and X \P (||X \P ||), which
cannot be computed based only on a sample of nodes. Com-
puting exact sizes of regions for a candidate slice s(c, r,X)
takes a prohibitive O(||E||) time in the worst case, since it
requires a BFS starting from c up to distance r. To avoid
such a cost, we propose simple upper bounds d||P ||e and
d||X \ P ||e and lower bounds b||P ||c and b||X \ P ||c on
||P || and ||X \ P ||, respectively, that depend on the network
structure and are calculated in constant time based on a pre-
computed index. This index contains the number z(v, r) of
vertices at distance r from every vertex v ∈ V . For any
slice s, d||P ||e = max{z(c, r), ||X||} and b||X \ P ||c =
max{||X|| − d||P ||e, 0}. To compute the remaining bounds,
we keep the maximum radius rf (v) for which a slice centered
at v does not overlap with the border of any existing slice
in the ST. We define b||P ||c = z(c,min{r, rf (c)}) and
d||X\P ||e = max{||X||−b||P ||c, 1}. A region size is replaced
by its upper bound if it appears as a numerator and by its lower
bound if it appears as a denominator in Theorems 3 and 4.

Maximum radius: Our algorithm searches over all the
slices centered at every center c ∈ X to identify the best
slice. However, we expect high error reduction slices to have
small radius in real datasets, specially small-world networks
[23]. Therefore, we set a maximum radius rmax for which
slices are searched as an extra parameter of our algorithm.

In-memory distance structure for sampling: One of
the advantages of using sampling in ST construction is that
we can keep a distance structure D which gives the set
D(c, r) ⊆ S of distinct samples at distance r(r ≤ rmax)
from c in G. Such a data structure requires O(||V ||||S′||)
space and can be computed in worst-case time O(||S′||||E||),
where S′ is the set of distinct samples in S. Computing and
maintaining a similar data structure with full data would not
be feasible for large networks. For each center c, we can
traverse D(c, rmax) in worst-case time O(||S′||) in order to
compute the error reduction of all slices centered in c. For
this implementation, each iteration of Algorithm 3 (steps 10-
23) runs in O(||S′||(||E||+ ||X||)) time.

VII. EXPERIMENTS

We evaluate Slice Tree as a network attribute compression
approach using real and synthetic networks. All algorithms
are implemented in C++ and experiments were performed on
a single core of a 2.67GHz Intel Core i7 with 12GB RAM.

A. Datasets

Table I lists four real-world datasets applied in our exper-
iments. The Traffic dataset is the highway network of Los
Angeles, CA (from the PeMS website2) with node values

1https://code.google.com/p/graph-compression
2http://pems.dot.ca.gov/

name vertex edge value ||V || ||E||
Traffic sensor highway speed 2k 6k
Human gene interaction expression 4k 9k
DBLP author collaboration #papers 1.3m 5.2m
Twitter user following sentiment .7m 19.2m

TABLE I: Dataset description and statistics.

corresponding to average speeds at highway locations along
time. The Human dataset is a gene network for Homo sapiens
with gene and protein interactions as edges and tissue expres-
sion as node values (114 tissues) [24]. DBLP is an academic
co-authorship network in which author nodes are annotated
with publication counts for 15 research areas3. Twitter is a
combination of the (undirected) social graph provided in [25],
the tweets from [26] and the tweet sentiments from [27].
We averaged the sentiment of the tweets for each user and
weighted these sentiments with the users’ number of retweets
as means to compute popularity-aware sentiments.

We also generate synthetic data by combining a network
structure from the BA model [28] and node values defined
by an ST. Values inside a region follow a Normal distribution
with standard deviation set as to produce the desired SSE.

B. Scalability and Accuracy of Sampling

We start by evaluating our approximate algorithm apply-
ing different sampling strategies and under varied conditions
using synthetic data. Figure 4 compares the greedy slice
tree construction algorithm (ST) and three versions of the
approximate algorithm: STU, STI, and STIF. STU applies
uniform sampling with δ = 0.1, ρ = 0.6, π = 0.1. STI
applies importance sampling with the same parameters as STU.
STIF also uses importance sampling, but with more relaxed
parameters δ = 0.4, ρ = 0.1, π = 0.01, thus being faster than
STI. Maximum radius rmax is set to 2. We will make clear
whenever these parameters are changed. Synthetic networks
have 105 vertices, 5 edges for each new vertex, 32 regions (31
slices), slice radius 2, error of 2.105 and error reduction of 105,
unless specified. The task for all algorithms is finding the first
slice and we evaluate them in terms of average execution time
and approximation (i.e. fraction of the optimal error reduction
achieved). We also compute how often the pruning based on
the number of samples (Theorem 4) is used by STI and STIF
as means to measure the importance of this pruning strategy
compared to the one based on mean estimates (Theorem 3).

The constant ρ sets the compromise between the approx-
imations given by STU, STI, and STIF, and their execution
time (Figure 4a). However, the algorithms achieve much higher
approximation than ρ in practice (Figure 4f). For instance, STI
achieves at least a 0.95 approximation for any ρ and STIF
obtains a 0.6 approximation in 2% of the time taken by ST
(ρ = 0). Also, pruning based on the number of samples plays
an important role for STI and STIF (Figure 4k).

Increasing the number of regions in the network has a
small impact over the algorithms for all the evaluation metrics

3Areas of venues were obtained from the classification in Wikipedia http:
//en.wikipedia.org/wiki/List of computer science conferences
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Fig. 4: Execution time (a-e), approximation (f-j) and effectiveness of the pruning based on the number of samples (Theorem
4) (k-o) in finding the first slice (k = 1) in synthetic networks for greedy slice tree (ST), approximate slice tree with uniform
sampling (STU), and two versions of slice tree with importance sampling using different parameters (STI and STIF) varying
the approximation constant ρ and the number of regions, size (||V ||), error reduction, and radius of slices of the input network.
By applying importance sampling, we can efficiently discover accurate STs for large networks in various settings.

(Figures 4b, 4g and 4l). This shows that they can still quickly
find a good slice in the presence of many candidates.

In terms of scalability with the network size (Figure 4c),
STU, STI, and STIF achieve speedups up to 1.5×, 6× and
47× w.r.t. ST with at least 0.95, 0.97, and 0.75 approximation,
respectively (Figure 4c). These results show how importance
sampling enables the identification of approximate optimal
slices using much less samples than the uniform sampling
approach, which translates into effective pruning (Figure 4m).

The higher the input network error reduction, the better it
matches an ST model, which leads to better performance for
all the strategies except ST (Figure 4d) with no significant
effect over approximation (Figure 4i). As the error reduction
increases, uniform and importance sampling behave more
similar and the pruning based on the number of samples
becomes less effective for STI and STIF (Figure 4n). This
analysis shows how a low-sampling version of the importance
sampling algorithm enables users to assess whether ST is a
suitable for the compression of a given network.

Because the uniform sampling approach is not value-
sensitive, it needs more samples to detect slices with good
approximation (Figures 4j and 4e)4. The use of the pruning
reflects how importance sampling is more appropriate when
slices are more condensed (Figure 4o).

4For this experiment, networks have 50k vertices and rmax is 3.

After understanding several aspects of different versions
of our approximate algorithm using synthetic data, we next
study its effectiveness on a real dataset. Figure 5 compares ST,
STI and STIF in finding the first slice w.r.t. execution time,
approximation, and use of the pruning based on number of
samples for DBLP. STU was not considered in this evaluation
because it does not scale to such a network. Default parameters
for the importance sampling algorithm are set as follows: δ =
0.1, ρ = 0.9, , π = 0.02 for STI; δ = 0.4, ρ = 0.1, π = 10−3

for STIF and rmax = 2 (STI and STIF).
Figures 5a, 5b, and 5c show the performance of the al-

gorithms for four different research areas: algorithms(AL),
security (SE), data management (DM) and networks (NT).
STI achieves speedups between 5× (NT) and 25× (AL) with
average approximations between 0.79 (DM) and 1.0 (NT).
STIF achieves speedups between 56× (NT) and 544× (DM)
with approximations between 0.68 (SE) and 0.96 (NT). For all
research areas, the number of samples gives a tighter bound
on the error reduction in more than 93% of the time.

In Figures 5d and 5d, we evaluate the performance of
the algorithms for the research area algorithms (AL) varying
the approximation constant ρ. STI and STIF obtain a similar
approximation average of 0.80 with a speedup of 56× and
596×, respectively, when ρ = 0. When the best slice is to
be returned with high probability (ρ = 1), STI and STIF get
speedups of 23× and 56×, respectively.
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Fig. 5: Execution time (a,d), approximation (b,e) and effectiveness of pruning based on the number of samples (c) in finding
the first slice in DBLP for greedy slice tree (ST) and two versions of approximate slice tree using different parameters (STI
and STIF). Four research areas (algorithms (AL), security (SE), data management (DM), and networks (NT)) are considered
in (a,b,c). Results in (d,e) are for AL. Importance sampling enables the computation of accurate STs in large real networks.
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Fig. 6: Error reduction for the wavelets with BFS (BFS), Haar trees (HC), graph Fourier (GF), and slice tree (ST) in the Traffic
(a,b) and Human (c,d) datasets. We selected four network attributes (tissues and snapshots) from each dataset (a,c) and also a
fixed attribute for increasing budget (b,d). ST compresses attribute values with high accuracy in real datasets.

C. Slice Tree for Network Compression

We evaluate ST compression in terms of compression ratio,
error, and running time using real and synthetic datasets.
We also consider the following baseline approaches: Graph
Fourier (GF) [13], Wavelets over a BFS vector (BFS), and
Haar trees with Average Linkage (HC) [18]. GF applies
the eigenvectors of the Laplacian matrix of the network as
a basis to represent the attribute values at different scales.
Compression is achieved by selecting a small set of high-
energy coefficients in the spectral domain. BFS maps node
values to a vector by performing a BFS starting from an
arbitrary node. This search tends to assign nodes that are close
in the network structure to close positions in the vector and the
values are further compressed using Haar wavelets [11]. HC
is based on a tree representation of the network structure using
hierarchical clustering [8]. Node values projected over this
hierarchical structure are further compressed using a Haar-
like wavelet basis. Average Linkage [18] and shortest path
distances were applied in the hierarchical clustering.

Here, instead of computing the budget of an ST in number
of slices (k), we convert this measure to bytes (see Definition
1). This enables a fair comparison between ST and the
baselines. Figure 6 shows relative error reduction results for
ST, BFS and HC. The relative SSE reduction is the ratio
between the SSE of the dataset with respect to its overall
average and the SSE of the compression. Since these datasets
are small (up to 4k edges), we do not show the running
time results. All the methods run in time in the order of
seconds for both datasets. We first evaluate the compression

approaches across different network attributes (Figures 6a and
6c). For Traffic, we selected four snapshots of the network that
cover well the span of compression results. Similarly, we show
results for four tissues5 from the Human dataset. Budgets were
set to 1% of the size of the dataset (154 and 292 bytes for
Traffic and Human, respectively). We also show results for a
single attribute (S4 and T4) increasing the budget (Figures 6b
and 6d). ST consistently outperforms the baselines for both
datasets in all settings considered, achieving up to a 2-fold
improvement over the best baseline (GF).

Next, we evaluate ST compression using large networks
(synthetic, DBLP and Twitter). However, because HC requires
the computation of a distance matrix and GF requires an
spectral decomposition of the Laplacian matrix of the net-
work, these methods cannot be applied to such large datasets.
We restrict our results to our approximate algorithm using
importance sampling and BFS. Figures 7a and 7b show the
running time and SSE reduction as the budget is increased for
two versions of the approximate algorithm using δ = 0.1, ρ =
0.6, π = 0.1 (STI) and δ = 0.4, ρ = 0.1, π = 0.01 (STIF) in
synthetic networks. Maximum radius rmax is set to 2. The
parameters used in the generation of the networks are the
same ones described in Section VII-B and thus the optimal
relative SSE reduction achievable using an ST with 32 regions
(350 bytes) is 0.5. BFS is the most efficient algorithm, but it
obtains poor error reduction results. For a budget of 320 bytes,
BFS, STI and STIF achieve average error reductions of 0.04,

5T1: frontal cortex, T2 : stomach pylorus, T3 : placenta and T4 : tonsil.
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Fig. 7: Execution time (a,c,e,g) and error reduction (b,d,f,h) for BFS and two versions of approximate slice tree with importance
sampling using different parameters (STI and STIF) in synthetic datasets (a,b), Twitter (c,d) and DBLP (e-g). For synthetic,
Twitter, and DBLP (DM), we evaluate how the execution time and error reduction increase with the budget (a-d, g,h). We also
show time and error reduction results for a fixed budget and four research areas in DBLP (e,f). BFS is more efficient than STI
and STIF but achieves much poorer performance in terms of compression error.

0.45 and 0.44, respectively. As expected, once this budget is
reached and there are no more new regions to be captured in
the network, the benefit of adding extra budget is reduced.

Figures 7c and 7d show the compression results for the
Twitter dataset. Default parameters for the versions of the im-
portance sampling algorithm are set as: δ = 0.1, ρ = 0.9, π =
0.02 for STI; δ = 0.4, ρ = 0.1, π = 0.001 for STIF and
rmax = 2 (STI and STIF). Maximum radius rmax is set to 1.
As for the synthetic networks, BFS is fast but cannot produce
accurate compression. While both STI and STIF achieve 87%
relative SSE reduction with only 400 bytes (103 compression
rate), BFS is not able to achieve any significant error reduction
in any of the experiments. These results contrast with the
performance of BFS for small datasets, where it was able to
achieve up to 50% of the relative SSE reduction of ST.

Compression results for DBLP are given in Figures 7e-
7h. Default parameters for the algorithms are set as for the
experiments using Twitter. Maximum radius rmax is set to 2.
Figures 7e and 7f show the execution time and error reduction
of the algorithms for four research areas and a fixed budget
of 400 bytes (31 slices). The compression results for STI
and STIF vary according to the research area considered. For
instance, the compression of Algorithms (AL) resulted in twice
as much relative error reduction as achieved for Networks (NT)
(Figure 7f). This is due to the fact that NT is a much more
prolific area, with three times as many publications and active
researchers compared to AL. Similarly, compressing NT takes
4 and 25 times longer than AL for STI and STIF, respectively.
The gains in SSE reduction vanish quickly as we increase the
budget for a fixed research area (AL). Figure 7h shows that
both STI and STIF achieve a maximum relative SSE reduction

Legend

R. Elmasri, R:2

 AVG:6,E:2090560

 AVG:4, E:856669

X. Shen [NT]

D. Towsley [NT]

T. Li [DM]

B. Li [NT]

D. Suciu [DM]

S. Shenker [NT]

J. Gehrke [DM]

K. Shin [NT]...

out

 AVG:24, E:929969

P. Yu [DM]

J. Han [DM]

C. Faloutsos [DM]

G. Weikum [DM]

H. Kriegel [DM]

D. Srivastava [DM]

H. Garcia-Molina [DM]

M. Gerla [NT]...

in

H. Poor, R:2

 AVG:0,E:2679110

C. Diot, R:2

 AVG:0,E:1501470

out

 AVG:3, E:1.03491e+06

N. Beaulieu [NT]

Q. Zhang [NT]

K. Letaief [NT]

R. Schober [NT]

H. Hassanein [NT]

V. Li [NT]

J. Cioffi [NT]

J. Wu [NT]...

in

D. Srivastava, R:2

 AVG:0,E:5168350

in out

 AVG:3, E:284407

A. Boukerche [NT]

J. Garcia-Luna-Aceves [NT]

C. Diot [NT]

R. Katz [CA]

G. Pujolle [NT]

H. Schulzrinne [NT]

H. Liu [DM]

S. Jha [NT]...

in

 AVG:0, E:1.15801e+06

M. Chen [DM]

H. Mouftah [NT]

J. Liu [NT]

R. Fantacci [NT]

S. Giordano [NT]

R. White [DM]

N. Fonseca [NT]

E. Modiano [NT]...

out

Computer NetworksData Management

Fig. 8: First slices for DBLP combining paper counts for the
areas Data Management and Networks. ST captures publica-
tions patterns across different research areas.

of 30% with a 103 compression rate.

D. Slice Trees in Real-World Networks

In what follows, we illustrate ST compressions of real-
world networks. We show that STs capture in a compact
form important properties of networks, such as collaboration
patterns in DBLP and major congestions in the Traffic network.

Figure 8 shows how authors from two areas (Data Manage-
ment (DM) and Networks (NT)) are distributed among the first
slices of an ST based only on combined publication counts.



Moreover, we assign authors to a single main area in which
they are most prolific as means to characterize the regions
discovered. We color-code both slice nodes (rectangles) and
resulting regions (circles) based on the fraction of authors in
DM and NT. The leaf region nodes list the 10 most prolific
authors with their respective areas. The ST naturally separates
the communities from the two areas as they are both distinct
within the structure (researchers within areas are more likely
to collaborate among each other) and also in terms of number
of publications. The first slice separates the majority of the
DM community within 2 hops from Divesh Srivastava from
the NT community. Further slices separate authors based on
how prolific they are (average paper count for each leaf ST
node is reported in the first line of the label).

In Figure 1, we show how one snapshot of Traffic (Figure
1a) is compressed using 2 slices (Figure 1b). Nodes in the
network have their sizes and colors set based on average
speed values. The largest (red) node has an average speed
of 10mph while the smallest (green) node has an average
speed of 85mph. Medium (yellow) nodes have average speed
around 45mph. Intermediate and leaf regions of the ST are
also colored according to their average speeds (from left to
right: 41, 15, and 65). The values reconstructed from the ST
are projected back in the network (Figure 1c). ST captures
two major congestions with smooth regions while the the
remaining locations are covered by a third region. Further
slices can isolate more congested regions.

VIII. CONCLUSIONS

We introduced Slice Tree as a network compression strategy
for attribute values. ST is a hierarchical decomposition scheme
using slices, which partition the network into compactly
represented regions that are smooth w.r.t. attribute values.
Computing an ST that minimizes the compression error is
NP-hard, thus we proposed an efficient greedy heuristic for
ST construction. In order to scale ST to large networks,
we devised an importance sampling strategy that efficiently
computes approximate optimal slices with high probability.

We evaluated our approach in terms of compression error
and scalability using synthetic and real-world datasets. Results
showed that ST produces accurate compression, achieving
up to 87% error reduction in node values, with 103 com-
pression ratio, and up to 2-fold improvements over the best
baseline method considered. Moreover, importance sampling
enables the efficient compression of million-node networks
with speedups up to 47× over our scheme using full data. We
also demonstrated the effectiveness STs in capturing relevant
phenomena in real networks, such as collaboration patterns in
co-authorship networks and congestions in traffic networks.

This work opens promising directions for future research.
A key question is how to update STs as the network changes
over time. We also want to generalize our framework to other
error metrics and more complex data (e.g. attribute vectors).
Finally, distributed algorithms might enable the compression
of even larger networks than those considered in this paper.
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