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ABSTRACT

Run-time errors in concurrent programs are generally due to
the wrong usage of synchronization primitives such as mon-
itors. Conventional validation techniques such as testing
become ineffective for concurrent programs since the state
space increases exponentially with the number of concurrent
processes. In this paper, we propose an approach in which
1) the concurrency control component of a concurrent pro-
gram is formally specified, 2) it is verified automatically us-
ing model checking, and 3) the code for concurrency control
component is automatically generated. We use monitors as
the synchronization primitive to control access to a shared
resource by multiple concurrent processes. Since our ap-
proach decouples the concurrency control component from
the rest of the implementation it is scalable. We demon-
strate the usefulness of our approach by applying it to a
case study on Airport Ground Traffic Control.

We use the Action Language to specify the concurrency
control component of a system. Action Language is a spec-
ification language for reactive software systems. It is sup-
ported by an infinite-state model checker that can verify
systems with boolean, enumerated and unbounded integer
variables. Our code generation tool automatically trans-
lates the verified Action Language specification into a Java
monitor. Our translation algorithm employs symbolic ma-
nipulation techniques and the specific notification pattern to
generate an optimized monitor class by eliminating the con-
text switch overhead introduced as a result of unnecessary
thread notification. Using counting abstraction, we show
that we can automatically verify the monitor specifications
for arbitrary number of threads.
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1. INTRODUCTION

Writing a concurrent program is an error prone task. A
concurrent programmer has to keep track of not only the
possible values of the variables of the program, but also the
states of its concurrent processes. Failing to use concur-
rency constructs such as semaphores or monitors correctly
results in run-time errors such as deadlocks and violation of
safety properties. Conventional validation techniques such
as testing become ineffective for concurrent programs since
the state space of a concurrent program increases exponen-
tially both with the number of variables and the number of
concurrent processes in it.

Monitors are a programming language construct intro-
duced to ease the difficult task of concurrent programming
[14]. Structured programming languages help programmers
in keeping track of the states of the program variables by
providing abstractions such as procedures and associated
scoping rules to localize variable access. Monitors are a sim-
ilar mechanism for structuring concurrent programs, they
provide scoping rules for concurrency.

Since monitors are an integral part of Java, recently, con-
current programming using monitors gained increased at-
tention [16]. A monitor consists of a set of variables shared
among multiple processes and a set of associated procedures
for accessing them. Shared variables of a monitor are not
accessible outside of its procedures. At any time, only one
process is allowed to be active in a monitor. Processes syn-
chronize using specific operations which lets them wait (i.e.,
sleep) until they receive a signal from another process. Wait
and signal operations are coordinated using condition vari-
ables. Even though monitors provide a better abstraction
for concurrent programming compared to other constructs
such as semaphores, they are still error prone. Coordinat-
ing wait and signal operations on several condition variables
among multiple processes can be very challenging even for
the implementation of simple algorithms.

In this paper we propose a new approach for developing
reliable concurrent programs. First aspect of our approach is
to start with a specification of the concurrency control com-
ponent of the program rather than its implementation. We
use monitors as the underlying concurrency control prim-
itive. We present a monitor model in Action Language
[4]. Action Language is a specification language for reactive
software systems. It supports both synchronous and asyn-
chronous compositions and hierarchical specifications. We



show that monitors can be specified in Action Language us-
ing asynchronously composed modules. Our monitor model
in Action Language has one important aspect, it does not
rely on condition variables. Semantics of Action Language
lets us get rid of condition variables (with associated wait
and signal operations) which simplifies the specification of
a monitor significantly.

Most important component of our approach is the use
of an automated verification tool for checking properties of
monitor specifications. Action Language is supported by
an infinite-state model checker that can verify or falsify (by
producing counter-example behaviors) both invariance and
liveness (or any CTL) properties of Action Language specifi-
cations [6]. In this paper we focus on verification of monitor
invariants, however, the approach presented in this paper
can be extended to universal portion of the temporal logic
CTL. For the infinite-state systems that can be specified in
Action Language, model checking is undecidable. Hence our
verifier uses various heuristics to guarantee convergence. It
does not produce false positives or false negatives but its
analysis can be inconclusive.

The last component of our approach is a code genera-
tion algorithm for synthesizing monitors from Action Lan-
guage specifications. Our goal is not generating complete
programs, rather, we are proposing a modular approach
for generating concurrency control component of a program
that manipulates shared resources.

We use a case study on Airport Ground Traffic Control
[21] to show the effectiveness and scalability of our tech-
nique. This case study uses a fairly complex airport ground
network similar to that of Seattle Tacoma International Air-
port. Our model checker can verify all the safety properties
of the specification for this case study and our code genera-
tion tool automatically generates an optimized Java class (in
terms of the context switch overhead that would be incurred
in a multithreaded application).

Recently, there has been several attempts in adopting
model checking to verification of concurrent programs [8,
13]. These approaches translate a concurrent Java program
to a finite model and then check it using available model
checking tools. Hence, they rely on the ability of model
checkers to cope with the state space explosion problem.
However, to date, model checkers are not powerful enough
to check implementations of concurrent programs. Hence,
most of the recent work on verification of concurrent pro-
grams have been on efficient model construction from con-
current programs [8, 13, 11].

Our approach provides a different direction for creating
reliable concurrent programs. It has several advantages: 1)
It avoids the implementation details in the program which
do not relate to the property to be verified. 2) There is
no model construction problem since the specification lan-
guage used has a model checker associated with it. 3) By
pushing the verification to an earlier stage in software de-
velopment (to specification phase rather than the implemen-
tation phase) it reduces the cost of fixing bugs. However,
our approach is unlikely to scale to generation of complete
programs. This would require the specification language to
be more expressive and would introduce a model construc-
tion problem at the specification stage. Hence we focus on
synthesizing concurrency control components which are cor-
rect by construction and can be integrated to a concurrent
program safely. Another aspect of our approach which is

different from the previous work is the fact that we are us-
ing an infinite state model checker rather then finite state
techniques. Using our infinite state model checker we can
verify properties of specifications with unbounded integer
variables and arbitrary number of threads.

While this work was under review, independently, Deng et
al. also presented an approach that combines specification,
synthesis and verification for concurrent programs [12]. One
crucial difference between our approach and the approach
presented in [12] is apparent in the (otherwise remarkably
similar) titles. In our approach automated verification is
performed on the specification, not on the implementation.
Hence, our approach shields the automated verification tool
from the implementation details.

Rest of the paper is organized as follows. In Section 2 we
describe our case study. In Section 3 we explain concurrency
control with monitors and their implementation in Java. In
Section 4 using our case study we discuss how monitors can
be specified in Action Language. We also present a general
template for specifying monitors in Action Language in that
section. In Section 5 we discuss how monitor specifications
can be automatically verified using Action Language Ver-
ifier. We also show that using counting abstraction mon-
itor specifications can be verified for arbitrary number of
threads. In Section 6 we present the algorithms for au-
tomatically generating Java monitor classes from monitor
specifications. Finally, in Section 7, we state our conclu-
sions and directions for future work.

2. AN AIRPORT GROUND TRAFFIC
CONTROL CASE STUDY

We will present an Airport Ground Traffic Control case
study to demonstrate the techniques proposed in this pa-
per. Airport Ground Traffic Control handles allocation of
airport ground network resources such as runways, taxiways,
and gates to the arriving and departing airplanes. Airport
Ground Traffic Control is safety critical. 51.5% of hull loss
accidents from 1959 through 1996 were associated with air-
port ground operations such as taxi, takeoff, and landing [1].
Simulations play an important role for airport safety since
they enable early prediction of possible runway incursions
which is a growing problem at busy airports throughout
the world. [21] presents a concurrent simulation program
for modeling Airport Ground Traffic Control using Java
threads. In this paper, we demonstrate that concurrency
control component of such a program can be formally spec-
ified, automatically verified, and synthesized in our frame-
work. We use the same airport ground network model used
in [21] (shown in Figure 1) similar to Seattle/Tacoma In-
ternational Airport. There are two runways: 16R and 16L.
Runway 16R is used by arriving airplanes during landing.
After landing, an arriving airplane takes one of the exits
C3-C8. After taxiing on C3-C8, the arriving airplanes need
to cross runway 16L. After crossing 16L, they continue on
one of the taxiways B2, B7, B9-B11 and reach the gates in
which they park. Departing airplanes use runway 16L for
takeoff. The control logic for ground traffic of this airport
must implement the following rules:

1. An airplane can land (takeoff) using 16R (16L) only if
no airplane is using 16R (16L) at the moment.

2. An airplane taxiing on one of the exits C3-C8 can cross
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Figure 1: An airport ground network similar to that
of the Seattle Tacoma International Airport

runway 16L only if no airplane is taking off at the
moment.

3. An airplane can start using 16L for taking off only if
none of the crossing exits C3-C8 is occupied at the mo-
ment. (Arriving airplanes have priority over departing
airplanes.)

4. Ounly one airplane can use a taxiway at a time.

We give the Action Language specification of the Airport
Ground Traffic Control system in Section 4. In Section 5 we
discuss how we used the Action Language Verifier to auto-
matically verify the properties of this system. In Section 6
we show the Java monitor class synthesized from the Action
Language specification.

3. CONCURRENCY CONTROL WITH
MONITORS

A monitor is a synchronization primitive that is used to
control access to a shared resource by multiple concurrent
processes. A monitor consists of a set of variables and proce-
dures with the following rules: 1) The variables in a monitor
can only be accessed through the procedures of the monitor.
2) No two processes can execute procedures of the monitor
at the same time. We can view the second rule as monitor
having a mutual exclusion lock. Only the process that has
the monitor lock can be active in the monitor. Any process
that calls a monitor procedure has to acquire the monitor
lock before executing the procedure and release it after it
exits. This synchronization is provided implicitly by the
monitor semantics, hence, the programmer does not have to
explicitly write the acquire lock and release lock operations.

Monitors provide additional synchronization operations
among processes based on condition variables. Two oper-
ations on condition variables are defined: wait and signal.
A process that performs a wait operation on a condition
variable sleeps and releases the monitor lock. It can only
be awakened by a signal operation on the same condition
variable. A waiting process that has been awakened has to
re-acquire the monitor lock before it resumes operation. If

there are no waiting processes, then signal operation is ig-
nored (and forgotten, i.e., it does not affect processes which
execute a wait later on). Wait and signal operations can be
implemented using one wait queue per condition variable.
‘When a process executes the wait operation on a condition
variable it enters the corresponding wait queue. A signal
operation on a condition variable removes one process from
the corresponding wait queue and resumes its operation (af-
ter re-acquiring the monitor lock). In signal and continue
semantics for the signal operation, signaling process keeps
the monitor lock until it exits or waits. Different semantics
and additional operations have also been used for signaling
such as signal and wait semantics and signalAll operation
[3]

Typically condition variables are used to execute a set of
statements only after a guarding condition becomes true. To
achieve this, a condition variable is created that corresponds
to the guarding condition. The process which will execute
the guarded statements tests the guarding condition and
calls the wait on the corresponding condition variable if the
guarding condition is false. Each process which executes a
statement that can change the truth value of the guarding
condition signals this to the processes that are waiting on
the corresponding condition variable.

State of a monitor is represented by its variables. Set
of states that are safe for a monitor can be expressed as
a monitor invariant [3]. Monitor invariant is expected to
hold when no process is accessing the monitor (i.e., it is not
guaranteed to hold when a process is active within a monitor
procedure).

3.1 Monitors in Java

Java is an object-oriented programming language that
supports concurrent programming via threads and monitors.
Each Java object has a mutual exclusion lock. A moni-
tor in Java is implemented using the object locks and the
synchronized keyword. A block of statements can be de-
clared to be synchronized using the lock of an object o as
synchronized(o) { ... }. This block can only be exe-
cuted after the lock for the object o is acquired. Methods
can also be declared to be synchronized which is equivalent
to enclosing the method within a synchronized block using
object this, i.e., synchronized(this) { ... }. A moni-
tor object in Java is created by declaring a class with private
variables that correspond to shared variables of the monitor.
Then each monitor procedure is declared as a synchronized
method to meet the mutual exclusion requirement.

Wait and signal operations are implemented as wait and
notify methods in Java. However, in Java, each object has
only one wait queue. This means that when there is a notify
call, any waiting process in the monitor can wake up. If there
is more than one condition that processes can be waiting for,
awakened processes have to recheck the conditions they have
been waiting for. Note that, if a process that was waiting
for a different condition is awakened, then the notify call
is lost. This can be prevented by using notifyAll method
which wakes up all the waiting processes.

Using a single wait queue and notifyAll method one can
safely implement monitors in Java. However, such an imple-
mentation will not be very efficient. To get better efficiency,
one can use other objects (declared as members of the mon-
itor class) as condition variables together with synchronized
blocks on those objects. Since each object has a lock and



an associated wait queue, this makes it possible to put pro-
cesses waiting on different conditions to different queues.
However, this implies that there will be more than one lock
used in the monitor. (In addition to monitor lock there will
be one lock per condition variable.) Use of multiple locks in
Java monitor classes is prone to deadlocks and errors [16].

4. SPECIFICATION OF MONITORS

Although monitors provide a higher level of abstraction
for concurrent programs compared to mechanisms such as
semaphores, they can still be tedious and difficult to im-
plement. We argue that Action Language can be used to
specify monitors in a higher level of abstraction. Monitor
specifications in Action Language do not rely on condition
variables. Since in Action Language an action is executed
only when its guard evaluates to true, we do not need con-
ditional waits.

Figure 2 shows the Action Language specification of the
Airport Ground Traffic Control case study. An Action Lan-
guage specification consists of a set of module definitions. A
module definition consists of variable declarations, a restrict
expression, an initial expression, submodule definitions, ac-
tion definitions, and a module expression. Semantically,
each module corresponds to a transition system with a set
of states, a set of initial states and a transition relation.
Variable declarations define the set of states of the module.

In Figure 2 we implemented the shared resources of the
Airport Ground Traffic Control, which are runways and taxi-
ways, as integer variables. Variables numRW16R and numC3
denote the number of airplanes on runway 16R and on taxi-
way C3, respectively. We use enumerated variables (local
variable pc in submodule Airplane) to encode states of an
airplane. An arriving airplane can be in one of the fol-
lowing states: arFlow, touchDown, taxiToXY, taxiFrXY and
parked, where the state arFlow denotes that the airplane is
in the air approaching to the airport, the state touchDown
denotes that the airplane has just landed and is on the run-
way 16R, the state taxiToXY denotes that the airplane is
currently in the taxiway Y and is going to cross the runway
X, the state taxiFrXY denotes that the airplane is currently
in the taxiway Y and has just crossed the runway X, and
finally, the state parked denotes that the airplane is parked
at the gate. Similarly, a departing airplane can be in one of
the following states: parked, take0ff, and depFlow, where
the state parked denotes that the airplane is parked at the
gate, the state takeOff denotes that the airplane is taking
off from the runway 16L, and the state depFlow denotes that
the airplane is in the air departing from the airport.

Action Language is a modular language. An Action Lan-
guage specification can be defined in terms of a hierarchy
of modules. In Figure 2 module main has a submodule
Airplane. Submodule Airplane models both arriving and
departing airplanes and corresponds to a process type (or
thread class in Java). Submodule Airplane has one local
boolean variable (pc) which is used to keep track of the
states an airplane can be in. Note that, each instantiation
of a module will create different instantiations of its local
variables.

Set of states can be restricted using a restrict expression.
In Figure 2, variables numC3, numRW16R, and numRW16L are re-
stricted to be greater than or equal to 0. Initial expression
defines the set of initial states of a module. For instance, in
Figure 2 variables numRW16R, numRW16L, and numC3 are ini-

tialized 0. Initial and restrict expressions of the submodules
are conjoined with the initial and restrict expressions of the
main module to obtain the overall initial condition and the
restrict expression, respectively.

Behavior of a module (i.e., its transition relation) is de-
fined using a module expression. A module expression (which
starts with the name of the module) is written by combining
its actions and submodules using asynchronous (denoted by
|) and/or synchronous (denoted by &) composition opera-
tors. For instance, module Airplane is defined in terms of
asynchronous composition of its actions reqLand, exitRW3,
and so on. Module main (which defines the transition re-
lation of the overall system) is defined in terms of asyn-
chronous composition of multiple instantiations of its sub-
module Airplane. The specification in Figure 2 specifies a
system with more than two airplane processes. In Figure 2
only asynchronous composition is used.

Each atomic action in Action Language defines a single
execution step. In an action expression for an action a,
primed (or range) variables, RVAR(a), denote the next-state
values for the variables and unprimed (or domain) variables,
DVAR(a), denote the current-state values. For instance, ac-
tion exitRW3 in module Airplane indicates that when an ar-
riving airplane is in the touch-down state (pc=touchDown) if
taxiway C3 is available (numC3=0) then in the next state run-
way 16R will have one less airplane (numRW16R’=numRW16R-1)
and taxiway C3 will be used by one more airplane
(numC3’=numC3+1) and the airplane will be in state
pc’=taxiTo16LC3. Note that an airplane taxiing on taxi-
way C3 crosses runway 16L on its route and continues on
taxiway B2 (see Figure 1).

Asynchronous composition of two actions is defined as the
disjunction of their transition relations. However, we also
assume that an action preserves the values of the variables
which are not modified by itself. Formally, we extend the ac-
tion expression EXP(a1), for action a1, by conjoining it with
a frame constraint EXP'(a1) = ExP(a1) A SAME(RVAR(a2) —
RVAR(a1)) where SAME(V) denotes A ,;evv; = v; and —
denotes set difference. Similarly, we extend the expression
for as, EXP(az), to EXP'(a2). Then, we define EXP(a; | a2)
as

ExP(ai | a2) = ExP'(a1) V EXP'(a2)

Asynchronous composition of two modules is defined simi-
larly.

In Figure 2 monitor invariants that we expect the system
to satisfy is written using the spec, invariant and next key-
words at the end of the main module. In Action Language
keywords invariant, eventually and next are synonyms
for CTL operators AG, AF, and AX, respectively.

The specification given in Figure 2 specifies a solution to
the Airport Ground Traffic Control without specifying the
details about the implementation of the monitor. It is a high
level specification compared to a monitor implementation,
in the sense that, it does not introduce condition variables
and waiting and signaling operations which are error prone.

We give a general template for specifying monitors in Ac-
tion Language in Figure 3. It consists of a main module m
and a list of submodules m1,... ,m,. The variables of the
main module (denoted VAR(m)) define the shared variables
of the monitor specification. Currently, available variable
types in Action Language are boolean, enumerated and inte-
ger. This restriction comes from the symbolic manipulation



module main()
integer numRW16R, numRW16L, numC3 ...;
initial: numRW16R=0 and numRW16L=0 numC3=0 ...;
restrict: numRW16R>=0 and numRW16L>=0 and numC3>=0...;
module Airplane()
enumerated pc {arFlow, touchDown, parked, depFlow,
taxiTo1l6LC3, taxiTol6LC4, taxiTol6LC5, taxiTol6LC6,
taxiTo16LC7, taxiTol6LC8, taxiFr16LB2, taxiFr16LB7,
taxiFr16LB9, taxiFr16LB10, taxiFri16LB11, take(ff};
initial: pc=arFlow or pc=parked;
reqLand: pc=arFlow and numRW16R=0 and pc’=touchDown
and numRW16R’=numRW16R+1;
exitRW3: pc=touchDown and numC3=0 and numC3’=numC3+1
and numRW16R’=numRW16R-1 and pc’=taxiTo16LC3;
crossRW3: pc=taxiTol16LC3 and numRW16L=0 and numB2A=0
and pc’=taxiFr16LB2 and numC3’=numC3-1 and
numB2A ’=numB2A+1 ;
reqTake0ff: pc=parked and numRW16L=0 and numC3=0
and numC4=0 and numC5=0 and numC6=0 and
numC7=0 and numC8=0 and and pc’=take0ff and
numRW16L°’=numRW16L+1;
leave: pc=take(ff and pc’=depFlow
and numRW16L’=numRW16L-1;

| crossRW3 |
| reqTakeOff | leave | changeStatus;

Airplane: reqLand | exitRW3 |

park2 |

endmodule

main: Airplane() | Airplamne() | ... ;

// Property 1 (P1)

spec: invariant(numRW16R<=1 and numRW16L<=1)

// Property 2 (P2)

spec: invariant(numC3<=1)

// Property 3 (P3)

spec: invariant(next(numRW16L=0) or not(numRW16L=0 and
numC3+numC4+numC5+numC6+numC7+numC8>0) )

endmodule

Figure 2: Action Language Specification of the Air-
port Ground Traffic Control Case Study

capabilities of the Action Language Verifier (which can be
extended as we discuss in [15]). We also allow declaration of
parameterized constants. For example, a declaration such as
parameterized integer size would mean that size is an
unspecified integer constant, i.e., when a specification with
such a constant is verified it is verified for all possible values
of size.

Each submodule m; corresponds to a process type, i.e.,
each instantiation of a submodule corresponds to a process.
Each submodule m; has a set of local variables (VAR(m;))
and atomic actions (ACT(m;)). Note that, in a monitor spec-
ification our goal is to model only the behavior of a process
that is relevant to the properties of the monitor. Therefore,
local variables VAR(m;) of a submodule should only include
the variables that are relevant to the correctness of the mon-
itor. The transition relation of a submodule is defined as the
asynchronous execution of its atomic actions.

To simplify the abstraction and code generation
algorithms we will present in the following sections we re-
strict the form of action expressions as follows: Given an
action a € ACT(m;), EXP(a) can be written as

EXP(a) = di(a) A ri(a) A ds(a) A rs(a)

where d;(a) is an expression on unprimed local variables of
module m; (VAR(m;)), 7i(a) is an expression on primed and
unprimed local variables of m;, ds(a) is an expression on un-
primed shared variables (VAR(m)), and rs(a) is an expression

module m()
integer i1, i2, ...;
boolean by, ba, ...;
enumerated e, { valy, vals, ... };

parameterized integer p1, p2, ...;
restrict: restrictCondition;
initial: initialCondition;
module m;()

integer ...

boolean ...

enumerated ...

restrict: ...

initial: ....

ar: ..

az: ...

e
mi:ai | a2 | ... | ang;
endmodule

Qny

module mn()

endmodule

m: mi() | mi() | .. | ma() | m2() ...
spec: monzttorInvariant
endmodule

Figure 3: A Monitor Template in Action Language

on primed and unprimed shared variables. For example, for
the action exitRW3 in Figure 2

di(a) = pc=touchDown

ri(a) = pc’=taxiTo16LC3

ds(a) = numC3=0

rs(a) = numRW16R’=numRW16R-1 and numC3’=numC3+1

In the template given in Figure 3, transition relation of the
main module m is defined as the asynchronous composition
of its submodules, which defines the behavior of the overall
system.

S. VERIFICATION OF MONITOR
SPECIFICATIONS

Action Language Verifier [6] consists of 1) a compiler that
converts Action Language specifications to composite sym-
bolic representations, and 2) an infinite-state symbolic model
checker which verifies (or falsifies) CTL properties of Action
Language specifications. Action Language compiler trans-
lates an Action Language specification to a transition system
T = (S,1, R) that consists of a state space S, a set of initial
states I C S, and a transition relation R C S x S. Unlike the
common practices in model checking, S can be infinite and
R may not be total (i.e., there maybe states s € S for which
there does not exist a s’ such that (s,s’) € R). For the infi-
nite state systems that can be specified in Action Language,
model checking is undecidable. Action Language Verifier
uses several heuristics to achieve convergence such as ap-
proximations based on truncated fixpoint computations and
widening, loop-closures and approximate reachability anal-
ysis. Since we allow non-total transition systems also some
fixpoint computations have to be modified [6].



For the monitor model given in Figure 3, the state space S
is obtained by taking the Cartesian product of the domains
of the shared variables of the main module (VAR(m)) and the
domains of the local variables of each submodule (VAR(m;))
for each instantiation. The transition relation of R of the
overall system is defined as

R= V Tijk

.4,k

where r;;; corresponds to the action expression of action ax
in instantiation j of module m;. Action Language parser
renames local variables of each submodule m; for each in-
stantiation j to obtain r;;x’s. Also, as explained above, ac-
tion expressions are automatically transformed by the Ac-
tion Language parser by adding the frame constraints (un-
modified variables preserve their value). Initial states of the
system is defined as

I=1In AN
2%}
where I,, denotes the initial condition for main module m,
and I;; denotes the initial condition for instantiation j of
module m;.

Composite Symbolic Library [15] is the symbolic manip-
ulator used by the Action Language Verifier. It combines
different symbolic representations using the composite model
checking approach [5]. Generally, model checking tools have
been built using a single symbolic representation such as
BDDs [17] or polyhedra [2]. A composite model checker
combines different symbolic representations to improve both
the efficiency and the expressiveness of model checking. Our
current implementation of the Composite Symbolic Library
uses two basic symbolic representations: BDDs (for boolean
and enumerated variables) and polyhedral representation
(for integers). Since Composite Symbolic Library uses an
object-oriented design, Action Language Verifier is poly-
morphic. It can dynamically select symbolic representations
provided by the Composite Symbolic Library based on the
variable types in the input specification. For example, if
there are no integer variables in the input specification Ac-
tion Language Verifier becomes a BDD-based model checker.

To analyze a system using Composite Symbolic Library,
one has to specify its initial condition, transition relation,
and state space using a set of composite formulas. A com-
posite formula is obtained by combining integer arithmetic
formulas on integer variables with boolean variables using
logical connectives. Enumerated variables are mapped to
boolean variables by the Action Language parser. Since
integer representation in the Composite Symbolic Library
currently supports only Presburger arithmetic, we restrict
arithmetic operators to + and —. However, we allow multi-
plication with a constant and quantification.

A composite formula, p, is represented in disjunctive nor-
mal form as

n T
p= V /\pit
i=1t=1

where p;+ denotes the formula of basic symbolic represen-
tation type t in the ¢th disjunct, and n and 7' denote the
number of disjuncts and the number of basic symbolic rep-
resentation types, respectively. Our Composite Symbolic
Library implements methods such as intersection, union,

complement, satisfiability check, subset test, which manip-
ulate composite representations in the above form. These
methods in turn call the related methods of basic symbolic
representations.

Action Language Verifier iteratively computes the
fixpoints for the temporal operators using the symbolic op-
erations provided by the Composite Symbolic Library. Ac-
tion Language Verifier uses techniques such as truncated
fixpoints, widening and collapsing operators to compute ap-
proximations of the divergent fixpoint computations [6].
However, Action Language Verifier does not generate false
negatives or false positives. It either verifies a property or
generates a counter-example or reports that the analysis is
inconclusive. This is achieved by using appropriate type of
approximations for the fixpoints (lower or upper approxima-
tion) based on the temporal property and the type of the
input query (which could be verify or falsify).

5.1 Counting Abstraction

In the Action Language template for monitor specifica-
tions (Figure 3), each submodule is instantiated a fixed
number of times. This means that the specified system has
a fixed number of processes. For example, the specifica-
tion in Figure 2 describes a system with a specific number
of airplane processes and hence, any verification result ob-
tained for this specification is only guaranteed for a system
with a specific number of airplane processes. In this section
we will present the adaptation of an automated abstraction
technique called counting abstraction [9] to verification of
monitor specifications in Action Language. Using counting
abstraction one can automatically verify the properties of a
monitor model for arbitrary number of processes. The ba-
sic idea is to define an abstract transition system in which
the local states of the processes are abstracted away but
the number of processes in each local state is counted by
introducing a new integer variable for each local state. For
this abstraction technique to work we need local states of
submodules to be finite. For example, if a submodule has
a local variable that is an unbounded integer, we cannot
use the counting abstraction. Note that, shared variables
(i.e. VAR(m)) can still be unbounded since they are not
abstracted away.

Consider the specification in Figure 2. Each Airplane
process has 16 local states. Note that, in the general case
(Figure 3), each local state corresponds to a valuation of all
the local variables of a submodule, i.e., the set of local states
of a submodule is the Cartesian product of the domains of
the local variables of that submodule. Given a module m;,
let S; be the set of all possible valuations of its local variables
VAR(m;), then we call S; the set of local states of m;. In
the counting abstraction, we introduce a nonnegative inte-
ger variable to represent each local state of each submodule.
ILe., for each submodule m; and for each local state s € S; of
module m; we declare a nonnegative integer variable i;. For
example, for the specification in Figure 2, we introduce 16
integer variables for the Airplane submodule: arFlowC for
state pc=arFlow and depFlowC for state pc=depFlow. These
variables will represent the number of processes that are in
the local state that corresponds to them. For example, if
arFlowC is 2 in the abstract system, this will imply that
there are 2 processes in the corresponding states of the con-
crete system where pc=arFlow holds. Note that, there could
be more than one concrete state that corresponds to an ab-



stract state.

Once we defined the mapping between the states of the
concrete system and the abstract system, next thing to do
is to define the abstract transition relation, i.e., to trans-
late the actions of the original system to the actions of the
abstract system. Consider action exitRW3 in Figure 2. To
translate this action to an action on the abstract system we
only have to change the part of the expression using the cur-
rent and next state local variables (i.e., pc=touchDown and
pc’=taxiTo16L3). The part of the expression on current and
next state shared variables (i.e., numC3=0 and
numRW16R’=numRW16R-1 and numC3’=numC3+1) will remain
the same. Since we restricted all local variables to be fi-
nite, without loss of generality, we can assume that all local
variables are boolean variables (as we discussed in Section
5 Action Language Verifier translates enumerated variables
to boolean variables). As we stated in Section 4 we assume
that the action expression is in the form:

EXP(a) = di(a) A ri(a) A ds(a) A rs(a)

where d;(a) is a boolean logic formula on local domain vari-
ables and 7;(a) is a boolean logic formula on local domain
variables. Since we are assuming that local variables can
only be boolean, we do not need to have domain variables
in 7;(a). We can transform any action expression to a set of
equivalent action expressions in this form by splitting dis-
juncts that involve both local and shared variables. For the
action exitRW3 d; is pc=touchDown and r; is
pc’=taxiTo16L3.

Let Sg € S; be the set of local states of the module m;
which satisfy expression d;. We translate d; to an expres-
sion on the variables of the abstract transition system by
generating the expression

di =Y is>0

sESy

where i, is the integer variable that represents the local state
s. Note that, df' indicates that there exists a process which
is in a local state that satisfies d;. For exitRW3 the formula
we obtain is simply touchDownC>0, i.e., there exists a process
in the local state pc=touchDown.

Let S, C S; be the set of local states of the module 7 which
satisfy expression ;. We translate r; to an expression on the
variables of the abstract transition system by generating the
expression

a
T

= Vsesgtesn szl =t +1 A iy =1is—1
A Npts,prtip = iv)
V Viesansa (s Zis A Apys tp = ip)

The first disjunction enumerates all possible local cur-
rent and next state pairs for the action and updates the
counters accordingly. The second disjunct takes into ac-
count the cases where the local state of the process does not
change. For the action exitRW3 we obtain the following ex-
pression: touchDownC’=touchDownC-1 and taxiTo16L3C’=
taxiTo16L3C’+1. Then, the abstraction of action exitRW3
1S:

exitRW3: touchDownC>0 and numC3=0 and numC3’=numC3+1
and numRW16R’=numRW16R-1 and touchDownC’=touchDownC-1
and taxiTol6L3C’=taxiTol6L3C+1;

After generating the abstract state-space and the abstract
transition relation, last component of the abstraction is to
translate the initial states. First, for each submodule m;
in Figure 3 we declare a nonnegative parameterized integer
constant num_m; which denotes the number of instances
of module m;. By declaring this constant parameterized
we guarantee that the verified properties will hold for all
possible number of instantiations of each submodule. Let
init; denote the local initial expression of a submodule m;
and let S;,;: denote the set of local states of the module m;
which satisfy expression init;. Then we add the following
constraint to the initial expression of the abstract transition

system:
N\ is=0
s¢Sinit

inity = E is = num_m; A
SESinit

For the specification in Figure 2 we create a nonnegative pa-
rameterized integer constant numAirplane. Using the initial
condition of the submodule Airplane, which is pc=arFlow
or pc=parked, we obtain the following constraint

arFlowC + parkedC=numAirplane and touchDownC=0 and
taxiTo16LC3C=0 and taxiTol6LC4C=0 ...

and replace the initial constraint of Airplane submodule
with this new constraint.

One can show that the monitor invariants verified on the
abstract specification generated by the counting abstraction
are also satisfied by the original monitor specification for ar-
bitrary number of processes. This can be shown by defining
an abstraction function between the state space of the orig-
inal specification and the state space of the abstract speci-
fication generated by the counting abstraction [10].

for each submodule m; in m do
Declare a parameterized integer num-m; in m
Add num_m; > 0 to the restrict expression of m
Remove local variable declarations of module m;
for each local state s € S; of module m; do
Declare an integer variable ¢5 in m;
Add 45 > 0 to the restrict expression of m;
Replace initial expression init; of module m; with
Esesinn,- is = num_m; A /\SQSim':i ig =0
where S;,i;; are the set of local states
of m; which satisfy init;
for each action a in module m; do
Replace d;(a) with
Z:SESd is >0
where Sy is the set of local states
of m; that satisfy d;(a)
Replace 7;(a) with
sESd,tESr,s#t(iIt =it+1 A 1’3 =is—1
N Aot pet o = 10) L
V Voe(sans) s =ts A Ny tp = ip)
where S, is the set of local states
of m; that satisfy r;(a)

Figure 4: Algorithm for counting abstraction

5.2 Experimental Results

Table 1 shows the performance of the Action Language
Verifier for the Airport Ground Traffic Control monitor spec-
ification given in Figure 2. In the first column we denote
the total number of processes in the specification. For ex-
ample, the results from the first row are for the specification



Table 1: Verification Results For Airport Ground
Traffic Control Specification. xA (xD) denotes x
many arriving (departing) airplane processes and
x=P denotes arbitrary number of airplane pro-
cesses. P1, P2, and P3 are the properties given
in Figure 2. CT and VT denote transition system
construction time and property verification time (in
seconds), respectively.

Processes CT vT
PL | P2 | P3
2 0.81 0.42 | 0.28 0.69
4 1.50 | 0.78 | 0.50 | 1.13
8 3.03 1.53 | 0.99 2.22
16 6.86 | 3.02 | 2.03 | 5.07

2A,PD 1.02 | 0.64 | 0.43 | 0.83
4A,PD 1.94 | 1.19 | 0.81 | 1.39
8A,PD 3.95 | 2.28 | 1.54 | 2.59
16A,PD 8.74 4.6 | 3.15 | 5.35
PA 2D 1.67 | 1.31 | 0.88 | 3.94
PA,4D 3.15 | 2.42 | 1.71 | 5.09
PA,8D 6.40 | 4.64 | 3.32 | 7.35
PA,16D 13.66 | 9.21 | 7.02 | 12.01
PA,PD 2.65 | 0.99 | 0.57 | 0.43

in Figure 2 with 2 Airplane processes. CT denotes the
time spent in constructing the composite symbolic repre-
sentations for the transition relation and the initial states
of the the input specification (including the parsing time).
VT denotes the verification time for each property. Al-
though the input is an infinite state system (since numC3,
numRW16R, and numRW16L are unbounded variables) the ver-
ification time scales very well. This is due to the efficiency
of the composite symbolic representation and the BDDs. If
we had partitioned the transition system to eliminate the
boolean variables (as is done in most infinite state model
checkers) we would have obtained 2%* partition classes for
the fourth instance in Table 1. Mapping the boolean vari-
ables to integers on the other hand would have created 64
more integer variables, increasing the cost of arithmetic con-
straint manipulation (which is not likely to scale as well as
BDDs).

We used counting abstraction to verify the Airport Ground
Traffic Control monitor specification for arbitrary number
of arriving and departing airplanes. First we verified spec-
ifications for a fixed number of arriving airplanes and an
arbitrary number of departing airplanes by using counting
abstraction only on the states of departing airplanes. For
example, the row 4A PD in Table 1, denotes the case with
4 arriving airplanes and an arbitrary number of departing
airplanes. Although counting abstraction generates an inte-
ger variable for each local state of an airplane process, the
experimental results in Table 1 shows that it scales well.
In fact, the case where both states of the arriving and the
departing airplanes are abstracted (PA,PD) properties are
verified faster compared to some other cases. This is pos-
sibly due to the fact that counting abstraction, in a way,
simplifies the system by abstracting away the information
about individual processes. For example, in the abstract
transition system it is not possible to determine which air-
plane is in which state, we can only keep track of the number
of airplanes in a particular state.

We verified a large number of concurrent system specifica-
tions using Action Language Verifier including other moni-

tor specifications such as monitors for sleeping barber prob-
lem, readers-writers problem and bounded buffers. Our ex-
perimental results are reported in [20].

6. SYNTHESIS OF MONITORS

In the monitor specification given in Figure 2, the shared
variables such as numRW16R and numC3 represent the resources
that will be shared among multiple processes. Submodule
Airplane specify the type of processes that will share these
resources. Our goal is to generate a monitor class in Java
from monitor specifications such as the one given in Figure
2. First, we will declare the shared variables of the monitor
specification (for example, numRW16R and numC3 in Figure 2)
as private fields of the monitor class. Hence, these variables
will only be accessible to the methods of the monitor class.

We will not try to automatically generate code for the
threads that will use the monitor. This would go against the
modularization principle provided by the monitors. Rather,
we will leave the assumption that the threads behave accord-
ing to their specification as a proof obligation. In general, a
submodule in a monitor specification (Figure 3) should spec-
ify the most general behavior of the corresponding thread,
or, equivalently, it should specify the minimum requirements
for the corresponding thread for the monitor to execute
correctly. Since the specifications about the local behav-
ior of the threads are generally straightforward (such as an
Airplane process should not execute exitRW3 action before
executing reqLand) we think that it would not be too diffi-
cult for the concurrent programmer to take the responsibility
for meeting these specifications.

We will generate a monitor method corresponding to each
action of each submodule in the monitor specification. Con-
sider the action:

exitRW3: pc=touchDown and numC3=0 and numC3’=numC3+1
and numRW16R’=numRW16R-1 and pc’=taxiTol6L3;

‘We are not interested in the expressions on local variable
pc of the submodule Airplane. As we discussed above, we
are only generating code for the monitor class which only
has access to the shared variables. For the action exitRW3
removing the expressions on the local variables leaves us
with the expression

exitRW3: numC3=0 and numC3’=numC3+1 and
numRW16R’=numRW16R-1;

To implement this action as a monitor method we first have
to check the guarding condition numC3=0 and then update
numRW16R and numC3. However, if the guarding condition
does not hold, we should wait until a process signals that
the condition might have changed. A straightforward trans-
lation of this action to a monitor method would be

public synchronized void exitRW3() {
while (!(numC3==0))
wait();
numC3=numC3+1;
numRW16R=numRW16R-1;
notifyAll();

The reason we call the notifyAll method at the end is to
wakeup processes that might be waiting on a condition re-
lated to variable numRW16R or numC3 which have just been



updated by this action. Also note that the wait method is
inside a while loop to make sure that the guard still holds af-
ter the thread wakes up. In the above translation, we used
synchronized keyword to establish atomicity. Note that
atomicity in Java is established only with respect to other
methods or blocks which are also synchronized. So for this
approach to work we have to make sure that shared vari-
ables are not modified by any part of the program which is
not synchronized. We can establish this by declaring shared
variables as private variables in the monitor class and mak-
ing sure that all the methods of the monitor class are syn-
chronized.

Using this straightforward approach, we can translate a
monitor specification (based on the template given in Figure
3) to a Java monitor class using the following rules: 1) Cre-
ate a monitor class with a private variable for each shared
variable of the specification. 2) For each action in each sub-
module, create a synchronized method in the monitor class.
3) In the method for action a start with a while loop which
checks if ds(a) is true and waits if it is not. Then, put a
set of assignments to update the variables according to the
constraint in rs(a). After the assignments, call notifyAll
method and exit. We will call this translation single-lock
implementation of the monitor since it uses only this lock of
the monitor class.

6.1 Specific Notification Pattern

The single-lock implementation described above is correct
but it is inefficient [7, 18]. If we implement the Airport
Ground Traffic Control monitor using the above scheme an
exitRW3 action would awaken all the airplane threads that
are sleeping. However, departing airplane threads should
be awakened only when the number of airplanes on runway
16L or one of the taxiways in C3-C8 changes (when one of
the variables numRW16L, numC3, numC4, numC5, numC6, numC7,
and numC8 become zero) and they do not need to be awak-
ened on an update to status of runway 16R (when numRW16R
is updated) or on entrance of an airplane into the taxiway
C3 (when numC3 is incremented). Using different condition
variables for each guarding condition improves the perfor-
mance by awakening only related threads and eliminating
the overhead incurred by context switch for threads which
do not need to be awakened. In [7] using separate objects
to wait and signal for separate conditions is described as a
Java design pattern called specific notification pattern.

Figure 5 shows a fragment of the Java monitor that is au-
tomatically generated by our code generator from the Action
Language specification of the Airport Ground Traffic Con-
trol monitor given in Figure 2 using specific notification pat-
tern. The method for action exitRW3 calls Guard_exitRW3
method in a while loop till it returns true. If it returns false
it waits on the condition variable exitRW3Cond. Any action
that can change the guard for exitRW3 from false to true
notifies the threads that are waiting on condition variable
exitRW3Cond using exitRW3Cond. If the guard (numC3==0)
is true then Guard exitRW3 method decrements the num-
ber of airplanes using runway 16R (numRW16R=numRW16R-1)
and increments the number of airplanes using taxiway C3
atomically and returns true. Since executing exitRW3 can
only change action reqland’s guard from false to true, only
threads that are waiting on condition variable reqLandCond
are notified before method exitRW3 returns.

Action leave does not have a guard, i.e., its execution

does not depend on the state of shared variables of the mon-
itor. Hence, the method for action leave does not need to
wait to decrement the number of airplanes on runway 16L
(numRW16L=numRW16L-1). After updating numRW16L however
it notifies the threads waiting on the condition variables
crossRW3Cond and reqTake0ffCond.

We will give an algorithm for generating Java code from
monitor specifications in Action Language using specific no-
tification pattern below. As stated before, we will assume
that each action expression is in the form:

EXP(a) =di(a) A mi(a) A ds(a) A 1s(a)

where d;(a) is an expression on unprimed local variables of
module m; (VAR(m;)), ri(a) is an expression on primed and
unprimed local variables of m;, d;(a) is an expression on un-
primed shared variables (VAR(m)), and rs(a) is an expression
on primed and unprimed shared variables. Since we are not
interested in the local states of the processes we will only
use ds(a) and rs(a) in the code generation for the monitor
methods. Let guard, denote a Java expression equivalent to
ds(a). We will also assume that rs(a) can be written in the
form r5(a) = A, crvar(a) v’ = e, where e, is an expression
on domain variables in VAR(m). Let assign, denote a set of
assignments in Java which correspond to rs(a).

To use the specific notification pattern in translating Ac-
tion Language monitor specifications to Java monitors we
need to associate the guard of each action with a lock spe-
cific to that action. Let a be an action with a guard, guard,,
and let cond, be the condition variable associated with a.
The thread that calls the method that corresponds to action
a will wait on cond, when guard, evaluates to false. Any
thread that calls a method that corresponds to another ac-
tion, b, that can change the truth value of guard, from false
to true will notify cond,. Hence, after an action execution,
only the threads that are relevant to the updates performed
by that action will be awakened.

The algorithm given in Figure 6 generates the information
about the synchronization dependencies among different ac-
tions needed in the implementation of the specific notifica-
tion pattern. For each action a in each submodule m; the al-
gorithm decides whether action a is guarded or unguarded by
checking the expression d,(a). If ds(a) is true (meaning that
there is no guard) then the action is marked as unguarded.
Otherwise, it is marked as guarded and a condition variable,
condg, is created for action a. Execution of an unguarded
action does not depend on the shared variables, hence, it
does not need to wait on any condition variable. Next, the
algorithm finds all the actions that should be notified after
action a is executed. We can determine this information by
checking for each action b # a, if executing action a when
ds(b) is false can result in a state where dg(b) is true. If
this is possible, then the condition variable created for ac-
tion b, condy, is added to the notification list of action a,
which holds the condition variables that must be notified
after action a is executed.

Figure 7 shows translation of guarded and unguarded ac-
tions to Java [18]. For each guarded action a a specific
notification lock, cond, is declared and one private method
and one public method is generated. The private method
Guarded_Ezecute, is synchronized on this object. If the
guard of action a is true then this method executes assign-
ments in assign, and returns true. Otherwise, it returns
false. Method Guarded_-W ait, first gets the lock for cond,.



public class AirPortGroundTrafficControlq
private int numC3;
private int numRW16L, numRW16R;

private Object exitRW3Cond;
private Object reqTakeOffCond;
private Object reqLandCond;
private Object crossRW3Cond;

public AirPortGroundTrafficControl() {
numC3=0; numRW16L=0; numRW16R=0;

exitRW3Cond=new Object();
reqTake0ffCond=new Object();
reqLandCond=new 0Object();
crossRW3Cond=new Object();
}
private synchronized boolean Guard_reqLand() {
if (numRW16R==0) {numRW16R=numRW16R+1;return true;}
else return false;
}
public void reqLand() {
synchronized(reqLandCond) {
while(!Guard_reqLand())
try{ reqlLandCond.wait();}
catch(InterruptedException e) {
}
}
}
private synchronized boolean Guard_exitRW3() {
if (numC3==0) {
numC3=numC3+1;
numRW16R=numRW16R-1;
return true;
} else return false;
}
public void exitRW3() {
synchronized(exitRW3Cond) {
while(!Guard_exitRW3())
try{ exitRW3Cond.wait();}
catch(InterruptedException e) {
}
}
synchronized(reqlandCond) {reqlLandCond.notify();}
}
public void leave() {
synchronized(this) { numRW16L=numRW16L-1;}
synchronized(crossRW3Cond) {crossRW3Cond.notify();}

synchronized(reqTakeOffCond) {reqTakeOffCond.notify();}

// other notifications

}
Figure 5: AirportGroundTrafficControl Class Using
specific notification pattern

for each action a do

if ds(a) # true then
mark a as guarded
create condition variable cond,

else mark a as unguarded

for each action b s.t. a # b do
if POST(—ds (b), ExP(a)) Nds(b) # O then

add condp to notification list of a

Figure 6: Extracting Synchronization Information

private Object condq, = new Object();
public void Guarded-Waita() {
synchronized(cond, ) {
while (!Guarded_Ezecuteq()) {
try { cond,.wait();}
catch(InterruptedException e) {}

}
}
}

private synchronized boolean Guarded_Ezecuteq() {
if (gquardy) {assigng;return true;}
else return false;

(2)

public void Ezecuteq() {synchronized(this) {assigna;}}

(b)

Figure 7: Translation of (a) guarded and (b) un-
guarded actions

Then it runs a while loop till Guarded_Ezxecute, method re-
turns true. In the body of the while loop it waits on cond,
till it is notified by some thread that performs an update
that can change truth value of method guard, and, there-
fore, Guarded_Ezecute,. For each unguarded action a a
single public method Ezecute, is produced. This method
first acquires the lock for this object. Then executes the
assignments assign, of the corresponding action. Before
exiting the public methods Guarded_-Wait, and Ezecute,,
synchronized(condy) { condy.notifyAll(); } is executed for
each action b in the notification list of action a (note that
this is not shown in Figure 7).

The automatically generated Java monitor class should
preserve the verified properties of the Action Language spec-
ification. This can be shown in two steps: 1) Showing that
the verified properties are preserved by the single-lock imple-
mentation of the Action Language specification. 2) Showing
the equivalence between the single-lock implementation and
the specific notification pattern implementation. The proof
of correctness of specific notification pattern (step 2) is given
in [18]. The algorithm we give in Figure 6 extracts the nec-
essary information in order to generate a Java monitor class
that correctly implements the specific notification pattern.

Below, we will give a set of assumptions under which the
monitor invariants that are verified on an Action Language
specification of a monitor are preserved by its single-lock
implementation as a Java monitor class.

1. Imitial Condition: The set of program states imme-
diately after the constructors of the monitor and the
threads are executed satisfy the initial expression of
the Action Language specification.

2. Atomicity: The observable states of the monitor are
defined as the program states where this lock of the
monitor is available, i.e., the states where no thread is
active in the monitor.

3. Thread Behavior: The local behavior of the threads
are correct with respect to the monitor specification.



4. Scheduling: If there exists an enabled action then an
enabled action will be executed.

Assuming that the above conditions hold we claim that the
observable states of the single-lock implementation of the
Action Language monitor specification satisfy the monitor
invariants verified by the Action Language Verifier.

7. CONCLUSIONS AND FUTURE WORK

We think that our approach of combining specification,
verification and synthesis, presented in this paper, can pro-
vide the right cost-benefit ratio for adaptation of automated
verification techniques in practice. Writing a monitor spec-
ification has three major benefits: 1) It is a higher-level
specification of a solution then a monitor implementation
since it eliminates the need for condition variables and wait
and signal operations. 2) Action Language specifications
can be verified with Action Language Verifier. 3) Verified
monitor specifications in Action Language can be automat-
ically translated into Java monitor implementations where
the correctness of the implementation is guaranteed by con-
struction.

We are working on the integration of the automated count-
ing abstraction algorithm to the Action Language Verifier.
We think that our approach is applicable to interesting,
real-world applications as demonstrated by our case study.
For our approach to be applicable to a wider range of sys-
tems, we would like to extend our techniques to systems
with boolean or integer arrays and recursive data structures
(such as linked lists). We are working on both of these prob-
lems. We think that we can provide some analysis for arrays
using uninterpreted functions. For analyzing specifications
with recursive data structures, we are currently integrating
the shape analysis technique [19] to Composite Symbolic
Library. Our verification tools Composite Symbolic Library
and Action Language Verifier are available at:
http://www.cs.ucsb.edu/ ~ bultan/composite/

Acknowledgments: We would like to thank Aysu Betin for
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eration algorithm.
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