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ABSTRACT simulation. However, clusters are still relatively expgasto buy
Motivation: In biological systems formed by living cells, the small and maintain, and specialized devices such as FPGAs areuttif
populations of some reactant species can result in inherent random- to program. In this paper we introduce an ef cient parafletion
ness which cannot be captured by traditional deterministic approa- of ensembles of SSA simulations for chemically reactingeys

ches. In that case, a more accurate simulation can be obtained by on the low cost graphics processing unit (GPU) NVIDIA Gelfeorc
using the Stochastic Simulation Algorithm (SSA). Many stochastic 8800GTX. .

realizations are required to capture accurate statistical information of This paper is organized as follows. In Section 2 we brie yiesw
the solution. This carries a very high computational cost. The current the Stochastic Simulation Algorithm and some basics of lfgra
generation of graphics processing units (GPU) is well-suited to this computation with the graphics processing unit. In sectiame3ntro-

task. duce the ef cient parallelization of SSA on the GPU. Simidat
Results: We describe our implementation, and present some compu- results are presented in Section 4, and in Section 5 we drave so
tational experiments illustrating the power of this technology for this conclusions.

important and challenging class of problems.
Contact: hongli@cs.ucsb.edu

2 BACKGROUND
2.1 Stochastic Simulation Algorithm

The Stochastic Simulation Algorithm (SSA) applies to a gt
homogeneous chemically reacting system within a xed vaum
at a constant temperature. The system involves N molecpkr s
ciesfS1, :::, Sng represented by the dynamical state vector

1 INTRODUCTION

Chemically reacting systems have traditionally been sated by
solving a set of coupled ordinary differential equationsDE3).
Although the traditional deterministic approaches arecgaifit for
most systems, they fail to capture the natural stochagiicisome
biochemical systems formed by living cells D.T. Gillespi9T6,
1977); H.H. McAdams and A. Arkin (1997); A. Arkin, J. Ross
and H.H. McAdams (1998), in which the small population of a
few critical reactant species can cause the behavior of et
to be discrete and stochastic. The dynamics of those systmise
simulated accurately using the machinery of Markov protiesary,
speci cally the Stochastic Simulation Algorithm (SSA) D.Gil-
lespie (1976, 1977). For many realistic biochemical systethe
computational cost of simulation by the SSA can be very higte
original form of the SSA is called the Direct Method (DM). Muc
recent work has focused on speeding up the SSA by reformglati
the algorithm M. Gibson and J. Bruck (2000); Y. Cao, H. Li and
L. Petzold (2004); J. M. McColluma, G. D. Peterson, C. D. Cox, R ao(Xt) .
M. L. Simpson and N. F. Samatova (2005); J. Blue, |. BeichlBnd P ixet) = g (xoe '
Sullivan (1995); T. P. Schulze (2002); H. Li and L. Petzold@g). Py

Often, the SSA is used to generate large (typically ten thods Whereqo(xt) = a1y (>_<t)- .
to a million) ensembles of stochastic realizations to apipnate Starting from (1), the time , given X (t) = x, that the next
probability density functions of species populations drestout- reaction will re att + , is the exponentially distributed random
put variables. In this case, even the most ef cient impletagon of ~ Variable with mea%
the SSA will be very time consuming. Parallel computatiorchn
sters has been used to speed up the simulation of such ersembl P( jx;t) = ao(xi)e a0 (Xt) ( 0); 2)
H. Li, Y. Cao, L. Petzold and D. Gillespie (2007). In M. Yos-
himi, Y. Osana, Y. lwaoka, A. Funahashi, N-Hiroi, Y. Shihaka
Iwanaga, H. Kitano and H. Amano (2005), the use of Field Roogr 1 At the time of this writing, the NVIDIA GeForce 8800GTX costbout
mable Gate Arrays (FPGAS) is investigated to speed up the SSA600.

wherea; (x)dt is the probability, giverX (t) = x, that oneR; reac-
tion will occur in the next in nitesimal time intervdk; t + dt), and

i isthe change in the number of specg&slue to ondR; reaction.

TheNext Reaction Density Functid@ T. Gillespie (2001), which

is the basis of SSA, gives the joint probability that reacfty will
be the next reaction and will occur in the in nitesimal timgerval
[t;t + dt), givenX (t) = x. By applying the laws of probability, the
joint density function is formulated as follows:

@)
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The indexj of that ring reaction is the integer random variable

with probability

3 (x1)

ao(Xt)
Thus on each step of the simulation, the random paijjs)(are

obtained based on the standard Monte Carlo inversion gemgra

rules: rstwe produce two uniform random numbersandr , from
U(0; 1), the uniform distribution of0; 1]. Then is given by

1L, L
ao(Xt) r

P@lj;xt)= (G =1;z5M): (3

ceeny

= 4
The index of the selected reaction is the smallest integdf.jiM ]
such that
X
ao(Xt) >r2a0(xt):
i%=1

®)

Finally, the population vectoX is updated by the state change
vector , and the simulation is advanced to the next reacting time.
Because SSA must simulate every reaction event, simulatitn

SSA can be quite computationally demanding. When an engembl

(ten thousand to a million realizations or more) must be gERe,
the computation can become intractable. A number of diffefer-
mulations of SSA have been proposed, in an effort to speetieup t
simulation M. Gibson and J. Bruck (2000); Y. Cao, H. Li and L.
Petzold (2004); J. M. McColluma, G. D. Peterson, C. D. CoxLM.
Simpson and N. F. Samatova (2005); J. Blue, I. Beichl and K- Su
van (1995); T. P. Schulze (2002); H. Li and L. Petzold (200&)e
most time-consuming step of the SSA is the selection of the ne
reaction to re. The complexity of this step for the Direct Med

is O(M), whereM is the number of reactions. To the best of our
knowledge, the fastest known SSA formulation is somethiegall
the Logarithmic Direct Method (LDM) because its complexity
the critical step iDO(logM ). The LDM algorithm comes from the
literature on Kinetic Monte Carlo (KMC) algorithms. The S&fa
type of KMC algorithm that is applied to chemical kineticedause
of the special structure of the chemical kinetics probleindias
been possible to put SSA on a solid theoretical foundatiamthier

ef ciency of the LDM can be achieved by using sparse matrohte
nigues in the system state update stage H. Li and L. Petz0G6§2
Itis this method (LDM with sparse matrix update) that we wgk in
our timing comparisons. The algorithm is summarized as¥es!

1. Initialization: Initialize the system.
2. Propensity calculation Calculate the propensity functions

2.2 Using the Graphics Processor Unit as a Data
Parallel Computing Device

2.2.1 Modern Graphics Processor UnifThe Graphics Proces-
sing Unit (GPU) is a dedicated graphics card for personalptem
ters, workstations or video game consoles. Recently, GPitls w
parallel programming capacities have become available. GRU
has a highly parallel structure with high memory bandwidtid a
more transistors devoted to data processing than to datancac
and ow control (compared with a CPU architecture), as shawn
Figure 1 NVIDIA Corporation (2007a). The GPU architectuse i
most effective for problems that can be implemented witbastr
processing and using limited memory. Single Instructionitiile
Data (SIMD), which involves a large number of totally indape
dent records being processed by the same sequence of opsrati
simultaneously, is an ideal general purpose graphics psig unit
(GPGPU) application.

DRAM
9

Fig. 1. CPU vs. GPU architecture.
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2.2.2 NVIDIA 8 Series GeForce-based GPU ArchitectuldVI-
DIA corporation claims its graphics processing unit (GPWY)aa
“second processor in personal computers” NVIDIA Corpanati
(2007b), which means that the data parallel computatioanint
sive part of applications can be off-loaded to the GPU NVIDIA
Corporation (2007a). The Compute Uni ed Device Architeetu
(CUDA) Software Development Kit (SDK), supported by the NVI
DIA Geforce 8 Series, supplies general purpose functionadir
non-graphics applications to use the processors insidég.

We chose the NVIDIA 8800 GTX chip, which was released at
the end of 2006 with 768MB RAM and 681 million transistors
on a480mm? surface area. There are 128 stream processors on a
GeForce 8800 GTX chip, divided into 16 clusters of multigssors
as shown in Figure 2 NVIDIA Corporation (2007a). Each mutip
cessor has 16 KB shared memory which brings data closer to the
ALU. The processors are clocked at 1.35 GHz with dual proces-
sing of scalar operations supported, thus the peak conipuitate
accessible from the CUDA is (16 multiprocessors * 8 processo
multiprocessor) * (2 ops / MAD?) * (1 MAD / processor-cycle)

a (i =1;::5M), and save the intermediate data as an orde-, 1.35 GHz = 345.6 GFLOP/s. The maximum observed bandwidth

red sequence of the propensities subtotalled from 1 to Migwhi
summing all the propensity functions to obtais

. Reaction time generatiorGenerate the ring time of the next
reaction.

. Reaction selectiarSelect the reaction to re next with binary
search on the ordered subtotal sequence.

. System state updatdpdate the state vectarby ; with sparse
matrix techniques, wherg is the index of the current ring
reaction. Update the simulation time.

. Termination Go back to stage 2 if the simulation has not
reached the desired nal time.

between system and device memory is about 2GB/second. To put
this in perspective, the GPU chip provides up to 197 timegtre
formance of an Intel Core 2 Duo E6700 2.67GHz dual-core Ganro
processor PCperspective (2007).

Unfortunately, current GPU chips support only 32-bit tezhn
logy while today's CPUs support 64-bit technology. ThusJ)yon
single-precision oating point is supported. Additiongleach mul-
tiprocessor has only 16K shared memory available. Thisicesthe
range of applications that can make use of this architecture

2 AMAD is a multiply-add.
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Device data structure on the device and batch a few small transfeos i
Multiprocessor N a big transfer to reduce the overhead for each transfer.,Nest
! need to consider the relatively large global memory vs. itinééd-
size shared memory. The global memory adjacent to the GPU
chip has higher latency and lower bandwidth than the on-shig
red memory. It takes about 400-600 clock cycle latency t@ssc
the global memory vs. 4 clock cycles to read or write the sha-
. - B e red memory. To effectively use the GPU, our simulation mai®s
much use of on-chip shared memory as possible. WeXo@) and
the stoichiometric matrix from the device memory to the shared
memory at the very beginning of the kernel, process the qata (
pensity calculation, state vector update, etc.) in sharechamy, and
write the result back to the device memory at the end. Bectnese
same instruction sequence is executed for each data sed,ishe
low requirement for ow control. This matches the GPU's aiteb-
ture. The instruction sequence is performed on a large numibe

Multiprocessor 2

Multiprocessor 1

Processor1 ~ Processor2 *%*  Processor M

t t

) 5 STUD MUl i - p s memor data sets which do not need to swap out, hence the memorysacces
Fig. 2. Hardware Model. latency is negligible compared with the arithmetic caltiola
2.2.3 CUDA: A GPU Software Development Environmefihe The CUDA allows each block to contain at most 512 threads, but

CUDA provides an essential high-level development envitent  blocks with the same dimension and size that run the samelkern

with standard C language, resulting in a minimal learninyedor can be put into a grid of blocks. Thus the total number of ttiscfar

beginners to access the low-level hardware. The CUDA pesvid one kernel can be very large. Given the total number of ratiins

both scatter and gather memory operations for developmexibi- of SSA to be simulated, the number of threads per block and the

lity. It also supports a shared memory with fast read andevafility number of blocks must be carefully balanced to maximize thie u

to reduce the dependence of application performance onf&\MD  zation of computation resources. For stochastic simuiatie can't

bandwidth NVIDIA Corporation (2007a). use too many threads per block since there is only a limitedesh
The structure of CUDA computation broadly follows the data- memory and all system state vectors and propensities harege

parallel model: each of the processors executes the samersax] in shared memory for ef cient frequent access. Thus the renb

of instructions on different sets of the data in paralleleTata can  of threads per block should satisf + M) 4 P+ < 16K,

be broken into a 1D or 2D grid of blocks, and each block can be 1DwhereN is the number of chemical specigd, is the number of

2D or 3D and can allow up to 512 threads which can collaboratereactions4 is the size (in bytes) of an integer/ oat variablK is

through shared memory. Threads within a block can collaboriz ~ the maximum shared memory we can use within one block, and

the shared memory. is the shared memory used by the random number generatsigthi
Unfortunately, currently the CPU and GPU cannot run in gakal  relatively small).

Also it is not possible to download data and run a kernel irmjbel;

or to execute multiple kernels at the same time through th®&U  3.1.1 Random Number Generatiorstatistical results can only be

Users can use a single kernel to perform multiple tasks bydhiag relied on if the independence of the random number samples ca

in the kernel based on the thread id, but the branches will dlmwn be guaranteed. Thus generating independent sequencedufman

the simulation. numbers is one of the important issues of implementing sitian
Currently the CUDA supports Windows XP and Linux. But it for ensembles of stochastic simulation algorithms in pekal

does not work with Windows Remote Desktop, though it is pos- Originally we considered pre-generating a large numberaof r

sible to run CUDA programs via remote login on Linux. Indival dom numbers by the CPU. Since the CPU and GPU can't run in

GPU program launches can run at most 5 seconds. Exceedsg thparallel, we can pre-generate a huge number of random nsmber

time limit can cause a launch failure or hang the entire nrehi and store them in the shared memory and swap back to the CPU

to generate more when they are used up. Alternatively, wédcou
pre-generate a huge number of random numbers and put thém in t

3 IMPLEMENTATION DETAILS global memory. Both methods will waste too much time for data
] . . access. Furthermore, the Scalable Parallel Random Numdree-G
3.1 Parallelism across the simulations rators Library (SPRNG) M. Mascagni (1999); M. Mascagni and A

Our focus is on computation of ensembles of SSA realizationsSrinivasan. (2000), which we use in our StochKit H. Li, Y. Cao
Ensembles of SSA runs for chemically reacting systems ang ve L. Petzold and D. Gillespie (2007) package for discretelsistic
well-suited for implementation on the GPU through the CUDAe simulation because of its excellent statistical propsyt@Ennot be
simulation code can be put into a single kernel running irall@lr  implemented on the GPU due to its complicated data structine
on a large set of system stat vectir$t). The large set of nal stat  only solution appears to implement a simple random numbee-ge
vectorsX (tsinar ) Will contain the desired results. rator on the GPU. Experts suggest using a mature random mumbe
The initial conditionsx (0) originally will be in the host memory.  generator instead of inventing a new one, since it requireatg
We must copy them from the host memory to the device memory bycare and extensive testing to evaluate a random numberajener
CUDAMemcpy in the driver running on the the CPU. We minimize Richard P. Brent (1992). Thus we chose the Mersenne Twisier f
the transfer between the host and device by using an inteéateed the literature in our application NVIDIA Forums members QZ0.
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The Mersenne Twister (MT) Makoto Matsumoto and Takuiji Nis-
himura (1998) has passed many statistical randomnessiriekis
ding the stringent Diehard tests NVIDIA Forums members {300
The fully tested MT random number generator can ef cientiyg-
rate high quality, long period random sequences with higleoof
dimensional equidistribution. Another good property of T is
its ef cient use of memory. Thus it is very suitable for ourpdipa-
tion. The original single threaded C version was developetdiuji
Nishimurar and Makoto Matsumoto, with initialization ingwed
in 2002 V. Podlozhnyuk (2007). In our implementation we modi
ed Eric Mills's multithreaded C implementation NVIDIA Faims
members (2007). Since our application requires a huge nuotbe
random numbers even for one realization of a simple modeljsee
the shared memory for random number generation to mininiiee t
data launching and accessing time. This random number afsoer
implementation allows up to 227 threads run at any one timbdet
performance, which is more than the number of threads neleyed
the stochastic simulation for best performance.

4 PARALLEL SIMULATION PERFORMANCE

The performance of the parallel simulation is limited by then-
ber of processors available for the computation, the waklof the
available processors, and the communication and synctatom
costs. It is important to note that more processors does e
sarily mean better performance. Our simulations were rurthen
NVIDIA GeForce 8800GTX installed on a personal computehwit
Intel Pentium 3.00Ghz CPU and 3.50GB of RAM with physical
Address Extension.

The rst model we chose is the decay dimerization model
D.T. Gillespie (2001). This model involves three reactimgaes
S:1;S2; Sz and four reaction channelR; ; R2; R3; R4

sifto
S+ S; © S,
C2

S, .F4 Ss:

(6)

We used the reaction rate constants from D.T. Gillespie 200

c1=1; c2=0:002 c3 =0:5; cs =0:04; @)
and the initial conditions
X1=10% X, = X3=0: (8)

The simulation performance has been extraordinary, as rslrow
Figure 3. Forl0C; 000realizations, the parallel (GPU) simulation is

s )
x 10 Performance Comparison
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Fig. 3.

Simulation time for dimer decay model on GPU vs. host conpute
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Fig. 4. Performance comparison for dimer decay simulations witfe@int
numbers of threads per block.

the dimer decay model, primarily because it requires monsmarg.
Thus the number of threads and blocks that we can use is less.

To validate the implementation of our random number genera-
tor, we compared the results from the ensemble from the Iparal
simulation with the results from the ensemble of the same -
culated on a single processor using the linear congruegeizérator
provided by SPRNG, for both the dimer decay model D.T. Gille-
spie (2000) and the heat shock model Y. Cao, H. Li and L. Petzol
(2004). We found that they were statistically indistindnaible.

almost170 times faster than the sequential simulation on the host

computer. A performance comparison for simulation witHediént
numbers of threads per block is given in Figure 4. We alscetest
the heat shock response model given in Y. Cao, H. Liand L.dRetz
(2004). The heat shock model has 28 species and 61 reacTioas.
simulation performance is shown in Figure 5. B 000 realizati-
ons, the parallel (GPU) simulation is aroufhfl0 times faster than
the sequential simulation on the host computer. A perfocaaom-
parison for simulation with different numbers of threads pkck

is given in Figure 6. The speedup for this problem is less floan

5 CONCLUSIONS

The SSA is the workhorse algorithm for discrete stochastiaus
lation in systems biology. Even the most ef cient implenaitns

of the SSA can be very time-consuming. Often the SSA is used to
generate ensembles (typically ten thousand to a milliostatha-

stic simulations. The current generation of GPUs appedrs teery
promising for this purpose. On the two model problems weetst
we observed speedups 850 170 times for the GPU, over the
time to compute on the host workstation.
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Fig. 5. Simulation time for heat shock model on GPU vs. host computer

Fig. 6. Performance comparison for heat shock simulations witfeifnt
numbers of threads per block.

This technology is not quite ready for the novice user. Paogy
must be written to be memory ef cient, with the GPU architeetin
mind. The computation is limited to single precision, thel ABes
not yet have all the features to take full advantage of thieiacture,
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