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Abstract— Multihop wireless networks are ideal as infrastruc- network can track these resources by their relative praimi
tures for location-aware network applications, particularly for  and make their location available to users in the network.
disaster recovery operations. However, one missing compent  \ypile data location is a well known problem, it faces new
is an efficient and scalable distributed data location sendge. . . : .
Existing approaches impose significant communication ovéead chall_enges _'n the context of multihop wireless r_]etwor!(ssu':'
on the underlying wireless layer and generally limit the toal Multihop wireless networks present a dynamic environment
number of locatable objects in a network. To address this due to intermittent device connectivity, unreliable wass
problem, we present the Integrated Data Location Protocol |inks and mobility in the network. Hence, solutions based

(IDLP), which provides scalable location of a large number 6 4, centralized service agents or conceptually static iestit
objects by integrating compressed summaries of object sigiures h direct t il ide hiahl liabl

into the routing layer. We evaluate our approach using extesive such as direc ory agents W! prQV' € highly unrefiable re-
simulations in Qualnet, as well as detailed measurementsdm a  Sults. Second, without a wired infrastructure and network

deployed AODV-implementation on the UCSB MeshNet testbed. structure, object location on multihop ad hoc networks can
Refsults _show that ID_LP maintains low comm_unication overhed incur unacceptable control traffic overheads with appiicat
while efficiently locating up to a hundred objects per node. layer techniques. Third, the bandwidth constrained natidre
multihop wireless networks implies a trade-off betweentoan
protocol overhead and search accuracy. An ideal solutiws, t
Spontaneous wireless ad hoc networks are a flexible extehould adopt a concise object representation technigue tha
sion to wired infrastructure. Wireless routers can be glyicksupports unique object identification while imposing mialm
deployed over poles, buildings or even transport vehiclezgntrol protocol overhead.
and require minimal existing infrastructure. In the wake of In this work, we propose Integrated Data Location Protocol
Hurricane Katrina, multihop wireless networks have emergé¢IDLP), a light-weight distributed object location solori for
as critical communication infrastructure during emergenanultinop wireless networks. The IDLP architecture attesipt
disaster recovery. With wireline phone service and ceflulaninimize control protocol overhead; handles the constaden
networks disabled by Katrina, a wireless network design&tiurn that is characteristic of multihop wireless netwoeksd
for video surveillance was the only functional communigati addresses the bandwidth limitations and unreliable links o
system remaining. During Katrina’s recovery, the VolPficaf a wireless environment. In IDLP, each node creates a data
carried by the mesh network represented a lifeline for strugignature of its objects and advertises these signaturesgh-
gling local businesses. The wireless mesh network is géperaut the network by leveraging routing control packets. &mi
credited for the population growth from 50,000 to 250,00@dvertisements from other nodes are associated with utin
from November 2005 to February 2006 entries and stored in the routing table. Object queries gene
Timely communication and information sharing is critical t ated by applications are searched locally within the rautin
the success of any emergency or disaster recovery operati@ble amongst data signatures before invoking a netwodewi
While years of research have focused on reliable and efficigg®arch for a provider node. This technique utilizes theiglart
wireless routing techniques, much less attention has baieh popology information available at the nodes and minimizes
to wireless infrastructure support for information sharsuch network-wide search operations. Together, these tecksiqu
as data location and distributed search. In addition totiosa allow us to locate objects within a decentralized wireless
and access to mobile data, these techniques can also becapietwork while maintaining low communication overhead.
to locate objects and resources based on their proximity toThe rest of the paper is organized as follows. First, we
wireless nodes or access points. For example, emergepegvide background on existing content location schemes
workers might search for the location of resources such #s Section Il. We then present the design of an Integrated
food, medical supplies and clothing, rescue equipment sueita Location Protocol (IDLP) in Section Ill. We evaluate
as ambulances and flashlights, or individual people such the performance of IDLP through Qualnet simulations in
fire-fighters or military personnel. Nodes in an ad hoc wisle Section 1V, followed by results obtained from a deployment
of IDLP on the UCSB MeshNet testbed in Section V. Finally,
Lhttp://www.infoworld.nl we summarize and conclude in Section VI.

I. INTRODUCTION



1. RELATED WORK the cost of distributing service records. In contrast, oorky

S ) ) specifically addresses the challenge of representing @& larg
Significant work has gone into the design of scalable serviggjiection of data objects, while our integration with AODV

discovery systems for the wired Internet. Some solutionshs means service summaries are distributed on-demand. The
as LDAP [1], JINI [2] and SLP [3], rely more on centralizedshgice of an on-demand routing protocol works well for
client-server architectures. Others, such as DNS [4], €[8) 1,0pile wireless networks [26].

and the Berkeley Service Discovery Service (SDS) [6], lever ginglly, the Geography-based Content Location Protocol
age hierarchical architectures to _scale to If_;lrge numbers (@CLP) [27] is a push-based technique where nodes periodi-
records and across network domains. In particular, the &erk.5)y hublish object information by forwarding the infortin

ley SDS uses Bloom filters [7] to summarize service descripy four directions across the network. Nodes on the publish
tions across network domains in order to route queries to tBﬁth cache these records. Other nodes perform objectdocati
appropriate local Servers. Similarly, Bloom filters arecalsed by forwarding a query in all four directions. Nodes at the
to locate data objects in both the Summary Cache [8] and thigersection of the publish and query paths use their local
Probabilistic Data Location [9] projects. Unlike thesejpais, caches to resolve queries. We compare our work against GCLP

we cannot rely on a stable underlying network topology tgecause it is one of the most popular and efficient of the
build state for query forwarding. In addition, interferenon existing approaches.

wireless links and the resulting bandwidth constraintsitlim
the amount of acceptable communication overhead for data or I11. DESIGN

service location. We now describe the Integrated Data Location Protocol
A number of service location systems for wireless networl@:)Lp)_ To support data location while minimizing commu-
work at the application layer. Some use a decentralized afcation overhead, IDLP embeds location information com-
proach based on peer-to-peer (P2P) caching [10]-[13].ewhjressed adata signaturednto routing control messages in the
others use a hybrid of P2P and directory-based architgstwork. Nodes store data signatures along with routingesnt

tures [14]-[16]. Still others push service discovery dowe t i the routing table and use them to resolve data location
network stack in order to work more closely with the routingeries.

layer [17]-[20].

In [16], the authors adopt a two phase hybrid architectufe Data Location and Routing Integration
similar to the Kazaa file-sharing network [21]. Local diect  Multihop wireless networks present a dynamic environment
ries (supernodes) aggregate service records and resagé |@haracterized by nodes joining/leaving the network, node
queries. When local resolution fails, a directory forwatlde mobility, changes in the topology and variable link quality
query towards other directories likely to have relevanbinfa- Note that this is a fundamentally different problem fromadat
tion. Query forwarding is guided by aggregate summaries fcation on static networks, where approaches such astelitec
service records using Bloom filters, identical to the wayrguediffusion [28] can optimize routes to data over time. These
forwarding is performed in the Berkeley SDS [6]. Howevelproperties make wireless routing an inherently expensiee p
mobility patterns of the underlying nodes require deletingess. Popular reactive routing protocols such as AODV [29]
records from Bloom filters, an expensive and difficult task. and DSR [23] require a network-wide flood ofeute request

Ekta [15] performs data location on wireless networksessage to discover routes to an unknown node.
by layering a distributed hash table (DHT) on top of the As a baseline strawman approach to data location in a
Pastry [22] P2P network. To locate an object, it must first haultihop wireless network, we consider the simple solutién
moved to the wireless node whose Pastry identifier matche®adcasting the query across the network (similar towde
closest with the object. If metadata is stored instead of thequestmessage). With thiguery floodingapproach, we can
object itself, a client node must use P2P routing to locate teimultaneously build a route and resolve a query. This smpl
metadata, and then redirect to the object. Despite theritegsolution is guaranteed to work and has the same cost as a
tion of DSR [23] source routes, the resulting query redimett single route discovery operation. Thus, any new solutiostmu
multihop overlay routing, and DSR route maintenance traffiesolve queries at a lower cost.
can impose significant overhead on the wireless nodes. This is a difficult challenge for application-level solutig

The approaches in [20] and [17] embed service recordssingle extra application-level hop could require a newteou
inside ZRP [24] route advertisements and ODMRP [25] multdiscovery, resulting in a network-wide broadcast. The ltasy
cast advertisements, respectively. Nodes are requiredda k traffic would impose more overhead than the strawman solu-
the service to UUID mapping or the service to multicast groufon described above. For example, a client using a dirgetor
mapping, a priori. These mechanisms work for discoverirtzpsed approach must send a message to the directory server,
small sets of well-defined services but are ill-suited foe ththen possibly contact another server for the actual object
general problem of data location, where a priori mappings information. Each of these steps may result in a route
are not possible. In addition, the UUID approach limits thdiscovery cycle and thus may be more expensive than a com-
number of data objects searchable (at most 16 in [20]), apbttte query using query flooding. Even with caching enabled
the proactive nature of local ZRP advertisements increasssthe directory server, client mobility is likely to change
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events. Similarly, query resolution using structured peer

peer overlays [22], [30] involves multiple hops on the oagrl ‘ 0\ 1\0\ 0\ 0‘ 1‘ 0\ 0\ 1‘ d 1‘ d 1‘ d d’o‘
network. Each overlay hop may result in a new route discovery 01234506 7 8 9101112131415
operation and thus may be more expensive than a complete -~ BFlengh————>

query using query flooding. In general, all application leve

approaches that assume stable network routing will |i|4w'r Fig. 1. Hashing multiple object names into a single Blooneffilt

much higher messaging overhead compared to the naive query
flooding approach.

Thereforle, an efﬁuent_data location system must be.aw%% encode multiple objects on a single node into one Bloom
of the availability of routing state at the network level.igh filter, and piggyback it onto routing control messages for
calls for a cross-layer approach that integrates data imatdissemination

and wireless routing. IDLP integrates a data location compo Before we discuss the use of Bloom filters in IDLP, we first

nent into the routing protocol by piggybacking data I()leooutline their operation. A Bloom filter [7], [8] is a method

information onto routing control messages. Routing cdntrg .
. ) ; of representing a sefl = {aj,as,...,a,} Of n elements
messages are used as vehicles to disseminate the data Ipca-

tion information of each node into the network, eliminatin 0" Support set membership queriés,, to check whether an

. . - %Iementaz is a member ofd. The Bloom filter consists of a
the need for explicipublish messages. Client nodes resolve : . :
. : S o vectorv of m bits and a set ok independent hash functions,
gueries by accessing the data location information in their .
. 1, ha, ..., hg, each with an output rangfl, ..., m}.
routing tables.

The construction of a Bloom filter that represents the set
B. Compact Data Signatures A is done as follows: For each elemente A, the bits at
The integration of data location into the wireless routin§0Sitionshi(a), ho(a), ..., hx(a) in v are set to one. Thus a

level requires a compact representation of data objects t if at posmonn_m the Bloom fll'Fer is ;et if there is at least
imposes the minimum amount of storage and communicatiBf€ €lément; in A such thati,1 < i <k, hi(as) = n.
overhead. The data representation must be able to effigierfil Other bit positions are set to zero. We show an example of
encode the presence of multiple data objects per node, and Blgem filter construction in Figure 1 where= 3, m = 16.
impose a significant overhead as the number of objects gro\,\ﬁiven a Bloom filterB, we can check for the existence of an
in the wireless network. objectb by examining the value of the bits in the Bloom filter
Given the stringent storage and communication constraispositionshy (b), h2(b), . . ., hi(b). If any of the bits is set to
of wireless networks, we choose to support only data lonatigero, thenb is definitely not present in the set represented by
via a unique name, rather than more multi-field queries suéh On the other hand, if all the bits are set to one, then it is
as those supported by LDAP [1] or the Berkeley SDS [6Probable that the object exists in the set represented B
For application of IDLP to service discovery, we assume tH@owever, it is possible that even with all the respectives bit
presence of a canonical ontology that maps generic ter§f: the object may not be present in the set, an occurrence of
into a single name. For example, queries for “fire ﬁghte,afalse positive The false positive rate can be controlled as per
or “fireman” would map into “fireman.” Such an ontologythe requirements of the application by choosing the apjptgpr
mapping can be provided by the wireless service providgpmber of hash functionk, the size of the Bloom filtern,
at the application level. In addition, location-based rfiecs and taking into account the average number of objects used
such as “find the nearest X” can be resolved by augmentifythe construction of each Bloom filter.
guery results with GPS positioning information. Note that we are choosing larger Bloom filter sizes to mini-
The key challenge is to find a scalable, compact represénize the occurrence of false positives in data signaturéth W
tation of data object names. In a network where each wireleds appropriate choice of andm, Bloom filters can provide
node can offer multiple data objects or locate multiple fers, “near-lossless” compression. Therefore, our compresgan
we need a mechanism whose overhead increases in size Wighn Bloom filters is not from lossy compression, instead
the number of nodes in the network, not the number of objests exploit Bloom filters mainly as a compact representation
per node. Each node can then serve a number of objectsobra dynamic dataset. Since it is not possilalepriori to
services using metadata of a constant size, or a unigue know the number of objects in the network or to assign
signaturethat represents the contents of the directory listinghem sequential identifiers, the Bloom filter signaturesasct
Bloom filters [7] provide an ideal solution for our needsa@ compact naming scheme to accommodate a dynamically
They compress a set of elements into a fixed size strigjanging set of objects.
and support set membership queries on the string. Gengratinln Section 1V, we analyze the effects of the Bloom filter
and querying Bloom filters are efficient operations, and thmrameters on the performance of IDLP and list the values of
resulting string can be extremely compact. Bloom filterswall & andm used in our implementation of the protocol. We now
lossy compression, and provides a tunable knob in the tfAdedescribe the use of Bloom filters in IDLP and the propagation
between filter size and query resolution accuracy. In IDLBf the Bloom filters in the network.



C. IDLP Operation c) Location Query ResolutionWe now outline the se-

IDLP i b th " tocol in th ; (%uence of events and actions associated with resolving an
resides above e routing protocol in the protoc ject Location Query Assume that a node is trying to

stack of eaph node i_n the ngtwork. The protopol accqpts_a1r8) ate an object with identifie©. IDLP then calculates the
handles object location queries from a querying applm:atloloit positionsp1 — 71(0), ps = ha(O) )

Queries from the application are assumed to be a uniqu@strm a Bloom filter for this object. Note that hash functions
identifier for the objecti.e. a file name, URL or service name.

queries from peer nodes in the I‘-let\fVOI’k. _ then searches the current AODV routing table and selects
_ @) Data Signature Initialization:At each node, the ini- 4| the nodes whose data signatures have the bit positions
tialization phase of the protocol involves the constructad PL.p2, . .., Set to 1. These nodes form theobal candidate

the data signature that represents a summary of the setiQf ang represent the set of all the nodes that may have the
objects shared by the node. The data signature is consirqugjecta

using the object identifiers of all the shared objects. TE®id  EF.om this global candidate list, we designate a subset
tifiers of the shared objects can be filenames, URLSs, or %rv'@f nodes ascandidate nodesWe describe the criteria for

names. These identifiers form the set elementsis, ..., an  candidate node selection in Section I11-D. The local nodth
of the Bloom filter construction described in Section II-Bgads a unicast query message for objecsimultaneously
This data signature is then passed to the underlying routipg each candidate node. Upon receiving the query message,
protocol. The routing protocol incorporates the data i@ o5ch node sends a response to the querying node about the
in its control messages, thus propagating it throughout thgaijanility of the object. In other words, nodes that have
netvyork. While IDLP is compatible with any reactive W'rs?sthe requested object respond positively and others respond
routing protocol, we chose AODV [29] as the Underly'”gwegatively.
protocol for our experiments in this paper. If no positive response is received at the querying node
Figure 1 shows an example of the construction of a dajgthin a timeout period, a network-wide broadcast query is
signature of a node that has two objects “Fireman” anfitiated. On receiving this broadcast query message fer th
“FirstAid Station.” In this example the node uses a 16 bfst time, a node that has the requested object sends a tinicas
Bloom filter and three hash functions. The bit positions f%sponse to the originating node as described above. If it
each object are calculated and then combined to produce fas not have the object, the node forwards the message
data signature for the node. to its neighbors. Duplicate copies of the broadcast query
b) Data Signature PropagationTo illustrate the propa- message are discarded. A querying node that receives iaultip
gation of IDLP data signatures, we assume a scenario uspigsitive responses, during either the unicast query phase o
AODV as the wireless routing protocol. A typical AODVthe broadcast query phase, can choose among the responses
routing table entry has the following structuredestination to select the closest node.
addr, next hop addr, route metric (hop count), sequence #,Figure 2 depicts a scenario that illustrates the query m®ce
interface ID>. We augment the entry with an additionalConsider a disaster area with an ad hoc network that uses
field associated with each entry: the destination node’sHDUDLP to provide a location-aware search facility. As shown
signature. in the figure, the ad hoc network is comprised of several
Route discovery in AODV is based on a network-widgeographically distributed wireless routers. Assume that
broadcast of the Route Request (RREQ) message, initiatedwiseless routers employ IDLP with an eight bit-two hash
the source node. In IDLP, the RREQ message includes the datiection Bloom filter. A rescue worker, connected to router
signature of the originating node. All the nodes in the nekwo M, wishes to locate a medicine kit closest to him and sends
receive this message and cache the routing information ahé corresponding query td/. On receiving this queryM
data signature for the source node. When the destinatioomputes the bit positions for “Medicine Kit” and examines
receives this RREQ message, it responds with a Route Rejidy routing table to select the candidate nodes. Router
(RREP) message that includes its own IDLP data signatudetermines that router§, P and B are the closest routers
This RREP message is unicast along the reverse path of that may have a medicine kit nearby. It then unicasts queries
route. All nodes along this path record the routing inforimat to each of these nodes. Routé&rFsand P respond positively
and the destination node’s IDLP data signature. Thus, with information about the medicine kits close to them. Rout
a network with many active flows, each node has sevei@| with the smaller hop count, is chosen as the closest rbuter
routing entries with the corresponding data signaturetifose Note thatB is an example of a false positive. In addition, since
destinations. In addition, if AODV’'s HELLO messages aréhere is an upper bound on the number of unicast queries sent,
enabled, each node’s routing table contains route entrids aome matching entries (such &8 will be omitted.
IDLP signatures for all of its neighbors. This process ofteou
discovery through the RREQ, RREP, and HELLO messagez_lnthis example, we assume that the network distance (hopteisua good
" . . . indicator of the geographic distance. In a practical deplest, additional
facilitates the propagation of the IDLP data signature i@ th

; = g ormation such as GPS coordinates of individual routeas be used to
network without the need for explicit control messaging. select the closest router.
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Fig. 2. A rescue worker connected to wireless nddecontactsM with a query for the nearest medicine kit/ uses IDLP to resolve the query, finds four
matching entries, and issues unicast messages to threemf ¥Map courtesy of http://maps.google.com.

D. Candidate Node Selection Metrics The forwarding mechanism for this message is similar to the

Candidate nodes are selected from the routing table to R¥opagation ofiink break (Route Error) messages in AODV
ceive the simultaneous unicast queries. The purpose ofrencd?nd has smaller overhead compared to a network-wide flood of
unicast queries is to minimize the network overhead assatiathe update message. We limit the rate of proactive publgshin
with a network-wide broadcast. If a route to a node that h#g order to aggregate multiple objects churns at a node and
the object is already known, that node is queried, thereh§duce the network overhead.
preventing a new broadcast route discovery. Additionahg, IV. SIMULATION PERFORMANCE

selection of more candidate nodes helps reduce the effect o . .
false positives on the query resolution process. By sendin {Ne evaluate IDLP on the Qualnet simulation platform [31]

unicast queries to more nodes, the probability of failurehef Ufder a variety of system parameters and environmental con-

unicast querv phase is sianificantly reduced. However Iarditions. We begin this section by describing the parameters
query p g y i g° E(lJ”Ig metrics chosen to evaluate IDLP. Next, we discuss the

number of unicast messages may cause the same overhed Toration of tradeoffs to determine our system paranseter
a single broadcast message. In Section IV, we investigate P . ur sy P e
d we evaluate the impact of environmental factors on

the choice of number of simultaneous unicasts and its im .
P P. Finally, we compare the performance and overhead of

on the overhead in the network. . .
. . IDLP with the Geography-based Content Location Protocol
The selection of the candidate nodes from the global Ca@CLP) [27] and the simple query and flood approaches.

didate list is based on the following parameters: hop cofint
the routing entry, and the timestamp of the routing entry. T@. Parameters and Metrics

ensure the locality property of the search, the candidati®®10 g jations were carried out with 100 nodes in a network

are selected based on their distance from the querying nogdgs, of 2000m X 2000m with IEEE 802.11b as the MAC
Thus, the hop-count field in the routing table entry is used [Quer The transmit power, receiver sensitivity and thdrma
select candidate nodes with the least hop-count values. Th&qe factor were chosen so as to achieve a reliable packet
timestamp on the routing entry is used as the secondary k@¥ention range of about 200 meters. The network was static
to select the more recent routing entry when two nodes areggf.ent during the experiments that explicitly consider ftityb

the same hop count distance from the querying node.  Aopy was used as the routing protocol. The Bloom filter hash
E. Node and Object Churn functions chosen were MD5, SHAL and SHA25@unable

Node churn refers to the phenomenon of nodes joinirﬁgSte_m par_am_ete_rs mchde: .
and leaving the network. IDLP leverages the behavior of theObJeCt d|str_|but|on:0bject names are chosen from a I'St. of
routing protocol to handle the node churn in the networl%.’ooo_'oqo unique Internet URLS. Randomly sel_ected objects
The routing protocol is aware of nodes that leave/join th%re.dlstnbuted across nodes. The ngmb_er of objects per .node
network and correspondingly updates the routing tables Th aries from 10 .to 390’ and the repllcqtlon factor per object
continuous process of table updates maintains the latest vi number of replicas in the network) varies from 1 to 20.

of the network and up-to-date data signatures. IDLP is thusMaXImum _number of smgltaneogs unicastg: (As the .
able to function well even in a dynamic network. number of simultaneous unicasts increases, redundancy is

Object churn refers to a change in the set of shared Objeépbl_roduced to accommodate the false positives generated by

When the set of ObJeCtS shared ata node Changes! its ”:_)LP da§ahe optimal number of hash functions, to minimize false positives is
signature also changes. IDLP pushes updated data sigsatesen 2« 2, wherem is the number of Bloom filter bits and the number of
to the routing protocol for inclusion with future messagks. inserted elements [8]. The parameteis not known in advance. We therefore

" . fix the number of hash functions to be three for our analysis.ct\bose these
a_ddltlon, the IDLP nOde_proaCtlvely sends the updated d#ff’sh functions to achieve an even distribution of outpussthe result space.
signature to other nodes in the network that have a route toTite functions do not have to be cryptographically secure.
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overhead.

Impact of Bloom filter lengthm: on per-query communication  Fig. 4. Impact of the maximum number of simultaneous ungcégt

the Bloom filter. We refer to the maximum number of allowet?lc IDLP. We first examine the impact of ands), keeping all

simultaneous unicasts as Increasing; increases the unicastOther system parameters fixed. Simulations were conducted

overhead and reduces the fraction of queries that requiréNgh the syste_m Param‘?tefs specified in Section IV-A. The
broadcast for resolution. object repllcatllon factor is f|v§.
Bloom filter length 42): The length of the Bloom filter, 1) Bloom Filter Length: Figure 3 shows a plot of the

m, determines the false positive rate. We must choose qipssage qverhead per query with the number of objects per
appropriate value ofm to support a specific number Olcnode for different Bloom filter lengths. The connected data

objects per node. A large Bloom filter length results in highe?omts on the curve represent the average broadcast overhea

unicast success rates but incurs greater store and dissgonin Incurred per node per query. The vertical line for each data
overheads point on the curve represents the corresponding average per
Routing state:IDLP disseminates data signatures throug'ﬂOde unicast overhead per query. The top of each line thus

route control messages. The amount of background traffic fPresents the total per node overhead introduced by a query

the system affects the amount of routing state present on tH& Y-axis on the right shows the broadcast fraction peryjuer

nodes, and consequently the likelihood of finding a matcifroc0Tresponding to each data point on the curve.
local routing entries. For our analysis, we assume a traffic V& observe from the graph that the unicast overhead forms

model where at any given time, 50% of the nodes have gsmall fraction of the total overhead per query. Total mgesa
active flow to another random node in the network. overhead depends largely on the fraction of queries thaltres

We evaluate IDLP by examining both its performance aHB broadcast. The broadcast fraction remains below 20% in

its overhead on the system. The metrics for evaluation éelu (€ région of low false positive rate. This region can be seen

Query overheadQueries are generated for all the object) the Figure 3 to be up to 50 objects with a 512 bit Bloom
in the network, and query source nodes are chosen rando

,%lﬂ(;r length and up to 150 objects with a 1024 bit Bloom filter

in the network.Message overhead per queiy the average '€Ngth- _ .

per node overhead introduced by a query. The per nogét is interesting to observe that the broadcast fraction per
overhead represents the network-wide overhead averaged ${f"y does not reach ze;ro even when the false positive rate
per node. The message overhead includes the overhead calfs&§Se t© zero. The 16% minimum broadcast is due to the
by unicasts and broadcastBroadcast fraction per query absence of complete routing information at the nodes. This

represents the fraction of the total queries that result in&iNIMum broadcast fraction depends on the amount of rout-
broadcast. ing information in the network. Additionally, the maximum
Publish overheadPublish overhead is the amount of mesProadcast fraction per query does not reach 100% even when

saging overhead in bits per second required to distribuj@oob the fa_lse positive rate is _close_to 1_00%._Thi_s is because the

information in the network. We evaluate the publish oveche§€lection of nodes for unicast in this region is random and a

generated by IDLP. fraction of the unicast queries succeed with random selecti
End-to-end delayEnd-to-end delay is the amount of delayf nodes. o

encountered from the time of query initiation to the time of The publish overhead is independent of the number of

indication of a success or failure. The end-to-end delayisho Objects in the network and depends on the Bloom filter length

be within acceptable limits for a data location system to H&) and the traffic in the network. For the traffic model used
deployable. in the simulations, and assuming the average length of a flow

is roughly one minute, we determined that a 512 bit Bloom

filter results in a publish overhead of roughly 2 kbps across
The choice of the Bloom filter lengthy, and the maximum the network and can support 50-75 objects with 80—90% of

number of simultaneous unicastg, impact the performance the queries successfully resolved through unicasts. A b4

B. Performance Tradeoffs
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Bloom filter results in a publish overhead of about 4 kbps Z ogl ® Max node speed 5 m/s -—>— |
. . @ " Max node speed 10 m/s -
and can support 150-175 objects per node with 80—90% of S Max node speed 15 m/s @
the queries resolved with unicasts. Clearly there is a taffle & 06 l
between the overhead and the supportable number of objects§ 04 ]
per node in the network. We expect about 50-75 objects for #
. . . (]
our target application scenario and hence choas®12 for g 02¢r 8
the remaining analysis. S 0
. . . m
2) Maximum Number of UnicastsiVe now examine the 0 5 10 15 20
impact of the maximum number of simultaneous unipazs)s ( Number of replicas per object
Figure 4 plots the message overhead per query witithe
data points represent the average broadcast overheademgr qu Fig. 7. Impact of mobility.

while the vertical line represents unicast overhead penyque
It is seen that the broadcast overhead per query decreages as

increases. When is low, the fraction of queries that resultin 1) |mpact of Object ReplicationFigure 5 shows that there
broadcast is high. Additionally, when the number of objecis an exponential decrease in the broadcast query fractin w
per node is low, the false positive rate is lower and hence thereased replication of objects in the network. More regsi
broadcast overhead for 25 objects/node is less than foedargh the network result in an increased chance of a routingyentr
number of objects. As we increase the maximum number @& a node containing the object. In addition, the fraction of
simultaneous unicasts, the false positives of individmatasts entries in the routing table that contain the object incesas
are covered with redundant unicasts and hence all the curyg@gen the replication is sufficiently large>(0), the false
reach a common low broadcast overhead per query. positive rate has little effect on the fraction of queriestth
The unicast overhead shown by the length of the verticadsult in broadcast. A large fraction of the queries $5%)
lines indicates that the unicast overhead increases &s succeed during the unicast phase.
creases. However, note that when the false positive rate i) Impact of User Traffic:Since the amount of user traffic
higher (100 objects/node), the increase in the unicasteaer determines the routing information available at nodes i th
is much larger as) increases. This shows the importance afietwork, we evaluate IDLP with the routing state per node.
appropriate selection of Bloom filter length. The maximuriigure 6 represents the effect of routing state per node on
unicast overhead is limited by the amount of routing informahe fraction of the queries resulting in broadcasts. When th
tion available at the nodes. false positive rate is low (25 and 50 objects per node in the
It is thus clear that a low value of (<2) can cause a large graph), additional routes at a node result in a greateritract
fraction of the queries to result in broadcast. We obseromfr of the queries succeeding during the unicast phase. However
the graph that about three unicasts can compensate for #iea higher false positive rate (100 objects per node), the
false positives created by the Bloom filter. Hence we choopeobability of choosing the false positive entries incemsas
n = 3 for further analysis of IDLP. and hence the existence of more routing information hds litt
effect on the fraction of queries that succeed during theasti
phase. This shows the importance of choosing an appropriate
value of m to suit the application requirements. A 512 bit
We now examine the impact of the environment driveBloom filter can support about 50-75 objects per node.
factors such as the object replication, user traffic and titpbi  3) Impact of Mobility: We performed mobility experiments
on the performance of IDLP. using the random waypoint model in Qualnet with different

C. External Factors
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Fig. 8. Comparing IDLP against GCLP and Query flooding.

maximum node speeds. While the random waypoint model is
not ideal, it serves our purpose because we are only cortterne

with the impact of broken links and routes on the performance = ﬂj ﬂj 7
of IDLP. & %/7 <&
Figure 7 shows the broadcast fraction per query with e — 7
different maximum node speeds. We observe that mobility / ﬁed%/\ /’/ﬁ <
degrades performance at lower object replication facttfith m& ﬁ (b@“
more replicas, redundancy from multiple simultaneous uni- \J df;ﬁ%/ \d' A
casts mask the impact of broken routes at certain nodes, #{_} ﬁ — (;\"
ensuring that they do not negatively impact the overall astic >

performance. Fig. 9. UCSB MeshNet Testbed.

Since IDLP leverages routing control messages for data
signature propagation, the publish overhead increasgmpro
tionally with control messages and has been excluded fraaovwever, Figure 8(b) shows that GCLP has a relatively low
discussion here. We found the overall success rate in tgccess rate when there are few object replicas in the nietwor
presence of mobility to be close to 100%. GCLP++, IDLP and Query flood all achieve a success rate of

D. Comparing IDLP to GCLP and Query Flooding close to 100%. IDLP achieves query success rate comparable

We now compare IDLP with the Geography-based Conteto GCLP++ without periodically publishing object availbtyi

: . X : éta across the network.
Loc.at|on Protocol (G.CLP) [27] de_scrlbed in Section | ané’ Finally, Figure 8(c) compares object publication overhead
a simple flood technlque. GCLP is a push-based technqu%? GCLP and IDLP on a per-node basis. IDLP’s overhead
prop_osed for muitihop networks, where _data records ari]sdindependent of the number of objects per node. When the
gueries are forwarded across the network in each of the forlﬁﬂmber of obiects per node is 50. IDLP provides a factor
compass directions. Nodes at the intersection of the publi ¢ o5 improvémentpin publish ovérhead (F))ver GCLP. The
and query paths use cached data to resolve queries. Becays . . . : .
IDLP and GCLP share the same objectives, we compare t%?"f?ﬂgct publish overhead with GCLP increases linearly whin t

performance. Note that GCLP only returns the location of th%umber of objects. GCLP thus works best when the number
object while IDLP forwards messages to the object’s Iocr:atio0 objects per node is small. IDLP can support more objects

er node with an appropriate selection of Bloom filter length

To compare the overhead fairly between the protocols, Vﬁei thus suitable for both service discovery and data locat

assume that GCLP uses an idealized routing protocol, andy 4 greater number of objects per node in the network.
hence only incurs an additional message overhead to tevers

the shortest path between the client node and the object V. EVALUATION ON THE UCSB MESHNET
location. Since GCLP does not ensure a query success rat¢, nderstand IDLP performance in a real network, we
close to 100%, we extend GCLP to resort to a broadcagiyiement IDLP and deploy it over the UCSB MeshNet
search upon failure to locate an object. This is representggsined. The testbed consists of 25 nodes distributed over five
as GCLP++ in our performance comparison results. floors of the Engineering | building on the UC Santa Barbara
Figure 8(a) shows a comparison of per node messaggynys. Figure 9 shows an approximate representation of
overhead per query between IDLP, GCLP, GCLP++and Quefye physical layout of the 16 nodes used for evaluating
flood approaches. Query flood invokes a network-wide floqgh) p There are two types of nodes in the network: Linksys
for each object query and hence is likely to generate high@frT54G routers and small form-factor Intel Celeron-based
overhead. It is interesting to observe that the performang@g poxes running Linux. Each WRT54G node consists of

of Query flood degrades as the number of object replicgg, |inksys WRT54G wireless devices connected together.
increases. This is due to a surge in the reply overhead. GCLP

shows a low query overhead even with few object replicas.*nttp://moment.cs.ucsb.edu/meshnet
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Fig. 10. Unicast success rate and overall success rate aegueith number of objects in the network.

Linksys WRT54G routers and X86 boXe3he Kernel AODV
implementation does not incorporate thiack listfeature [29]

for handling unidirectional links. Thus unidirectionatks had

i a serious impact on the performance of IDLP. This problem
manifests during data signature publication in one dicecti

04 - T because the publishing node may be unreachable in the other

Unicast (50 Objects/Node) —+— ) .
Overall (50 Objects/Node) -—-x--- direction. The other cause of poor performance was the use of

Fraction of successful queries

02t ) _ i
Unicast (100 Objects/Node) —*--- " '
Overall (100 Objects/Node) - hop count as the routing metric by AODV. Researchers have

0 0 1 2 3 ‘4 5 shown the shortest hop count metric to perform poorly foadat

Number of replicas per object delivery [35]. This adversely affected the query success ra
with IDLP.

Fig. 11. Unicast success rate and overall success rate jisetareplication. Once our investigation revealed these performance factors
we decided to use an ETX-based enhancement proposed
for AODV called AODV-ST [36]. AODV-ST maintains bidi-
rectional link connectivity information at each node. Rout

One device serves as a mesh node running AODV, while thglection relies on this information and the most reliatdéhp

other is used for out-of-band management of the node. Egghchosen for data delivery. AODV-ST thus addresses both

X86 box is equipped with a PCMCIA 802.11b radio and gur issues of unidirectional links and poor path reliapikind

wired Ethernet interface. The IEEE 802.11b radio is used f@ermits us to accurately evaluate IDLP.

the AODV mesh and the Ethernet interface is used for out-oé— Evaluation of IDLP

band management. ' .

The link quality between each pair of connected nodes was//e Now evaluate IDLP over AODV-ST in the MeshNet
measured using the ETX [32] metric. The link delivery rati(_gestbed. We first examine the impact of the number of objects

within the network varies from 10% to 95%. The diameter dff the network on the overhead and the query success rate. The

the testbed is six hops. system parameters chosen are as follows: 2, replication
factor is one, and 50% of the nodes have a flow to another
random node in the network.

A. Deployment Challenges We first look at the success rate of IDLP. Figure 10(a)

Olshows the unicast success rate and the overall success rate

We first evaluate IDLP over Kernel AODV [33] deploye . , . . . :
on the MeshNet testbed. The initial results obtained wete n%btalned with 512 bit and 1024 bit Bloom filters. The unicast

promising. The unicast success rate of IDLP with 10 objec%gccess rate represents the fraction .Of the total querms-th
vl\fere successfully resolved through unicasts alone. Theashi

: ; 0
per node and 512 bit Blooml fllte.r was 43./0 and the overg uccess rate with both 512 bit and 1024 bit Bloom filters in
success rate was 52%. Detailed investigation showed tbat . . .

e region of low false positives{ 0%) is close to 75%.

i i 0,
data delivery rate averaged across all node pairs &0%. The overall success rate is about 80%. In contrast, sinomati

This poor performance had two primary causes: the preser}ggults show a unicast success ratexoB80% and a overall
of unidirectional links in the testbed and the choice of shsir

U . o )
hop paths by AODV. While previous research has shown tﬁgccess ra_te Ok .100/0 n the same region. This disparity

; o . . iS"due to simplistic assumptions in the simulator that do not
existence of unidirectional links in real testbeds [34]e th.

. . incorporate the lossy variations of the wireless medium.
presence of different node types exacerbates this prolemi P Y
our testbed. 70% of all unidirectional links were links beem  5The transmission power on these devices was set at the saale le



We next add redundancy in the system to isolate the effect ¢d]
packet loss. Upon failure to locate an object during either t
unicast or the broadcast phase of IDLP, we retry the quem. T[r%ol
results from these experiments are shown in Figure 10(k9. Th
unicast success rate increases from 75% to 80% and the lovétal

success rate increases from 80% to 95%. The overall success

rate remains around 95%, indicating that multiple retries a[12]
required to completely isolate the broadcast loss. It isrcle
. . . 3]
redundancy is needed to cope with the packet loss in the
wireless medium.
Figure 11 shows the impact of replication on the succeB4!
rate of the queries. Higher replication adds redundancyén t
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Finally, we evaluated the end-to-end delay per query and
found that it is always less thaB00 milliseconds on the
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location system. [19]
VI. CONCLUSION

Adoption of location-aware network services such as digy,
aster recovery requires an efficient data location mechanis
for multihop wireless networks. We propose IDLP, a Iightm]
weight, bandwidth-friendly data location layer for muttip |2
wireless networks. Through integration of data locationl an
wireless routing, IDLP reduces control protocol overhead a

. 23]
efficiently handles topology changes. The usage of Bloo[m
filters as compact data signatures enables IDLP to suppi@#f
data location for a large number of objects. Simulation ltssu
show that piggybacking signatures on routing control mgasa
optimizes control protocol overhead and retains a highckear
accuracy. Measurement results of IDLP on a testbed show tH&t
IDLP provides a high query success rate while incurring low
communication overhead and end-to-end delay. [27]
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