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1 Introduction

The graphical user interface (GUI), with the associated WIMP (windows,
icons, menus, pointing device) implementation of the desktop metaphor, has
been a smashing success over the years. Originated at SRI, further developed
and commercialized by Xerox PARC, popularized by the Apple Macintosh
computer, and spread to the ends of the earth by Microsoft Windows, the
graphical user interface was a vast improvement for most users1 over the
command-line interface. Rather than requiring users to remember complex
strings of textual input, and limiting the computer’s output response to text
as well, the GUI with its standard mouse-keyboard-monitor trio (along with
some requisite underlying hardware, such as a graphics card) made using a
computer easier, and it was instrumental in bringing computing to the masses.
The graphical user interface has been dominant for over two decades for good
reason, and it has benefited both computer users and the computing industry.

However, the graphical user interface has limitations. As the way we use
computers changes and computing becomes more pervasive and ubiquitous,
current GUIs will not easily support the range of interactions necessary to
meet the needs of users. Advances in hardware, bandwidth, and mobility have
begun to enable significant changes in how and where computers are used. New
computing scenarios, such as in automobiles and other mobile environments,
rule out many traditional approaches to human-computer interaction. Com-
puting is becoming something that permeates daily life, rather than something
people do only at distinct times and places (as with office productivity ap-
plications). In order to accommodate a wider range of scenarios, tasks, users,
and preferences, interfaces must become more natural, intuitive, adaptive, and
1 Many expert users prefer command-line interfaces, since quickly typing short

(often-used) combinations of keystrokes is faster than finding commands in a
menu. In addition, most visually impaired users prefer or require the simple layout
of the command-line interface.
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unobtrusive. This is a primary motivation for developing multimodal user in-
terfaces.

We will certainly need new and different interaction techniques in a world
of small, powerful, connected, ubiquitous computing. Since small, powerful,
connected sensing and display technologies should be available, there has been
increased interest in building interfaces that use these technologies to leverage
the natural human capabilities to communicate via speech, gesture, expres-
sion, touch, etc. While these are unlikely to completely replace traditional
desktop and GUI-based interfaces, they will complement existing interaction
styles and enable new functionality not otherwise possible or convenient.

The goal of research in multimodal interfaces is to create novel interfaces
that combine modalities in a coordinated manner to provide interfaces that
are powerful, flexible, adaptable, and natural. While multimodal interfaces
may generally refer to both input and output modalities, our focus is on the
input side (to the computer). A well known early example of a multimodal
interface is the “Put That There” demonstration system developed by Bolt
and his colleagues at MIT in the early 1980s [3] (see Figure 1). In this system,
the user communicated in a “media room” via speech and pointing gestures
directed at a large screen display, and information from the two modalities was
integrated to direct interactions with the system. In the canonical “Put That
There” example, two deictic (pointing) gestures, referring to an object and
a location, are combined with spoken text to fully understand which object
is to be moved to what location. The integration task is to disambiguate the
command by matching referents.

Fig. 1. Bolt’s “Put That There” system. (Photo by Christian Lischewski. Copyright
1980, Association for Computing Machinery, Inc. Used with permission.)
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Multimodal interfaces may include typical keyboard and mouse input,
but may also add visual information (computer vision), spoken conversation
(speech and language understanding), touch sensing and force feedback (hap-
tics), and other sensing technologies, as well as “under the hood” components
such as user modeling, context/task modeling, reasoning, affect modeling, etc.
A key aspect of multimodal interfaces is the possibility for moving beyond
the command/control oriented interface, where the user initiates all action,
to one that is more modeled after communication, where the context of the
interaction has a significant impact on what, when, and how information is
communicated.

This chapter explores the concept of multimodal interfaces and discusses
their motivations and background, important and open issues, state of the
art, and opportunities for the future.

2 Human Computer Interaction

The interface between people and computers has progressed over the years
from the early days of switches and LEDs to punched cards, interactive
command-line interfaces, and the direct manipulation model of graphical user
interfaces. The “desktop metaphor” of graphical user interfaces, typically char-
acterized as WIMP interfaces, has been the standard computer user interface
for many years. During this time computers have changed enormously, increas-
ing their speed and capacity, and decreasing component size, at an astounding
(and exponential) rate. There are now a wide range of computer devices of
various size and functionality. In addition, there now are many non-GUI (or
“post-WIMP” [37]) technologies, such as virtual reality, conversational inter-
faces, ubiquitous computing, tangible interfaces, and affective computing, that
promise to change the status quo in computer-human interaction. But, in gen-
eral, hardware has changed much more dramatically than software, especially
software for HCI. In fact, one can argue that the disparity in hardware and
software improvements has caused the level of dissatisfaction and frustration
with computers to increase dramatically, as people’s experiences often do not
meet their expectations.

Human-computer interaction is more than just a way to get input to, and
output from, a computer program. It is more than just a “pretty face,” the
user interface tacked on to the application before it ships. Rather, HCI is a
deep and broad field of study that focuses on the human side of computing, but
also includes much about the computer side as well. HCI seeks to understand
people, computers, and the ways in which they influence one another, and
it involves a wide range of professional disciplines. As such, HCI researchers
attempt to think deeply and clearly about:

• People: What are people good (and bad) at? What are their perceptual and
cognitive capabilities and limitations? What are their physical capabilities



22 Matthew Turk

and limitations? What social and environmental aspects of interaction are
relevant?

• Computers: What are computers good (and bad) at? What are their tech-
nical and mechanical capabilities and limitations (e.g., memory, I/O band-
width, processing speed, physical design)?

• Context: For what environments and tasks is the system intended? What
are the physical and cognitive constraints? Will users be operating when
fatigued, rushed, distracted, or otherwise disadvantaged?

• Usability: What does it mean for a user interface to be good, or powerful,
or helpful? What must be tested, and what are the independent and de-
pendent variables? Are an adequate range of users being considered and
tested?

The general focus of HCI is on the complete user experience – and not
just for the “average” user, but for the wide range of users of various ages,
sizes, and abilities interacting with computers on a wide range of tasks in a
potentially wide range of environments. This requires a user-centered approach
(rather than a technology-driven approach) to design, engineering, and testing
interfaces. Human-computer interaction comprises four major aspects:

• Design: Intuition, design guidelines, and experience (empirical evidence)
• Human factors: Testing, constructing models of human performance (per-

ceptual, memory, cognitive, etc.)
• Devices: Physical devices (mouse, joystick, keyboard, monitor, HMD, etc.)
• Software: Infrastructure and tools, device drivers

Each of these is an important part of the broad field of HCI. One can
view human-computer interaction as a hierarchy of goals, tasks, semantics,
and syntax. The goal level describes what a person wants to do, independent
of the technology – talk with a friend, for example, or edit a manuscript. Tasks
are the particular actions that are required to attain the goal – e.g., locate
a telephone, dial a number, talk into the headset. The semantics level maps
the tasks onto achievable interactions with the technology, while the syntax
level specifies the particular actions (such as double clicking an icon) that
accomplish a subtask.

HCI makes use of conceptual models, whether implicitly or explicitly. A
conceptual model is a mental model formed through experience, training, or
instruction that gives the user a useful mechanism to map the basic elements
of interaction to a familiar scenario. A good conceptual model – for example,
the desktop metaphor, or a calculator – enables accurate prediction by the
user, providing an obvious and natural mapping between system states/events
and model states/events.

User interfaces may be viewed as a necessary evil, because they imply a
separation between what one wants the computer to do and the act of doing
it, i.e., a separation between the goal level and the task, semantics and syntax
levels. This separation imposes a cognitive load upon the user that is in direct
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proportion to the difficulty and awkwardness that the user experiences. Poor
design, to be sure, exacerbates the problem, giving rise to the all-too-common
experience of frustration when using computers.

This frustrating user experience can clearly be improved upon in many
ways, and there are many ideas, initiatives, and techniques intended to help,
such as user-centered design, 3D user interfaces, conversational interfaces,
intelligent agents, virtual environments, and so on.

One point of view is that direct manipulation interfaces – such as the
GUI/WIMP model, where users manipulate visual representations of objects
and actions – and “information appliances,” devices built to do one particular
task well [17], will alleviate many of the problems and limitations of current
computer interfaces. Although this is very likely true – and such devices may
well be commercial successes – it is not clear that this interface style will
scale with the changing landscape of form factors and uses of computers in
the future.

To complicate things, it is no longer obvious just what “the computer”
is; the largely stand-alone desktop PC is no longer the singly dominant de-
vice. Rapid changes in form factor, connectivity, and mobility, as well as the
continuing effects of Moore’s Law, are significantly altering the computing
landscape. More and more, computers are embedded in objects and systems
that people already know how to interact with (e.g., a telephone or a child’s
toy) apart from their experience with stand-alone computers.

There are several alternatives for how interacting with computers (whether
embedded or not) can proceed in the future, including the following:

• Simplify: Make the interface obvious and straightforward, giving users di-
rect control and relevant feedback pertaining to the task at hand. Move
toward single-task devices and central control to ensure consistency and
reliability.

• Disappear: Make the interface disappear into the device, as with embedded
computing (e.g., computer control systems in automobiles), so that users
may not even know or care that they are interacting with a computer-
based device. A more elaborate version of this is the concept of ubiquitous
computing, where networks of computers, sensors, and displays become
intimately integrated into everyday life.

• Accommodate: Make the interface anticipate, adapt, and react to the user
in an intelligent fashion, allowing users to interact in natural ways while
the system disambiguates and clarifies users’ intentions.

Each of these alternatives has its merits, and each should be (and is being)
pursued for future technologies. The first option is the domain of information
appliances and direct manipulation interfaces [31]. Clearly, the second option
is desirable when it is appropriate to the task at hand, as in an automobile
braking system – let the embedding computers do their work while the user
steps on the brake as he always has done. This seems most useful in traditional
uses of computing devices, such as text editing and information query, and
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in other situations where the computer appears to the user as a tool for a
specific set of purposes, such as calculating numbers, controlling a process, or
drawing.

The third option – interfaces that accommodate to the user in seemingly
intelligent or perceptive ways – has developed a significant following in the
user interface community in recent years [15, 34]. It remains controversial [14],
however, and the premise is not yet widely accepted and has not been proven
in practice by common commercial systems. For example, anthropomorphism
(portraying inanimate computers as having a human-like personality or iden-
tity) can be awkward and even confusing to the user [32], although it may
also have certain advantages [41]. Speech recognition, the individual technol-
ogy most associated with this style of interface, has not yet turned the cor-
ner to become broadly useful, rather than mildly useful in limited domains.
Other component technologies, such as computer vision, reasoning, learning,
discourse modeling, and intelligent agents, are still primarily in research labs
and have not significantly impacted real systems as of the end of the year
2004. The vision of technology portrayed in the movie and book 2001: A
Space Odyssey [5] is clearly not yet at our disposal.

Nevertheless, one should expect these technologies to mature, especially
with the common goal of integrating them to improve and advance the inter-
face between humans and machines. There is progress every year and hopeful
signs that before long they will begin to profoundly affect HCI. In addition
to the desire for these technologies to improve the user experience, there is
additional motivation for the computer industry: continuing progress in hard-
ware demands more and more software to drive it and consume all those extra
cycles.

These three possible directions for HCI development are by no means
mutually exclusive; in fact, the second and third have much in common. As
people use computers less and less for text-only processing, and more and
more for communication and various media-based applications, the future of
human-computer interaction becomes completely intertwined with the future
of multimedia systems. The two go hand in hand.

3 Multimodal Interfaces

Since Bolt’s early “Put That There” prototype, there has been considerable
progress in developing a variety of different multimodal interface systems. Ovi-
att [18, 22] gives a good overview of the field, defining multimodal interfaces
as systems that “process two or more combined user input modes – such as
speech, pen, touch, manual gestures, gaze, and head and body movements –
in a coordinated manner with multimedia system output.” This implies two
main aspects of multimodal interfaces: developing modes of interaction and
developing techniques to combine or integrate the modes that enables more
flexible, expressive, powerful, and natural interfaces.

Branislav Kisacanin
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Humans interact with the world primarily through the five major senses
of sight, hearing, touch, taste, and smell. In perception, a modality (or mode)
refers to a particular sense. A communication channel is a pathway through
which information is transmitted. In typical HCI usage, a channel describes an
interaction technique that utilizes a particular combination of user/computer
communication, based on a particular device (such as the keyboard channel or
the mouse channel), or on a particular action (such as spoken language, writ-
ten language, or dynamic gestures). In this view, the following are all channels:
text (which may use multiple modalities when typing in text or reading text
on a monitor), sound, speech recognition, images/video, and mouse pointing
and clicking. In this view, multimodal interaction may refer to systems that
use either multiple modalities or multiple channels.

Multimodal systems and architectures vary along several key dimensions or
characteristics, including the number and type of input modalities; the number
and type of communication channels; the ability to use modes in parallel,
serially, or both; the size and type of recognition vocabularies; the methods of
sensor and channel integration; and the kinds of applications supported [35].

There are many potential advantages of multimodal interfaces, including
the following [20]:

• They permit the flexible use of input modes, including alternation and
integrated use.

• They support improved efficiency, especially when manipulating graphical
information.

• They can support shorter and simpler speech utterances than a speech-
only interface, which results in fewer disfluencies and more robust speech
recognition.

• They can support greater precision of spatial information than a speech-
only interface, since pen input can be quite precise.

• They give users alternatives in their interaction techniques.
• They lead to enhanced error avoidance and ease of error resolution.
• They accommodate a wider range of users, tasks, and environmental situ-

ations.
• They are adaptable during continuously changing environmental condi-

tions.
• They accommodate individual differences, such as permanent or tempo-

rary handicaps.
• They can help prevent overuse of any individual mode during extended

computer usage.

In addition, recent research [38] indicates that humans may process infor-
mation faster and better when it is presented in multiple modalities.

Oviatt and Cohen and their colleagues at the Oregon Health and Science
University (formerly Oregon Graduate Institute) have been at the forefront
of multimodal interface research, building and analyzing multimodal systems
over a number of years for a variety of applications. Oviatt’s “Ten Myths of
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Multimodal Interaction” [19] are enlightening for anyone trying to understand
the area. We list Oviatt’s myths in italics, with our accompanying comments
[35]:

• Myth #1. If you build a multimodal system, users will interact multi-
modally. In fact, users tend to intermix unimodal and multimodal inter-
actions; multimodal interactions are often predictable based on the type
of action being performed.

• Myth #2. Speech and pointing is the dominant multimodal integration
pattern. This is only one of many interaction combinations, comprising
perhaps all spontaneous multimodal utterances.

• Myth #3. Multimodal input involves simultaneous signals. Multimodal
signals often do not co-occur temporally.

• Myth #4. Speech is the primary input mode in any multimodal system
that includes it. Speech is not the exclusive carrier of important content
in multimodal systems, nor does it necessarily have temporal precedence
over other input modes.

• Myth #5. Multimodal language does not differ linguistically from uni-
modal language. Multimodal language is different, and often much simpli-
fied, compared with unimodal language.

• Myth #6. Multimodal integration involves redundancy of content between
modes. Complementarity of content is probably more significant in multi-
modal systems than is redundancy.

• Myth #7. Individual error-prone recognition technologies combine mul-
timodally to produce even greater unreliability. In a flexible multimodal
interface, people figure out how to use the available input modes effec-
tively; in addition, there can be mutual disambiguation of signals that
also contributes to a higher level of robustness.

• Myth #8. All users’ multimodal commands are integrated in a uniform
way. Different users may have different dominant integration patterns.

• Myth #9. Different input modes are capable of transmitting comparable
content. Different modes vary in the type and content of their information,
their functionality, the ways they are integrated, and in their suitability
for multimodal integration.

• Myth #10. Enhanced efficiency is the main advantage of multimodal
systems. While multimodal systems may increase efficiency, this may not
always be the case. The advantages may reside elsewhere, such as decreased
errors, increased flexibility, or increased user satisfaction.

A technical key to multimodal interfaces is the specific integration lev-
els and technique(s) used. Integration of multiple sources of information is
generally characterized as “early,” “late,” or somewhere in between. In early
integration (or “feature fusion”), the raw data from multiple sources (or data
that has been processed somewhat, perhaps into component features) are
combined and recognition or classification proceeds in the multidimensional
space. In late integration (or “semantic fusion”), individual sensor channels

Branislav Kisacanin
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are processed through some level of classification before the results are inte-
grated. In practice, integration schemes may combine elements of early and
late integration, or even do both in parallel.

There are advantages to using late, semantic integration of multiple modal-
ities in multimodal systems. For example, the input types can be recognized
independently, and therefore do not have to occur simultaneously. The training
requirements are smaller, O(2N) for two separately trained modes as opposed
to O(N2) for two modes trained together. The software development process
is also simpler in the late integration case, as exemplified by the QuickSet
multimodal architecture [7]. QuickSet uses temporal and semantic filtering,
unification as the fundamental integration technique, and a statistical ranking
to decide among multiple consistent interpretations.

There are several modes/technologies that have been used in multimodal
interface systems, though some more than others. The most common are
speech recognition, language understanding, pen-based gesture, magnetic (or
inertial or optical) sensors for body and hand tracking, non-speech sound
processing, hapic (touch- or force-based) input devices, and computer vision.
(There have been a few projects that use smell, taste, or balance.) Automat-
ically sensing, detecting, and recognizing various aspects of human behavior
– identity, pose, spoken language, visual or pen-based gestures, facial expres-
sions, overall activity – will enable interfaces more closely matching styles of
natural human-to-human interaction.

These sensor-based technologies are joined by research in important rele-
vant areas such as user modeling, task/context modeling, and learning. Con-
text obviously plays an important role in human-human communication, and
it is a key issue that must be addressed in a significant way in order to achieve
truly natural, flexible, and effective multimodal interfaces. The context of an
interaction includes all the relevant information: the identity of the user, that
user’s preferences and experience with the system or task, the subject matter
of the task, the location, time of day, urgency of the task, and much more. All
but the most limiting and rigid systems will require learning and adapting to
the specific context, which is generally far too complex to specify manually.

In addition to publications in the top conferences and journals of each
of these individual fields, a number of workshops and conferences have been
held in the past decade with the specific intention of bringing together re-
searchers in the various subfields of multimodal interfaces. The workshops on
Perceptual/Perceptive User Interfaces were held in 1997, 1998, and 2001, and
the International Conference on Multimodal Interfaces has been held several
times beginning in 1996. In 2003, the two merged into an annual conference,
keeping the ICMI name. Other regular conferences, such as Intelligent User
Interfaces (IUI) and ACM SIGCHI (CHI), also feature quality research in, or
closely related to, multimodal interfaces. There is also significant interest in
multimodal biometric systems in recent years, largely for security applications
[11, 28]; while the fields have much in common, the integration schemes and
interactivity goals are quite different.
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4 The State of the Art

During the past decade, there has been a good deal of research activity in mul-
timodal interfaces, including several different combinations of input modal-
ities. The performances of individual component technologies (e.g., speech
recognition and computer vision tracking) have improved, with lower error
rates and more robustness to non-ideal conditions. Multimodal architectures
that provide software infrastructure and integration techniques have been de-
veloped. The number of target applications has grown steadily. The number
and, subjectively, the quality of publications in the area have increased signif-
icantly. In sum, the state of the art offers an optimistic view that multimodal
interface research will soon contribute in meaningful ways to a number of real-
world application scenarios, and may possibly fulfill the vision of the “next
major paradigm” of human-computer interaction.

Although the “Put That There” system provided a vision in the early
1980s, it was not until several years later that fully operational, real-time
recognition capabilities made multimodal research a realistic option. Early
examples of such systems combining natural language with direct manipula-
tion (deictic gestures) include XTRA [12] and SHOPTALK [6]. Wahlster [40]
created early user and discourse models for multimodal communication. The
QuickSet system [7], an architecture for multimodal integration used for inte-
grating speech and (pen) gestures, allowed users to create and control military
simulations from a tablet or handheld computer. Figure 2 shows the use of a
system that incorporates QuickSet in a military application. This system was
a milestone in multimodal interface research, both as a practical working pro-
totype system and as an anchor point for a good deal of productive research

Fig. 2. QuickSet used in the ExInit application, in which a user communicates
via multimodal speech and gesture to create initial mission assignments for very
large-scale simulated battlefield scenarios. (From [8], used with permission.)
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on various aspects of multimodal interfaces (e.g., [9, 7, 42]). Vo and Wood
[38] also presented a framework for multimodal integration of speech and pen
input, experimenting with a multimodal calendar application.

Another system for integrating speech and (visual) gesture is described by
Poddar et al. [23], applied to the problem of parsing video of a weather report.
There have been a number of successful “Put That There” equivalents using
computer vision-based gesture recognition along with speech recognition.

Tight integration between modalities has been a critical element in the
“speechreading” community [33, 2, 25, 26]. These systems attempt to use
both visual and auditory information to understand human speech – adding
not just lip reading, but “face reading” to audio speech recognition. Humans
appear to do this, as we tend to hear better in noisy environments when we
visually focus on the speaker’s face.

The area of embodied conversation interfaces, environments where ani-
mated characters interact with people (for example, at public kiosks [28], at
large wall-mounted displays, or on the desktop), has been moving from charac-
ters that are blind and able to understand a limited range of spoken commands
to multimodal environments in which the characters interact through speech,
vision, gesture, and other modalities [1, 4, 16, 13] (see Figure 3). Multimodal
conversational systems (without visual characters) are being developed for
automobiles, in order to provide intuitive and flexible methods for drivers to
control vehicle systems using speech and/or touch [24].

Design guidelines for multimodal user interface design have begun to
emerge after the research and prototyping experience of the past decade.
Reeves et al. [27] offer a preliminary set of principles for multimodal interface
design in six main categories:

Fig. 3. A multimodal kiosk that uses stereo vision to track head position and
recognize head gestures [16]. Used with permission.
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• Requirements specification
– Design for the broadest range of users and contexts of use
– Address privacy and security issues

• Designing multimodal input and output
– Maximize human cognitive and physical abilities
– Integrate modalities in a manner compatible with user preferences,

context, and system functionality
• Adaptivity

– Design interfaces to adapt to the needs and abilities of different users,
as well as different contexts of use

– Provide dynamic adaptivity, with graceful degradation
• Consistency

– Use common, consistent features as much as possible
• Feedback

– Keep users aware of their connectivity, available modalities, and inter-
action options

– Provide confirmation of after-fusion interpretation
• Error prevention/handling

– Provide clear exit and undo capabilities
– Provide task-relevant and easily accessible assistance

Perusing the state of the art in multimodal human-computer interaction
reveals a broad array of research areas and goals. Individual recognition and
modeling technologies are continuing to improve every year – a summary of
the state of each component area would be quite lengthy. Progress continues
in multimodal integration methods and architectures, and in tools for creat-
ing and testing multimodal systems. Several working prototype multimodal
systems have been built and evaluated, and government and industry appear
interested in using the developing systems and technologies.

5 Challenges in Multimodal HCI

Despite the significant progress in recent years, still much work remains to
be done before multimodal interfaces become an everyday, indispensable part
of computing. The research agenda must include both the development of
individual components and the integration of these components. Challenges
remain in each individual component area; each modal technology (speech
and sound recognition, language understanding, dialogue management, hap-
tics, pen-based gesture, vision-based tracking and recognition technologies,
user modeling, context modeling, etc.) is an active research area in itself.
Fundamental improvements in learning and reasoning are necessary. Multi-
modal integration methods and architectures are far from mature; in fact,
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most current systems integrate only two modalities, such as speech and pen
or visual gesture. Larger, more ambitious research projects and prototype sys-
tems must be developed in order to tackle some of the deep problems that do
not surface with simpler systems.

For computer vision researchers interested in applying real-time vision
technologies to multimodal HCI, the main areas of interest are well docu-
mented, including face detection and recognition, facial expression analysis,
hand tracking and modeling, head and body tracking and pose extraction,
gesture recognition, and activity analysis. Building systems to perform these
tasks in real-world scenarios – with occlusion by objects and other people,
changes in illumination and camera pose, changes in the appearance of users,
and multiple users – is a huge challenge for the field. A high level of robustness
is key for all the recognition technologies, and in the end robustness can only
be determined by very thorough and stringent testing under a wide range
of conditions. To accomplish given tasks at certain levels of overall system
performance, researchers must determine what the accuracy and robustness
requirements are for each component. Testing a face recognition system is
fairly straightforward, but what are the implications for testing when there
are several recognition technologies and underlying user and context models
all in one system? The whole is clearly not just the conjoining of the parts.

In addition, there are potentially significant privacy issues with multimodal
systems that must be considered early on in order to provide potential users
with the assurance that such systems will not violate expectations of security
and privacy. Waiting until the technologies are on the way to market is clearly
not the way to handle these serious issues.

It is widely believed that truly superior technology does not always win
out, and it may be the case that very effective multimodal interfaces could
fail to make a significant impact because they are too different from well-
entrenched technologies. In order to most effectively bring about a transition
to multimodal interfaces, it may be wise to go slowly and to build on, rather
than try to replace, current interaction technologies, i.e., the WIMP-based
graphical user interface.

There is much work to be done before multimodal interfaces revolutionize
the human-computer interface. The grand challenge of creating powerful, ef-
ficient, natural, and compelling multimodal interfaces is an exciting pursuit,
one that will keep us busy for some time.
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