
Abstract

With advances in transistors technology and existence of highly integrated chips, chip-
multiprocessors (CMPs) are becoming a more feasible alternative to superscalar architec-
tures. The adoption of CMP architectures is hindered, however, by the complexity of commu-
nication and memory models and lack of efficient parallelization techniques. To solve these
problems, researchers rely on software-based CMP simulation models, which are flexible,
easy and cheap to create, transparent but nevertheless extremely slow. The recent break-
through in size and speed of field programmable gate arrays (FPGAs) technology makes
it possible to fit a complete CMP model onto a single FPGA chip. These hardware-based
models, relying on programmable logic, can achieve both flexibility and high speed.

This thesis aims to show that it is possible to fit a complex valid CMP model on a single
FPGA chip and achieve a high clock speed. We therefore propose a flexible and portable
CMP model written in a hardware description language (VHDL) that fits on existing FPGA
platforms. It is a simplified design of the Jamaica CMP and constitutes of a number of
symmetric multithreaded pipelined processors. The model is verified and its flexibility and
validity is shown by running microbenchmarks using single-, double-, triple- and quadruple-
processors versions of the design. It is also our aim to deduce chip utilization and clock
speed of the design and show its portability by mapping a dual-processor version on three
different FPGA devices of the following families: Altera Cyclone II, Altera Stratix II and
Xilinx Virtex-4.
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CHAPTER 1

INTRODUCTION

Microprocessors designers aim to improve performance by building more complex
uniprocessors that are capable of executing more instructions per clock cycle. Superscalar
processors are able to extract large amount of instruction-level parallelism (ILP) by analyz-
ing dependences among adjacent instructions and scheduling independent instructions for
simultaneous execution on several execution units. To be able to achieve that, they rely on
sophisticated architectural features such as dynamic scheduling, dynamic branch prediction
and speculative execution [21]. It is believed, however, that superscalar processors are not
the best way to utilize highly integrated chips. This tendency is the outcome of the following
reasons [29]:

1. Parallelism is only extracted on the instruction-level. Other levels of parallelism, such
as loop-level and thread-level, are totally disregarded.

2. The amount of parallelism exploited depends on the processor window size. That is the
maximum number of adjacent instructions under investigation for dependence. How-
ever, the amount of ILP in any sequence of instructions is limited since instructions
from the same sequence are typically highly interdependent. That is why increasing
the window size and adding more execution units is not as rewarding as before. It will
cause the design to grow in die area with slight improvement in performance. It is even
expected that such improvement will eventually diminish, as the limit of available ILP
is reached, and new levels of parallelism must be examined.

3. Superscalar architectures are extremely complex and require long design and verifica-
tion time. In addition, they cannot be easily modified.

Now, with the high advances in transistors and highly integrated chips, it becomes cru-
cial to decide whether to keep on enhancing the available superscalar designs or to move en-
tirely to alternative designs like chip-multiprocessors (CMPs), or simultaneous multithread-
ing (SMT) [41].

CMP design uses a number of simple, usually single threaded, microprocessors, which
all reside on the same chip. CMPs operate on thread-level of parallelism, each thread running
on different processor. It has been shown that CMPs can outperform superscalar processors
when running multithreaded programs [29]. Nevertheless, CMPs cannot adapt to instruction-
level parallelism. This means that when running a single thread of control, superscalar
processors show better performance. The reasons that CMPs are favorable are :

1. CMPs are composed of simple RISC processors. They are, therefore, simpler to design
and verify.

1



2. The design is highly scalable. To support larger number of simultaneous threads, sim-
ply more processors would be added to the design which is merely done by design
replication.

3. Since the processors are on the same chip, communication overhead becomes rela-
tively low compared to other multichip multiprocessors. This enables the support for
fine-grained multithreading.

4. CMPs design divides the chip area among processors into partitions, thus most of
the circuit communication is done within each partition. Therefore, using the same
die area, CMPs would exploit smaller circuit delay compared to superscalar or SMT
architectures.

1.1 Motivations and Aims

Although CMPs seem appealing to switch to, they are not well adopted because of the com-
plex communication and memory models and lack of efficient parallelizing compilers for
large non-regular programs [12]. To tackle these problems CMP simulation models are
needed. Software-based models can provide accuracy (even to cycle-level), transparency,
flexibility, and completeness. They are, however, extremely slow (10K cycles per second)
compared to hardware-based models (up to 100M cycles per second) [11]. The problem with
hardware-based models is that they are expensive to build due to long design and verifica-
tion time, in addition to being inflexible. With the emerge of high-density, high-speed field
programmable gate arrays (FPGAs), it becomes possible to map complete CMP models on
a single FPGA chip. These models are flexible, transparent (with the addition of debugging
interfaces) and much faster than the software-based ones. Advances in FPGA technology
include [7, 45]:

• High-capacity FPGAs with up to 200,000 logic cells and 9,936 Kb of embedded mem-
ory.

• High-speed FPGAs that can reach up to 500 MHz.

• Improved functionality using on-chip multipliers, digital signal processing (DSP)
blocks, soft- and hardcore processors.

• More advanced electronic design automation (EDA) tools and design entry using hard-
ware description languages (HDLs) have simplified the task of designing complex sys-
tems.

This thesis shows that it is possible to fit a valid complex CMP model on a single FPGA
chip and achieve a high clock rate. In order to do that, we propose a flexible and portable
FPGA-based CMP model written in a hardware description language (VHDL) which is a
simplification of the Jamaica CMP design [44]. We chose the Jamaica CMP for using mul-
tithreaded processors which enables large number of threads to reside in the system. It also
uses true (non-speculative) user-defined threads which makes it a general-purpose CMP ar-
chitecture.

The model exhibits complex architectural features like pipelining, multithreading, in-
struction memory caching and data buffering. It contains a number of RISC multithreaded

2



pipelined processors arranged in a ring. Information about free contexts is made available
via tokens that circulate the ring. The design also exhibits fast thread switching, using dedi-
cated context storage hardware, and forking which can be both done in a single clock cycle.
The design is aimed to be flexible (in terms of number of processors, cache size, number of
contexts, ... etc.) and easy to modify and update. It is also written in general standard VHDL
using only standard libraries in order to be portable to any high density FPGA device.

To verify and validate the design, three microbenchmarks (Fibonacci, Vector-add and
Subroutine-calls) are run using a VHDL simulator. Flexibility of the design is demonstrated
by modifying number of processors in the system and running microbenchmarks on single-,
double-, triple- and quadruple-processor versions of the model. Model verification is carried
out by checking final results of the microbenchmarks for correctness and visually inspecting
generated waveforms for errors and anomalies. Furthermore, some performance values are
collected from the simulation and compared with those computed statically using the mi-
crobenchmarks code. The design is validated as true multithreaded CMP system by showing
that parallel version of the microbenchmarks achieves significant speedup over the sequen-
tial version and that more speedup is achieved by using more processors in the model. Extra
information about amount of parallelism achieved and processors utilization further validate
the model.

We also aim to show the model portability and investigate its chip utilization and clock
speed using three FPGA devices: Altera Cyclone II (EP2C70F896C8) [4], Altera Stratix
II (EP2S180F1020C3) [7] and Xilinx Virtex-4 (XC4VFX140FF1517) [45]. The mapping is
done using two processors only with different values for instruction cache size and number of
contexts per processor. It shall be shown that for a certain configuration the design operates
at 85 MHz occupying only 51% of the chip area. A larger configuration would occupy up
to 90% operating at nearly 45 MHz. The results obtained will guide any future efforts to
implement models for other CMP architectures.

1.2 Thesis Contributions

The contributions of this thesis can be summarized as follows:

• It demonstrates the possibility of mapping a complex general-purpose CMP design on
a single FPGA chip while achieving high clock speed. The design contains complex
architecture features like pipelining, multithreading, instruction caching, data buffer-
ing. It also describes design simplifications that are made to ensure the fitting of the
design on a single FPGA chip.

• The proposed model itself is proven, using microbenchmarks, to be a valid pipelined
multithreaded CMP model. Thus, it can be used in future research experiments about
CMP architectures or parallelization techniques.

• It presents information about mapping area and clock speed. Such information will
guide future CMP modeling efforts as it gives estimates about mapping area and speed
of other CMP models.
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1.3 Thesis Organization

The thesis is divided into six chapters. The remaining chapters are organized as follows

• Chapter 2 presents a background to types of control-flow parallelism, architectures
that support parallel execution and presents a brief background to hardware description
languages and FPGAs.

• Chapter 3 focuses on multithreading and multiprocessing. It provides a taxonomy for
multithreading and parallel architectures. It also describes the communication models
and memory architectures for multiprocessor architectures.

• Chapter 4 describes the proposed model architecture. It first defines the design objec-
tives and then gives an overall architecture overview. The instruction set architecture,
pipeline design, memory architecture and thread distribution are all discussed in de-
tails. The chapter is then concluded with a discussion about the design drawbacks.

• Chapter 5 is divided into two parts. The first shows the performance of the model
when running three microbenchmarks using single, dual, triple and quadruple proces-
sors. The second part shows the space allocated and clock speed for the dual-processor
version of the design when fitted on selected FPGA devices.

• Chapter 6 provides conclusions of the work and suggestions for future work and ap-
plications.
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CHAPTER 2

BACKGROUND

This chapter defines control-flow parallelism and describes several levels of parallelism. Fur-
thermore, it investigates four architectures supporting parallel execution. Finally, the chapter
describes hardware description languages (HDL) and FPGAs.

2.1 Control-flow Parallelism

Control-flow is the sequence of execution of instructions of a program at run time. Ex-
ploiting certain levels of parallelism in a sequence of instructions has been the key factor in
improving the performance of nearly all microprocessors. To exploit parallelism, the code
has to be investigated by either the software or hardware or both to extract parts of the code
that could run in parallel. These parts range in size from a single instruction to a whole
process. The amount of parallelism to be exploited is controlled by the dependences among
the instructions under inspection. These dependences can be classified into three categories
[21]:

• Data dependences(also calledtrue data dependences): occur between two instruc-
tions, when one instruction consumes the outcome of an earlier instruction. This can
be resolved by executing the two instructions in their original control-flow order of the
program. Naturally, this limits the parallelization of the code.

• Control dependences:this kind of dependences is caused by conditional branch in-
structions which makes the execution of the following instructions subject to the eval-
uation of the branch condition. In other words, the execution of an instruction stream
must be stalled until the branch condition and the target address are evaluated. This de-
pendence is overcome using branch prediction and speculation techniques [33] where
the branch outcome is predicted and instructions are fetched from the predicted tar-
get address speculatively. This kind of dependences occurs only among instructions
belonging to the same instruction stream.

• Name dependences:this case occurs when two instructions write to the same location
or the second one writes what is read by the first. They are called name dependences
because they could be eliminated by simply renaming the target location of the second
instruction or the source of the first instruction. Such dependences may lead to hazards
on architectures supporting out-of-order execution.
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2.1.1 Instruction-level Parallelism

Instruction-level parallelism (ILP) refers to the simultaneous execution of instructions. This
can be achieved by overlapping execution of instructions using pipelining or by utilizing sev-
eral execution units. Architectures supporting ILP must support mechanisms for dependence
analysis, register renaming, structural hazards detection, and sometimes branch prediction
and speculative execution. All of the mentioned mechanisms aim for the execution of as
many instructions as possible in parallel without having to stall the execution. The amount
of parallelism available in code, however, is limited and controlled by the application domain
[24].

Scheduling instructions for execution can be performed either dynamically or statically.
Dynamic scheduling refers to selecting instructions to execute by the hardware at run-time.
Tomasulo’s algorithm [39] and Thornton’s scoreboarding algorithm [38] are among the most
known dynamic scheduling algorithms used in multiple-issue processors. A multiple-issue
processor is capable of dispatching more than one instruction for execution in one clock cycle
which requires very sophisticated hardware support. Static scheduling, on the other hand,
happens at compilation time. It generally aims to rearrange instructions, while maintaining
correctness, such that dependent instructions are kept far from each other in the code to
overlap their dependence latency. Static branch prediction [33], loop unrolling and loop
pipelining [1, 2] are among static scheduling techniques. In practice, dynamic scheduling
is usually assisted by static scheduling in order to exploit more parallelism and to reduce
hardware cost [10]. Some architectures rely heavily on static scheduling, such as Very Long
Instruction Word (VLIW) architectures.

2.1.2 Thread-level Parallelism

Thread-level parallelism (TLP) refers to executing instructions belonging to different in-
struction streams, called threads, simultaneously. Since each thread operates on its own set
of data, dependences among instructions of different threads are unlikely to occur, unless
data locking or synchronization is required. Threads could beexplicit or implicit [42]. Ex-
plicit threads are those defined by the user or automatically generated by compilers. Implicit
threads are speculative ones generated by the hardware to run concurrently with the leading
thread. Implicit threads may be flushed in case of mis-speculation or unresolved depen-
dence. In either cases, running different threads helps reduce latency due to memory access,
I/O, interrupts, ... etc, by overlapping them with execution of other threads.

Most recent architectures support multithreading, either through uni- or multiprocessors
architectures. A single-issue uniprocessor could fetch instructions from different threads by
switching between them after certain number of cycles. In such case, several program coun-
ters and set of registers would be needed for each thread, which is called a thread context.
Execution units also would be multiplexed among different instructions. On the other hand,
a multiple-issue processor could issue several instructions from different streams in a sin-
gle cycle, in which case it is called a simultaneous multithreaded (SMT) architecture. On a
multiprocessing platform, each processor would run its own thread(s), and in such case inter-
thread communication would be carried out through inter-processor messaging or through a
shared memory. Each of the above models could be equipped with special storage to hold
thread context data, in addition to an efficient thread switching technique.
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2.1.3 Process-level Parallelism

Process-level parallelism is a coarser level of parallelism maintained by the software. A
process (or a task) is a unit of resources ownership that may constitute of one or several
threads [35]. That is, resources (such as memory space, I/O channels, I/O devices and files)
are allocated per process. The threads within a process are the units of execution and all
resources allocated to the process are shared among its threads. Each thread, however, has
its own context, execution stack, and local storage. It is the operating system job to manage
process-level parallelism. It should support process creation, termination, and inter-process
communication while the underlying hardware remains unaware of this level of parallelism.
By bundling each group of related threads into processes, it becomes easier and faster to
create and terminate threads, switch between them, and carry on inter-thread communication
within the same process.

2.2 Architectures with Parallel Execution Support

2.2.1 Superscalar Architecture

The term scalar processor refers to the simplest type of processors, where a single instruction
is issued per cycle and each instruction operates only on one data item. In contrast, a vec-
tor processor shows an implicit type of instruction-level parallelism (ILP). Each instruction
operates on multiple data items (vector of values) which is equivalent to executing multi-
ple instances of the same instruction simultaneously on different data items. A superscalar
architecture is somehow a mixture of the two. It does not support vector instructions, nev-
ertheless it is capable of executing different instructions operating on different data items.
This is achieved through multiple execution units. To be able to better utilize the execution
resources, superscalar architectures are usually multiple-issue, that is multiple instructions
are issued for execution at the same cycle.

Figure 2.1 shows an abstraction of a superscalar architecture. In the instruction fetch
stage, instructions are fetched from instruction cache to be stored in a reorder buffer. In
the reorder buffer instructions operands are investigated to check for data dependences with
other instructions in the buffer. If an instruction is ready for execution (all of its operands are
determined) and an execution unit is available, the instruction is issued for execution even
if it would run out of its original program order. This is called dynamic scheduling. Extra
hardware should be added to check for name and control dependences.

It is clear that this kind of architecture relies heavily on ILP. Even more, exploiting par-
allelism is mostly done through hardware. This is the primary reason that superscalar archi-
tectures are very complex to design and verify. Furthermore, relying heavily on hardware to
achieve that task makes the code investigation for parallelism somehow local to the number
of instructions under investigation (window size). It should be also mentioned that software
scheduling schemes (static scheduling) are used only to aid the hardware to exploit more
parallelism. Efforts to enhance superscalar performance focus on improving the dynamic
scheduling scheme, branch prediction accuracy, and deeper speculative execution.
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Figure 2.1: A superscalar CPU

2.2.2 Very Long Instruction Word (VLIW) Architecture

We turn our attention to another architecture type that relies on ILP to boost its performance.
VLIW architectures are similar to superscalar in the sense that they both have multiple exe-
cution units and they both are multiple-issue architectures. The main difference in a VLIW
architecture is that the software is responsible for extracting parallel instructions by arrang-
ing them inlong instruction words. A long instruction word (shown in figure 2.2) consists
of several instruction slots, where each slot is dedicated for a certain instruction type (e.g.
integer, floating point, memory reference). Each slot has its own corresponding execution
unit(s). The compiler should schedule a no-operation (NOP) instruction for slots whose ex-
ecution units are either busy or not to be used. This is called static scheduling [21]. The
term “static” originates from the fact that scheduling occurs before run-time (i.e. on static
code). So scheduling relies only on information available in the code or from previous pro-
filing runs. Relying so heavily on software makes VLIW architectures much more simpler
to design and verify, since neither reorder buffer nor dependence-aware dispatchers are re-
quired. Even more, software-based optimization is more global e.g. Trace Scheduling [15].
Examples of the VLIW architectures are: Intel IA-64 Itanium [23] and Transmeta Crusoe
[40].
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-- -- -- -- -- -- -- -- load r5 r1 4
-- -- -- -- add r5 r5 r2 -- -- -- --

-- -- -- -- -- -- -- -- store r5 r1 4

load r5 , r1 , 4
add r5 , r2 , r5
store r5 , 4(r1 )

Figure 2.2: Long instruction words

2.2.3 Simultaneous MultiThreading (SMT) Architecture

SMT is an architectural design that is quite similar to superscalar design; it also has multiple
execution units and issues multiple instructions per cycle to better utilize hardware resources.
But the major difference is that SMT issues instructions from different instruction streams
(threads). SMT differs also from normal multithreaded architectures; despite that in a mul-
tithreaded architecture several threads are running, only a single thread is actually executing
(utilizing the pipeline). In SMT each issued instruction is from a different thread (Figure
2.4). This enables the hardware resources to be dynamically shared among running threads,
unlike multiprocessors architectures, where each thread is assigned to a processor, and thus
resources may be underutilized if not enough thread-level parallelism is available. SMT also
exploits ILP and TLP interchangeably [27]. For example, if ILP is not enough in a single
thread, instructions could be issued from other threads (in the same cycle) to make use of the
idle execution units.

2.2.4 Multiprocessing Architecture

Despite the progress in uniprocessor design and technology, there is uncertainty about
whether such progress could be sustained indefinitely. Current uniprocessor architectures
are becoming quite complex and performance increases (achieved through increasing com-
plexity, increasing silicon, and increasing power) seem to be diminishing [21]. Alterna-
tively, relying on multiprocessors seems like a logical way to improve performance beyond
uniprocessing limit. First, it would be more cost-effective to rely on the replication of rela-
tively simpler uniprocessors. Second, there appear to be a slow but steady progress on the
major obstacle of use of parallel processors, namely, software.

Multiprocessors are defined by the following system characteristics [14]:

• A multiprocessor contains two or more processors of approximately comparable capa-
bilities.

• All processors share access to common memory.

• All processors share access to input/output channels, control units, and devices.

• The entire system is controlled by one operating system providing interaction between
processors and their programs.
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In a multiprocessor architecture, usually each processor runs its own stream of instruc-
tions on its own data stream. In that case, each processor is running is own independent
processes. When these processes share code and data, they are then calledthreads. For
convenience we shall use the term threads to refer to parallel execution of code.

Multiprocessors rely on TLP. Unlike SMT architectures, multiprocessors cannot switch
dynamically to ILP in case TLP is not available. Lack of TLP would make several processors
idle and, in addition, ILP will not be exploited from the running threads. TLP is exploited
by the software in what is calledexplicit or user threads. Additional implicit threads may be
initialized by the hardware to be executed speculatively [42].

Communication overheard among processors is determined by the communication model
and memory architecture (discussed in the next chapter). It is the software role to extract
TLP from sequential code and schedule threads for execution. To utilize the underlying
architecture efficiently, the extracted threads granularity should be proportional to the com-
munication overhead.
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Figure 2.4: Instructions issuing in superscalar, multiprocessing and SMT

2.3 Hardware Description Languages (HDL)

By the end of the 1980s hardware designs grew in size and complexity. Hardware designs
were expressed then in schematic diagrams, which would describe the design at the gate
level and their interconnections. Such diagrams would then go through a process called
place and route, which aimed to convert the design description to logic elements placed on a
board. Relying on schematics has proven to be extremely difficult to understand, error prone,
and time-consuming to design and modify. Thus, hardware description languages (HDLs)
appeared. HDLs are basically text describing hardware at different levels of abstractions. It
is in some sense similar to a programming language, but only to be converted (compiled),
using alogic synthesizer, to physical hardware. In this section HDLs level of abstractions
and its design flow is explained.

2.3.1 Levels of Abstractions

HDL exhibits different levels of abstraction in describing logic. These levels are:

1. Structural level: this level of abstraction is equivalent to describing the schematic
diagram using text. The circuit is described as a netlist, which is a list of logic elements
and their interconnections. These logic elements are in turn described by any of the
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levels of abstraction described in this section.

2. Functional level: at this level, the design is described as a sequence of boolean ex-
pressions rather than gates. Intermediate boolean variables can be used.

3. Behavioral level: this is the higher level of abstraction that HDL can offer. At this
level hardware is described in terms of functionality rather than structure. It is similar
to writing a computer program, where loops, if-conditions, functions can be used to
describe logic.

It is obvious that the lower the level of abstraction the most efficient the realization would
be in terms of gate count. Nevertheless, following such level would make it more difficult to
modify the design. On the other hand, following the behavioral level, would make the code
easily modifiable yet not quite efficient.

2.3.2 HDL-based Design Flow

Figure 2.5 shows the design flow using HDL. Register transfer level (RTL) logic descrip-
tion are simulated for functional verification. This means that the simulation verifies that the
design written in HDL would operate correctly when synthesized, and no timing informa-
tion would be available during simulation. Once the design is verified for correctness, it is
logically synthesized. The logic synthesizer converts the HDL source to gate-level netlist.
For FPGAs, the logic synthesis step converts the RTL to a netlist of FPGA primitives and
their interconnections. A netlist is a text file that contains information about the gates used
and their interconnections, in addition to the delay through each connection. An additional
simulation step is done to perform timing verification, and finally the design is placed on the
targeted hardware (either ASIC or FPGA).

RTL
(HDL source)

Logic
Synthesis

Gate-Level
Netlist

Logic
Simulator Logic

Simulator

Place and
Route

Figure 2.5: HDL-based design entry
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2.4 Field Programmable Gate Arrays (FPGAs)

FPGAs are semiconductor devices that are composed of gate arrays that can be programmed
to hold a certain design. The wordfield (F) refers that programming of such devices can be
done during run-time and with no special equipment (unlike EPROM for example). FPGAs
lay somehow between two extremes: programmable logic devices (PLDs) and application-
specific integrated circuits (ASICs). PLDs are also highly configurable, but yet they cannot
support large or complex designs. On the other hand, ASICs are highly customizable and
more efficient in terms of power and gate count, nevertheless they remain time-consuming to
design and the design remains frozen after implementation. FPGAs are configurable devices
that can hold complex and large functions.

Figure 2.6: SRAM-based cell

Most FPGAs can be considered as large SRAM device. Where each cell drives the base
current of a transistor (figure 2.6). Programming the device would be to populate these cells
with the appropriate bit pattern that would realize the desired design. SRAM-based cells are
used to compose look-up tables (LUTs), multiplexers and flip-flops which are in turn com-
bined to form a logic element (LE) or block (following Xilinx terminology). Furthermore,
usually two LEs are combined into a slice and four slices would form a configurable logic
block (CLB). This hierarchy enables FPGAs to be highly configurable, specially since all of
these cells are connect by configurable interconnection logic.

The growth in FPGAs size has enabled them to accommodate highly complex designs.
Most of today’s FPGAs contain embedded RAM cells (block RAM), multipliers, DSP blocks
and other intellectual property (IP) cores. Even more, some FPGA device are equipped
with simple on-chip processors. This increase in size and functionality was accompanied by
similar increase in speed [45].

2.5 Summary

This chapter briefly discussed control-flow parallelism and their exploitations on different
levels. It then discusses some of the architectures that rely on ILP and TLP. It then explained
what hardware description languages are, their levels of abstractions and how they could be
used in a design flow. Finally, some light is shed on FPGAs, their capabilities and how they
work.
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CHAPTER 3

MULTITHREADING AND MULTIPROCESSING

In this chapter, we present background about multithreading and multiprocessing. First,
the definition of multithreading and a brief taxonomy of multithreading techniques is given.
This is followed by a taxonomy of multiprocessing architectures. Later, a description of
communication models and memory architectures in multiprocessors systems is given. And
finally we focus, in detail, on chip-multiprocessors (CMPs) giving brief account on some
existing CMP designs.

3.1 Explicit and Implicit Multithreading

Multithreading refers to the ability of a system to execute concurrently instructions from two
or more instruction streams. In a uniprocessor system, this is achieved by interleaving the
pipeline among threads, while in a multiprocessing system, threads are distributed among
cores in the system. Multithreading is mainly used to overlap latency. That is if a thread is
blocked for some reason, for example a memory access delay, a long running instruction, or
data dependence, a thread switch can take place to another ready-to-run thread.

The advances in superscalar architecture focus on increasing the number of instructions
that can be issued per cycle. ILP, however, is limited in conventional instructions streams
(7 instructions per cycle (IPC) using infinite resources [43] and around 4 IPC with large
number of resources (8 to 16 execution units) [9]). Multithreaded processors exploit TLP,
which overcomes the performance limit of ILP-based architectures.

There are two types of threads [42]:

• Explicit multithreading
This term refers to user-defined threads. They could be operating system threads,
compiler-generated or defined explicitly by user in the source code. Hardware offers
support for this kind of threads by adding instructions for thread forking, switching
and termination, in addition to the inter-thread communication and memory synchro-
nization. Additionally, context storage and switching policy are needed.

• Implicit multithreading
Implicit multithreaded processors generate speculative threads from a single-thread
program. The generated threads run in parallel with the root thread. In case of mis-
speculation, such threads become invalid and must be flushed. Examples of such ar-
chitectures supporting thread speculations are the multiscalar processor [17] and the
trace processor [31].
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Simultaneous multithreading (SMT)

Explicit multithreading

Figure 3.1: Explicit multithreading

In this section we present a taxonomy of explicit multithreading [42]. Explicit multi-
threaded processor are classified according to whether they issue instructions from a single
thread of control per cycle or from multiple threads of control. The latter is called SMT,
which was discussed in chapter 2. Multithreaded processors issuing from a single thread
per cycle are further categorized into interleaved and blocked multithreading. Below is a
description of interleaved, blocked and simultaneous multithreading.

3.1.1 Interleaved Multithreading

An interleaved multithreaded (IMT) processor, also called fine-grained multithreading,
switches to a different thread after each instruction fetch [42]. Provided that enough threads
are available, successive instructions in the pipeline become data and control independent.
Furthermore, context switching overhead is zero cycles. Memory latency is overlapped by
not fetching instructions from the blocked threads. This eliminates the need for hazard de-
tection hardware and data cache which makes the hardware much simpler. The tradeoff is
an underutilized pipeline in case the number of available threads is less than the number of
pipeline stages. To overcome this under-performance in a single thread case, two techniques
are followed:

1. Dependence look-ahead technique
The instruction set architecture (ISA) is modified such that extra bits are added to each
instruction to provide information about dependences with other instructions follow-
ing it in the program order [42]. This enables only independent instructions of the
same thread to be fed into the pipeline decreasing the number of wasted cycles. This
technique relies on avoiding dependent instructions rather than resolving dependences.
This would not improve performance much in case of highly dependent programs

2. Interleaving technique
The interleaving technique [26] adds data caching and full pipeline interlocks which
permits several instructions from a single context to occupy several pipeline stages.
This makes interleaving effective even in the single-context case.
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3.1.2 Blocked Multithreading

Blocked multithreading (BMT), also called coarse-grained multithreading, means that a
thread is executed until an event occurs, such as a cache miss or interrupt, that causes the
thread to be blocked and context-switching takes place. Unlike IMT, this technique achieves
better utilization of the pipeline even in case of a single running thread. BMT-based archi-
tectures can be classified according to the type of events that trigger thread switching [42]:

1. Static models
In these models, a context switch occurs on a certain instruction type, e.g. memory
load/store, branch, division instructions. This is called implicit-switch. Context switch
can be also invoked by the compiler using a context-switch instruction; this is called
explicit-switch.

2. Dynamic models
A context switch is triggered by a dynamic event. Examples of such models are

• switch-on-cache-miss, where context switching occurs if a load/store instruction
causes a cache miss. In such case, a context-switch is done in order to overlap
the cache population latency.

• switch-on-signalperform context switching on interrupts, traps or message ar-
rivals.

• switch-on-useforms some sort of lazy switch-on-cache-miss. In this scheme, if
a load instruction causes a cache miss, no context-switching takes place, instead,
execution continues until the value loaded is about to be used. If upon use the
value is still missing, a context-switch occurs. This model aims to overlap mem-
ory latency with execution cycles of the same thread. This proves efficient if a
load and a load-dependent instruction are distant or separated by long-running
instructions in the program code. In such case, memory latency is partially or
totally overlapped with execution cycles of the same thread. This proves even
more useful in case only one thread of control is available.

3.1.3 Simultaneous Multithreading

Performance of superscalar architecture is limited by the amount of ILP available in the
program [43]. SMT processors go beyond this limit by exploiting thread-level parallelism
by issuing instruction from multiple threads per cycle. This makes all threads compete for
processor resources and enables the processor to switch to ILP to fill unused issue slots.
Resources of an SMT architecture are either shared among competing threads, or replicated
for each thread.

3.2 Taxonomy of Parallel Architectures

In 1966, Flynn [16] proposed a taxonomy to categorize computing models. The categoriza-
tion was based on two parameters: the parallelism in the instruction stream and data stream.
Below is a list and brief description of this classification.
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1. Single instruction stream, single data stream (SISD): This class refers to uniproces-
sor architectures, where instructions are fetched from a single instruction stream per
cycle. Each instruction operates on a single data item.

2. Single instruction stream, multiple data streams (SIMD): The same instruction is
executed by different processors on different data streams. The parallelism in this case
is in the data processed. Each processor has its own data memory, but there is only a
single instruction data. Processors operate in a synchronous manner controlled by a
control processor which fetches and dispatches instructions. Vector processors follow
this class.

3. Multiple instruction streams, single data stream (MISD): It means that a single
data stream is operated by different processors executing different programs. There is
currently no applications of such model.

4. Multiple instruction streams, multiple data streams (MIMD) : This is the most flex-
ible general-purpose of the four classes. All processor execute instructions from dif-
ferent streams, operating on different data. Two factors are primarily responsible for
the rise of the MIMD multiprocessors [21]:

(a) MIMDs offer flexibility; they can serve as single-user multiprocessor focusing on
high performance of one application, or as multiprogrammed multiprocessors, or
as combination of both.

(b) They can be built using off-the-shelf processors.

MIMDs can be utilized such that each processor executes a different application,
process of an application or even a single thread of control.

3.3 Communication Models and Memory Architectures

In this section, we briefly discuss communication models and memory architecture for mul-
tiprocessors.

3.3.1 Symmetric Multiprocessing

Symmetric (shared-memory) multiprocessors (SMP) refers to multiprocessors with small
processor count that have a centralized memory module (figure 3.2). The memory is accessed
using a shared bus or multiple buses in case of larger number of processors. This type of
memory architecture is called symmetric since all processors have the same relationship
with the memory module. It is suitable for small number of processors, but that number can
be increased by using data caches and multiple data buses. Since the memory address space
is shared, inter-processors communication occurs via load and store instructions.

Using multiple caches introduces the problem of cache coherence. Since each processor
has its own local copy of a subset of the memory, write operations performed by a processor
should be reflected on other processors caches. A cache coherency protocol must be sup-
ported to resolve that problem. Two well-known protocols are: write invalidate and write
broadcast [21]. In a write invalidate technique, once a word is updated in a processors cache,
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Figure 3.2: Symmetric shared-memory multiprocessors

it is marked as invalid in all other caches. This ensures that access to the same word by
other processor will cause a cache miss, hence the updated cache line shall be retrieved from
memory. Another protocol is the write-broadcast protocol, where any cache update is broad-
casted to all other cache modules. Cache coherency protocols can also be classified as either
directory-based or snooping protocols. Directory-based protocols are centralized such that
all memory operations are carried out via a dedicated module which is also responsible of up-
dating the cache modules. In a snooping protocol, a distributed approach is followed where
each cache module monitors the memory bus and updates its contents when necessary.

3.3.2 Distributed Shared-memory

In a distributed shared-memory (DSM) architecture (figure 3.3), each processor has its own
private memory. Although the memory modules are physically distributed, the address space
remains shared (hence the term shared-memory). That means that the same memory address
on two processors refer to the same location on memory. Inter-processors communication
can still be carried out through the shared address space.

3.3.3 Multicomputers and Clusters

In contrast to DSM, each processor can have its own private address space. That makes two
identical memory addresses on two different processors refer to different locations, in two
different memories. Since each processor-memory unit form a separate computer, hence the
term multicomputers. Multicomputers can even consist of separate computers connect by a
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Figure 3.3: Distributed shared memory multiprocessors

local area network (LAN) (popularly known as clusters).
The communication scheme associated with this memory organization is called message-

passing. In message-passing multiprocessors, communication occurs by sending messages
from one processor to another that requires action or data. The message can be thought of
as a remote procedure call (RPC). Each processor must poll for pending messages or be
alerted via an interrupt. This type of message passing is synchronous, since it is initiated
by the processor that needs to read data and the sender processor must wait for reply before
continuing.

In other cases, the message is sent by the writer of the data. This occurs if a processor
producing data knows when other processors need them, and thus asynchronously sends it.
A sender processor should block if the receiver has not yet consumed the previous message
or out of buffer space. Similarly, the receiver must block if data needed has not been sent
yet.
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3.4 Chip-Multiprocessors (CMPs)

Advances in transistor manufacturing technology enable a larger number of transistors to be
integrated on a single chip. This extra transistor count is used to improve microprocessors
performance by extracting more parallelism from programs and executing more instructions
per cycle. This is done by building wider, more complex superscalar architectures. The
performance elevation, for several reasons, is diminishing compared to the amount of com-
plexity added. To address this problem of diminishing returns, designers tend to implement
a number of simple processors on chip, what is called chip-multiprocessors (CMPs), instead
of a larger more complex uniprocessor. CMPs use a number of simple processors that re-
side on the same chip. CMP architectures operate on thread-level parallelism; each thread
running on a different processor. It has been shown that CMPs can outperform superscalar
processors when running multithreaded programs [29]. Nevertheless, CMPs cannot adapt to
instruction-level parallelism. This means that when running a single thread of control, su-
perscalar processors show better performance. This section presents the reasons why CMP
is a good alternative, in addition to briefly describing some existing CMP designs.

As mentioned earlier, progress in superscalar architecture aims to extract more
instruction-level parallelism (ILP) from programs. However, the amount of ILP available
in any sequence of instructions is limited. This means that even if the logic used to extract
this form of parallelism is increased drastically, it shall face diminishing returns. CMP, in
contrast, focuses on an entirely different level of parallelism: thread-level parallelism (TLP).
Using a multiple-issue on-chip processors causes a CMP architecture to show a limited form
of ILP too. Since all processors reside on the same chip, which decreases inter-processors
communication overhead, CMP supports fine-grained multithreading.

With the expected increase in die area and transistor count, the delay of interconnects
between gates is becoming significant. This will cause transmitted signals to cover only small
portions of the chip during a single clock cycle which will induce more design constraints,
as the number and length of critical paths increase. By using CMP, the chip can be arranged
such that each processor occupies a portion of the chip. This will cause frequent processor-
local signals to be transmitted only through a portion of the chip, and only less frequent
inter-processor signals to be transmitted across the chip, which makes the frequent case
communicate faster.

Large processor design is highly complex because of the high number of transistors used,
complex methods of extracting ILP, and the wire-delay constrained presented earlier. CMP
decreases the design and verification time by making it simpler through the use of already
proven simple microprocessors and simply replicating them. In spite of the above benefits,
CMPs are not totally adopted. This is because of the fact that parallelizing compilers are still
not totally successful at automatically breaking a program into threads [19].

Stanford Hydra

The Stanford Hydra CMP [20] consists of four single-issue single-threaded MIPS-based
processors sharing a secondary cache using a simple bus architecture. The key feature of this
design is the support for thread-level speculation (TLS). On parallelizing sequential code,
compilers tend to be over-conservative about potential inter-thread dependences. Since com-
pilers cannot statically resolve all memory addresses, all memory references thatmayyield
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the same memory address are synchronized by inserting synchronization code. This is con-
sidered an obstacle to extensive code parallelization. Furthermore, the amount of thread-level
parallelism is governed by the way the original sequential program is written. For example,
accessing memory locations through pointers will make the compiler conservatively assume
true dependence even if it is not the case. By supporting TLS, the Hydra CMP allows com-
pilers to parallelize optimistically with no prior knowledge of data dependences and no need
for synchronization code. Inter-thread dependences are detected dynamically by the Hy-
dra hardware at runtime. Hydra maintains correctness of program by tracking dependences
among running threads. If a hazard is detected, it is either resolved (if possible), or the spec-
ulative thread(s) inducing the hazards are squashed and restarted. Hazards are resolved by
forwarding in case of a speculative thread that reads data directly after a real thread writes
it. Else, if a speculative thread reads data too early before it is written by the leading real
thread, it is squashed and restarted. Hydra tracks memory dependences via a speculation
write buffer. To ensure correctness of execution, registers and memory must remain coher-
ent. Memory coherency is maintained by the hardware using a write-invalidation protocol,
while register coherency is left to the software.

Wisconsin Multiscalar

Another CMP that supports TLS is the Wisconsin Multiscalar processor [34]. In this ap-
proach a sequential program is considered as a control-flow graph (CFG), where each node
corresponds to a basic block. It is then the compiler task to divide the CFG into tasks, where
each task can be a subset of a basic block, a basic block, a loop iteration ... etc. The hardware
schedules those tasks for execution on multiple processing units. One way of arranging the
processing units is in a uni-directional ring, where each processing unit passes information
to the successive one.

Unlike the Hydra, register coherency is handled by the hardware with the compiler aid.
For each task, the compiler statically generates a list of all possible registers generated by
that task (calledcreate mask). In addition, the compiler inserts annotation bits to mark
each instruction that last updates a register. Thus, marking when a register value should
be forwarded to successive tasks. The create mask for each task circles the uni-directional
ring, where it is unioned with create masks of other tasks running on successive processing
units to form anaccumulated mask. The accumulated mask contains all registers thatmay
be produced by predecessor tasks. Each processing unit investigates the accumulated mask
and if it encounters an instruction that consumes a register that is on the mask, it stalls
waiting for the value to be forwarded. Register forwarding takes place via the uni-directional
ring. Inter-thread memory dependences is handled by an additional hardware known as
Address Resolution Buffer(ARB) [18], which holds speculative memory operations, detects
violations of memory dependences and carry out corrective actions as needed (forwarding
or squashing speculative tasks). Memory operations leave the ARB once they become non-
speculative.
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MIT Multi-ALU

The MIT Multi-ALU Processors (MAP) [25] consists of three clusters (processors) con-
nected via a cross-bar connection. The key feature of this design is the ability of each cluster
to access remoter registers on other clusters. This register-to-register scheme makes inter-
thread communication and synchronization much faster than their corresponding memory-
based communication schemes which makes the MAP design suitable for very fine-grain
threads. The MAP chip contains three execution clusters, a unified cache divided into two
word-interleaved banks and an external memory interface. Two cross-bar switches intercon-
nect these components. Clusters make memory requests over the memory-switch and the
cluster switch is used for inter-cluster communication and to return data from the memory
system. Each cluster is a 64-bit, three-issue, pipelined processor consisting of two integer
ALUs and a floating point ALU. Each MAP chip has an on-chip network interface and two-
dimensional router that allows data to be transmitted from a cluster’s register file into the
network. This allows MAP chips to be connected directly in a two-dimensional mesh to
construct an M-Machine multicomputer. The MAP chip offers faster inter-thread communi-
cation and synchronization (communication is 10 times faster, while synchronization is 60
times faster) at the expense of very complex hardware.

Manchester Jamaica

The Jamaica architecture [44], whose instruction-set architecture and thread scheduling
mechanism is adopted in our design, is a single-chip multithreaded multiprocessor design.
It constitutes of a number of simple single-issue pipelined RISC processors. Each proces-
sor has a multi-windowed (heap-allocated) register file [32] with 8 registers per window.
Register windows allocations and deallocation occur upon subroutine calls and returns re-
spectively. This scheme saves the programmer the need to store caller-registers individually
into the stack which reduces instruction count and memory access. The disadvantage, how-
ever, is a larger, more complex and even slower register file. A register window is spilled
into memory once there are no registers available to allocate a new window; filling occurs if
a return from a subroutine is performed and the register window required is missing. Both
spilling and filling are handled as exceptions by the processors which are inserted into the
pipeline like any other instructions.

As mentioned above, each processor is multithreaded with dedicated hardware to hold
threads context. Thread switching occurs either on quantum time expiration or blocking
due to instruction or data cache miss. Processors are organized in a logical ring where each
processor interfaces the ring using a thread interface unit (TIU). Each TIU maintains a token
pool and passes token to the next TIU in the ring. Each token holds information about a
free context on some processor. Thread forking takes place in two steps: First, a token is
withdrawn from the ring by the TIU. Second, thread data is sent to the designated processor.
Upon thread termination, the token is released back into the ring. The memory hierarchy
constitutes of level one write-back data and instruction caches connected by a pipelined,
split-transaction bus to a shared level two cache.
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3.5 Summary

In this chapter a background about multithreading and multiprocessing was given. First,
multithreading was defined and a taxonomy of multithreading techniques was given. This
was followed by a taxonomy of multiprocessing architectures, then a description of com-
munication models and memory architectures. Finally, a description of chip-multiprocessor
architecture is given along with a brief description of existing CMP designs. The next chap-
ter describes the proposed CMP model that relies on explicit blocked multithreading and
implements an SMP memory architecture.
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CHAPTER 4

FPGA-BASED CHIP-MULTIPROCESSOR MODEL

In this chapter, a detailed description of the proposed model will be given. The description
will be given in an incremental way. That is, we shall start our discussion with a simple
single processor design and then increment the design gradually by adding extra features
and components until we reach our final model. System components are listed first before
getting deeper into the design details. Pseudocode and schematics shall be used as necessary
to describe major system modules functionality during context of the discussion.

The rest of the chapter is organized as follows: First, the objectives of the design is men-
tioned. Then, an overview of the architecture would be given. Later on, a detailed description
shall be given that discusses the instruction set architecture, pipeline design, memory hier-
archy, multithreading and thread distribution. The chapter is concluded with a section about
design drawbacks of the Jamaica architecture, in addition to drawbacks introduced by the
design modification. In that section, the modifications made to the original Jamaica archi-
tecture [44] shall be mentioned.

4.1 Design Objectives

The main aim of the model is to maintain the original Jamaica design features [44] as much
as possible. But to be able to fit the design on one of the existing FPGA platforms with
an acceptable clock speed, it was necessary to make some architectural simplification to
the original CMP system. Thus, the main aim is to ensure that the implemented design fits
on-chip with a minimum of 2 processors in the system, while maintaining good performance.

The entire implementation is written in pure standard VHDL. This was the case to keep
the implementation portable to any FPGA synthesizer supporting VHDL design entry. The
code itself is written such that to be highly flexible. System parameters such as number
of processors, maximum number of contexts per processor, data memory size, instruction
cache size, ... etc. can be easily modified. Even more, instructions encoding, data memory
interfacing, thread switching mechanism, can be modified without drastic change of code.
The next section sheds some light on other work related to FPGAs.

4.2 Related Work

FPGAs have been frequently used in prototyping ASIC designs as they offer shorter design
cycle in addition to being flexible. It has not been possible, however, to model microproces-
sor design until recently. Basically due to limited size FPGA chips, only simple micro-
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processors prototypes could fit on a single chip. More complex microprocessors could only
be prototyped by partitioning them over hundreds to thousands of FPGA chips. Advances
in size and speed of FPGA devices in addition to high-level HDLs and simple-to-use EDA
tools have simplified the problem of modeling large complex architectures on a single FPGA
chip.

In [30], a superscalar architecture is prototyped on a Virtex-E (XCV2000E) FPGA de-
vice (43,200 logic cells (LCs)≈ 518,400 logic gates) [46]. The architecture is a 4-way
superscalar speculative out-of-order processor that implements integer subset of the Sim-
pleScalar’s portable instruction set architecture(PISA). The design contains an on-chip direct
mapped instruction cache. Data caching was removed in order to make the design fit on the
target device; instead, an off-chip data memory is used. The design occupies 76% of the chip
area and run at 14.9 MHz. This mapping ratio includes additional performance counters for
debugging and monitoring performance.

A multitasked chip-multiprocessor (CMP) architecture is proposed in [37]. It includes
a scalable number of identical general-purpose master processors and a configurable set of
shared application-dedicated coprocessors. Two scalable on-chip interconnects allow master
processors to contact coprocessors for executing operations that are specific for the applica-
tion domain, whereas a flexible memory architecture enables accesses to a shared (off-chip)
memory. The architecture contains a two-level instruction cache and a shared data cache. No
L1 data caches are used to avoid the problem of cache coherency. The design is equipped
with a real-time operating system (RTOS) to handle task management functions which runs
by one of the configurable coprocessors. A simple version of the design contains only two
general-purpose processors and two coprocessors occupies 83% of a Spartan-II (XC2S200)
chip [47] and run at 25 MHz. The general-purpose processors are 8-bit wide and are non-
pipelined.

A general-purpose tightly-coupled cache-coherent symmetric multiprocessing architec-
ture using a vendor-provided softcore processor is proposed in [22]. It utilizes the NIOS
soft-processor [5] interconnected via Avalon bus [3] which provides a point-to-point con-
nection. The design also contains a cache coherency module (CCM) that implements a
hybrid-snooping cache coherent protocol. An 8-processors version of the design with 1 KB
of cache utilizes 58% of Altera Stratix (EP1S40) (41,250 logic elements (LEs)) [6] chip area
and run at 61.74 MHz. The problem with using soft-processors is that the design cannot
target other vendors FPGA devices in addition to having an inflexible instruction set archi-
tecture (ISA).

A distributed shared-memory (DSM) multiprocessor model is proposed in [13]. Each
processor is an ARM7 [8] clone with no caching and no pipelining. The design occupies
58% on XilinX Virtex (XCV1000) (27,648 LCs).

None of the above work, however, addresses the problem of implementing a complex
general-purpose flexible CMP model. This thesis addresses this problem by implementing
a CMP architecture that supports pipelining, multithreading, instruction caching and data
buffering. The design relies on custom general-purpose processors. It is implemented in
standard, behavioral VHDL which makes it flexible and portable. The next section gives an
overview about the proposed architecture and its components.
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4.3 Architecture Overview

The proposed model constitutes of a number of symmetric MIPS-like processors. Each
processor supports a register-register instruction set with a classical five-stages pipeline,
which are: fetch, decode, execute, memory and write back. Each processor supports multi-
threading, and has a dedicated storage to hold threads contexts (register file, program counter,
thread state). The proposed design allows processors to switch context in a single clock cy-
cle. Thread switching takes place whenever a thread is blocked, due to instruction cache miss
or data buffer miss, or whenever its allocated time slot expires. Switching between threads
takes place in a round-robin fashion and takes only single clock cycle.

Thread scheduling is sender-initiated using tokens, which are packets of data containing
information about currently free contexts in the system. Processors are logically arranged
in a ring, where each cycle, each processor receives a token from the preceding processor
and passes another to the next processor. The number of tokens circling the ring is equal to
the number of free contexts. Each processor about to fork a new thread must first acquire a
token (remove it from the ring), and broadcast a thread forking request on the shared thread
allocation bus. The processor to which the forking request is sent allocates the specified con-
text to the newly initialized thread. Since all processors share the same data and instruction
memory, inter-thread communication is carried out via load/store operations.

Each processor has its own instruction cache and data buffer. Data buffers differ from in-
struction cache in that values stored in data buffers can be consumed only once then they be-
come invalid. The design assumes that instruction memory resides off-chip and that the pro-
gram executed is unmodifiable. On an instruction cache miss, the running thread is blocked,
thread switching to a ready thread takes place, and a cache miss request is queued for han-
dling. Cache requests are handled one at a time; and the off-chip memory is read and the
cache module where the cache miss originated is populated with the missing cache block.
Data buffers operate in a similar way, except that the data memory is on-chip (block RAM
or scratch memory). Further details about the memory hierarchy are given in section 4.6.

Below is a list of all modules used in the system. For each module the VHDL entity name
is given along with a brief description. The given names shall be used later in this chapter to
present a more detailed explanation.

• Entity name: ALU
Description: a combinational module to handle all arithmetic and logical operations
in the pipeline execution stage. It takes two 32-bit inputs, and a 7-bit function code.
It is used to execute arithmetic instructions, compute memory addresses and resolve
conditional branches.

• Entity name: RFILE
Description: a flat register file containing 32 registers. It is part of the instruction
decode pipeline stage. It has two ports for reading, and one port for writing. It supports
value forwarding, that is if reading from and writing to the same register occur in the
same cycle, the value about to be written in placed on the reading port. Reading is
handled asynchronously, while writing is synchronous.

• Entity name: DECODE
Description: buffers data between the fetch and decode stages. It contains data about
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the instruction currently in the decode stage, such as instruction code, operands, and
program counter. It also passes operands registers addresses to the RFILE module.

• Entity name: EXE
Description: buffers data between the decode and the execution stages. Similar to the
DECODE module, it contains data about the instruction in the execution stage. It also
feeds the ALU stage with operands and the function code.

• Entity name: MEM
Description: buffers data between the execution and memory stages. It passes mem-
ory address to the DBUFFER module, and depending on the result declares if data
miss occurs. Data output of the DBUFFER and the effective address used are passed
to the WB buffer.

• Entity name: WB
Description: buffers data between the memory stage and the write back stage. This
module drives the RFILE writing ports. It commits an instruction by writing the result
into the target register.

• Entity name: FORW UNIT
Description: combinational module to perform data forwarding between pipeline
stages. Namely from the memory and write back stage to the execution stage.

• Entity name: PIPELINE CU
Description: the control of the pipeline is centralized in this module. It handles all
control sequences of the pipeline, such as thread initialization, switching and termi-
nation, branch prediction, subroutine calls, and all control transfer instructions. The
control unit generates the next value for the program counter based on the contents of
the pipeline.

• Entity name: CONTEXT DATA 0\i
Description: the CONTEXTDATA module in general stores thread contexts, and
offers functionality for thread switching, termination and allocation. It also handles
threads blocking, due to data or instruction miss, and unblocking when the miss is han-
dled. The CONTEXTDATA 0 is for the master processor, and CONTEXTDATA i
is for each processor other than the master. The reason behind this is that the con-
text storage of the master processor is initialized with a reserved context for the root
thread upon system global reset and all other context storages of other processors are
initialized empty.

• Entity name: ICACHE
Description: an instruction read-only cache module. It is a direct-mapped cache [21].
Each processor has its own ICACHE module. The number of slots and size of blocks
are modifiable.

• Entity name: IMEM INTERFACE
Description: a multiported module to enqueue and handle cache miss requests from
ICACHE modules. During one clock cycle, all pending requests on input ports are
latched into a waiting queue. In case of multiple requests, requests are latched in
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ascending order of the requesting processors IDs. On the other end of the queue,
requests are fetched one at a time and handled by interfacing the off-chip instruction
memory.

• Entity name: DBUFFER
Description: a data buffer module. Each processor has a DBUFFER module at its
memory pipeline stage. It contains number of words equals to the maximum number of
contexts per processor. A running thread references only its designated word (buffer).
If the valid bit of the referenced word is high, that means that the value in the buffer
has not been consumed yet. The thread merely reads the data, and no blocking occurs.
On the other hand, if the valid bit is found low, blocking is declared and a request is
sent to the DMEMINTERFACE module.

• Entity name: DMEM INTERFACE
Description: similar to the IMEMINTERFACE, but it handles miss requests due to
DBUFFER access. Requests are also handled one at a time by interfacing the on-chip
data memory.

• Entity name: TIU 0\i
Description: thread interface unit. It maintains a pool of tokens and is responsible of
receiving tokens from the previous processor, and passing another to the next one. It
also handles reserving tokens and removing them from its pool.

• Entity name: BUS CONTROLLER
Description: a bus controller for the thread allocation bus. The thread allocation bus
broadcasts information about a thread being forked. The information constitutes of ID
of the target processor (PID), ID of the target context on that processor (context ID),
base code address, and a data pointer. The target processor then stores the information
on bus in the target context. The BUSCONTROLLER handles requests to access
the bus. It serves a request by placing the pending data on the bus for one clock
cycle and setting an acknowledge signal to high. The request remains pending and the
requesting processor remains stalled, until an acknowledgment is sent. Each processor
has its own ports to place requests on. When more than one request are pending, the
BUS CONTROLLER module serves the processor with the lowest ID first.

• Entity name: PROCESSOR0\i
Description: a control unit, pipeline, register file, ALU, data buffer, context storage
and thread interface unit are all interconnected to form this module.

• Entity name: TOP
Description: a top-level module containing all on-chip components.
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4.4 Instruction Set Architecture

There are three classes of instructions in the design: integer arithmetic and logical instruc-
tions, memory instructions and control transfer instructions. Below is a description of each
instruction class, its format and a list of supported instructions. The instructions supported
are subset of the original Jamaica design [44]. Instructions that support atomic memory ac-
cess are excluded in favor of a simpler design. Synchronized memory access is left to the
software.

4.4.1 Integer Arithmetic and Logical Instructions

Two instruction formats are supported (figure 4.1) for this class of instructions: the register
format and the register-immediate format. All arithmetic and logical instructions are sup-
ported in both formats. The Opcode field is constant for all instructions of this type, and the
Opcode2 determines what operation to execute. The Opcode2 is passed to the ALU to define
the operation required. List of supported instructions is given in table 4.1. Refer to table 4.2
for thecccondition codes.

Opcode Ra Rb 0 0 Opcode2 Rc
 31            2625           2120         1615      13  12  11                5 4              0

Register form Rc       Ra op Rb

Opcode Ra Imm 1 Opcode2 Rc
 31             2625          2120                       13  12  11                5 4              0

Register + immediate form Rc       Ra op Imm 8

Figure 4.1: Integer arithmetic and logical instructions format

The TRQ instruction does not execute an arithmetic or a logical operation, yet it follows
the same format. It does not cause pipeline stalls. It requests a token to be reserved by the
thread interface unit. If a token is found (either obtained previously or at this cycle), then a
value of one is written toRc, else zero.

4.4.2 Memory Instructions

Six memory operations are supported (table 4.3). Four load operations and two store op-
erations. All memory operations calculate the effective memory address at the execution
stage by addingRb and the 16-bit displacement field (figure 4.3). Except for the load address
instructions (LDA and LDAH), all instructions access the data buffer (DBUFFER, refer to
section 4.3). Load operations access the buffer to check if the value needed is there (by
checking the valid bit). If found, the value is read and execution continues normally. If not,
the thread is blocked until the value is read from the data memory and the valid bit is set.
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ADD Rc← Ra +Rb

SUB Rc← Ra−Rb

CMPEQ Rc← (Ra == Rb)
CMPNE Rc← (Ra 6= Rb)
CMPLE Rc← (Ra≤signedRb)
CMPLT Rc← (Ra <signedRb)
CMPGE Rc← (Ra≥signedRb)
CMPGT Rc← (Ra >signedRb)
CMPULE Rc← (Ra≤unsignedRb)
CMPULT Rc← (Ra <unsignedRb)
S4ADD Rc← (Ra∗4)+Rb

S8ADD Rc← (Ra∗8)+Rb

S4SUB Rc← (Ra∗4)−Rb

S8SUB Rc← (Ra∗8)−Rb

AND Rc← Ra&Rb

BIC Rc← Ra& R̄b

BIS Rc← Ra|Rb

EQV Rc← Ra⊕ R̄b

ORNOT Rc← Ra|R̄b

XOR Rc← Ra⊕Rb

SLL Rc← Ra << Rb

SRL Rc← Ra >>unsignedRb

SRA Rc← Ra >>signedRb

CMOVcc if (Racc0) thenRc← Rb

TRQ Token request

Table 4.1: Supported arithmetic and logical instructions

EQ Ra == 0
GE Ra≥ 0
GT Ra > 0
LBC (Ra&1) == 0
LBS (Ra&1) 6= 0
LE Ra≤ 0
LT Ra < 0
NE Ra 6= 0

Table 4.2: Condition codes

Opcode Ra Rb Disp
 31            2625           2120         1615                                                        0

Op Ra,Disp16(Rb), where Disp16 is a signed 16-bit displacement.

Figure 4.2: Memory instructions format
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Store operations work similarly. They access the buffer to check the valid bit. If the bit is
zero, then the thread is blocked until the store operation takes place. Once the store operation
completes, the valid bit in the data buffer is set and the thread is unblocked. The thread
continues execution starting from the store instruction and this time the valid bit is found
to be one and execution continues normally. Every time a data buffer slot is referenced, its
valid bit is reset, to mark that the value in that slot is consumed.

LDA Ra← Rb +disp16

LDAH Ra← Rb +disp16 << 16
LDL Ra←MEM[Rb +disp16]
STL MEM[Rb +disp16]← Ra

LDB Ra←MEM[Rb +disp16](byte)
STB MEM[Rb +disp16]← Ra(byte)
THR END terminate current thread

Table 4.3: Supported memory instructions

The THREND instruction is not a memory instruction. It does not follow a specific
format, because it only has an Opcode field. Once encountered during execution, it causes a
thread to terminate. THREND is handled at the memory stage to ensure that all preceding
instructions have written back their results.

4.4.3 Control Transfer Instructions

Control transfer instructions are divided into three types: jump and (non)conditional branch
instructions, subroutine call and return instructions, and thread forking instructions. Figure
4.3 shows the instruction format.

The difference between branch (BR) and jump (JMP) is that the branch target address is
calculated by adding an offset (disp21) to the value of the program counter, while the jump
target address is absolute and read fromRa. Conditional branching (Bcc, refer to table 4.2 for
condition codes) operates as normal branch but only if the condition specified holds. Branch
prediction is supported in a simple way. If thedisp21 is negative, the branch is predicted as
taken, else as not taken. If taken, execution proceeds from the target address until the branch
condition is resolved at the execution stage of the pipeline.

Opcode Ra Disp
 31            2625           2120                                                                         0

Bcc Ra,Disp21

Figure 4.3: Control transfer instructions format

Jump to subroutine (JSR) and branch to subroutine (BSR) are similar to jump (JMP)
and branch (BR), respectively. The difference is that in case of subroutine calls, the return
address (program counter + 1) is stored inR31. The return instruction (RET) merely moves
the contents ofR31 to the program counter.
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Bcc if(Ra cc0) PC← PC+disp21

BR PC← PC+disp21

JMP PC← Ra

JSR jump to subroutine
BSR branch to subroutine
RET return from subroutine
THJ thread jump: forks a new thread
THB thread branch: forks a new thread

Table 4.4: Supported control transfer instructions

Thread forking is supported by two instructions: thread jump (THJ) and thread branch
(THB). They differ in the way the target address is calculated (similar to JMP and BR). THJ
and THB require that the contents ofR0 is read.R0 should contain pointer to the data of the
child thread. Thread forking should be preceded by token request instruction (TRQ). If no
token is found on thread forking, a system exception is raised. Since there are no exception
handling subroutines in the system, the exception causes the system to halt. Hence, it is the
programmer task to ensure that a token is already reserved before invoking THJ or THB.
There are two ways to achieve this (table 4.5). The first way (a) invokes TRQ number of
successive times and then repeats the process if no token was found, the second (b) invokes
it only once, and then checks for success. The first way is more efficient if tokens are rare in
the ring. To understand this, suppose there is only one token circling in the ring. Method (b)
spends 50% of it waiting time trying to reserve a token, and 50% checking the outcome and
branching on failure. Method (a), on the other hand, spends 80% of its time requesting and
20% branching. Hence method (b) has more chance of finding the token as it passes by the
thread interface unit of the processor.

TRQ R1 TRQ R1
TRQ R1 BEQ R1, -1
TRQ R1 THJ R2
TRQ R1
BEQ R1, -4
THJ R2
(a) (b)

Table 4.5: Thread forking
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4.5 Pipeline Design

This section focuses on the processor pipeline. The pipeline described here is replicated
in all other processors with no modifications. It constitutes of five classical stages: fetch,
decode, execute, memory and write back. In the next section, each stage shall be discussed
in detail and information about how each instruction is handled shall be given. The main
functionality of the control unit shall be discussed later on.

4.5.1 Pipeline Stages

For each stage, there is a pipeline buffer holding information about the instruction currently
in that stage (figure 4.4). For a five-stage pipeline, four buffers are needed (DECODE, EXE,
MEM, WB). Information in each buffer includes: the address of the instruction, the instruc-
tion word and a valid bit to indicate whether the buffer contents are valid. Each clock cycle,
each buffer passes this information to the buffer of the next stage.

Pipeline buffers are controlled by three signals: reset, stall and flush. The reset signal is
a global reset to initialize the pipeline. The stall signal enables latching of information from
the previous stage, else the buffer contents remain unchanged. And the flush signal flushes
the buffer contents (by resetting the valid bit) synchronously.

Fetch

New instructions are fed into the pipeline in the fetch stage. The program counter contents
are passed to the instruction cache (ICACHE). In case of a cache hit, the instruction word
is passed to the DECODE buffer along with a high valid bit to indicate that a hit occurred.
If a cache miss occurred, the valid bit to the DECODE buffer is set to zero and the running
thread is blocked. Reading from ICACHE occurs in a single cycle, where by the end of the
cycle the instruction word is ready to be latched into the DECODE buffer.

Decode

In the decode stage the contents of the operand registers are read. The instruction is decoded
and addresses ofRa andRb are placed as input to the register file (RFILE). This is the case
for all instructions except for RET and THJ/THB. In case of RET instruction, the contents of
R31 must be read, as it contains the return address. As for THJ and THB,R0 must be read to
get the data pointer of the child thread. Register contents are passed to the EXE buffer along
with the instruction information from the DECODE buffer.

Execute

After register contents are read and ready to be used, they are fed into the ALU at the ex-
ecution stage. Depending on the instruction type, different values are fed into the ALU. In
case of arithmetic instructions, the value ofRa andRb (or sign-extended immediate field) are
placed as operands. The function code (Opcode2, figure 4.1) is also used to determine what
operation the ALU should perform. For memory instructions, the value ofRa and the sign-
extended displacement field are added. Conditional control transfer instructions are resolved
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at this stage. Depending on the instruction operation code, the type of comparison required
is placed to the ALU. The pipeline supports data forwarding. Therefore, two multiplexer are
placed before the inputs to the ALU and the selection lines are driven by the forwarding unit
(FORW UNIT).

Memory

Now that the effective memory address has been calculated in the execution stage, the
DBUFFER module is accessed to fetch or store data. The data fetched, if found, is passed to
the write back stage. But if the instruction is not a memory instruction, the memory address,
in that case considered a computation result, is passed instead. Referencing the DBUFFER
will cause the thread to be blocked in case the memory operation has not been performed
before.

Write Back

It is the final stage where an instruction commits and writes back its result. For all arithmetic
instructions the address of the target register isRc. For load instructions the target isRa. And
for subroutine calls the target isR31, where the return address is stored.

4.5.2 Control Unit

All pipeline control logic is centralized in this module. It handles stalling for load delay,
branch prediction and handling misprediction, thread switching and termination, and transfer
of control. In this section, some of these functionalities are discussed.

Load Delay

All true dependences between arithmetic instructions can be resolved using forwarding with-
out causing the pipeline to stall. This takes place by checking the target register addresses
of instructions in the memory and write back stages and comparing them with the operands
addresses of the instruction in the execution stage. If a match occurs, the selection lines of
the multiplexers before the ALU are set, such that the most recent values are used. This task
is carried out by the forwarding unit (FORWUNIT) module.

In case of a load immediately followed by a dependent instruction, the data buffer must
be read at the memory stage then the data read must be fed back to the ALU at the execution
stage. This would cause a very long delay path, since reading the data buffer itself takes
a long time (specially if the processor supports large number of contexts). Therefore, to
keep the clock frequency independent from the maximum number of contexts per processor,
a load delay slot (pipeline stall) is inserted in the execution stage by the control unit. The
PIPELINE CU induces load delay slot in the following way:

IF EXE buffer contains a valid instruction AND
it is a load instruction THEN

IF DECODE buffer contains valid instruction THEN
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IF (decode stage needs Ra AND DECODE.Ra = EXE.Ra) OR
(decode stage needs Rb AND DECODE.Rb = EXE.Ra) THEN

stall DECODE
insert bubble to EXE
disable writing to program counter
END IF

END IF

END IF

Branch Prediction

Branch prediction takes place in the decode stage. It follows a simple static technique where
any backwards branches are predicted taken, while any forward branches are predicted not
taken. The control unit performs the following to carry out prediction and commence spec-
ulative execution:

IF DECODE buffer contains a valid instruction AND
it is a conditional branch THEN

IF the displacement(20) = zero THEN
prediction_status = NOT_TAKEN
increment program counter
ELSE
prediction_status = TAKEN
insert bubble to DECODE
add sign extended displacement to program counter
END IF

END IF

To test and correct misprediction, the following takes place:

IF EXE buffer contains a valid instruction AND
it is a conditional branch THEN

IF prediction_status = TAKEN AND ALU comparison result is false THEN
flush DECODE and EXE
program counter = address of the branch instruction + 1
ELSE IF prediction_status = NOT_TAKEN AND

ALU comparison result is true THEN
flush DECODE and EXE
program counter = branch instruction address + sign_ext(displacement)
END IF

END IF
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The following table depicts wasted clock cycles in all cases of correct and incorrect
predictions:

Actual
T NT

Prediction T 1 2
NT 2 0

Table 4.6: Wasted clock cycles due to branch prediction

Thread Switching

Thread switching occurs due to one of three reasons. The first reason is that the running
thread is blocked due to data buffer or instruction cache miss. In that case, a ready-to-run
thread is loaded from the context storage module (CONTEXTDATA 0\i). If none is found,
the processor goes to idle state waiting for new threads to be allocated in one of its free
contexts. The second reason is that the time slot assigned for that thread has expired. Each
thread should run for a maximum number of clock cycles. If at the last cycle a ready thread
is pending, switching takes place, else the current thread keeps running for another time
slot. The third reason is that the currently running thread terminates. If a thread terminates
(THR END, table 4.3), its context is marked as empty and a ready thread is loaded instead
for execution.

PIPELINE_CU PIPELINE

CONTEXT_DATA_0/iwrite_en

write_en_pc
write_en_RFILE

PC_out
RFILE_out

context_ID

ready_context_ID

PC

RFILE

Figure 4.5: Thread switching

A thread context data contains starting execution address and register file contents. In
order to perform switching between two threads, the address of the last valid instruction of
the running thread, in addition to the contents of the register file are stored in the thread
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pre-allocated context. Meanwhile, the execution address and the register file contents of the
ready thread is loaded into the pipeline (figure 4.5). The control of this process is divided
into two parts. The first part involves pipeline control and is handled by the pipeline con-
trol unit (PIPELINECU), and the second part involves finding the next ready context and
making its data ready for loading and is carried out by the context storage module (CON-
TEXT DATA 0\i). It is mentionworthy that a thread switch takes only one clock cycle. The
total penality due to a thread switch is six clock cycles (one for thread switching and five
for pipeline startup). The next pseudocode illustrates the steps carried out by both modules
upon thread switching.

Control unit (PIPELINECU):

IF data buffer miss OR instruction cache miss OR time slot expired THEN
flush all pipeline stages
enable writing to context storage
IF a ready context is available THEN
enable writing to register file from context storage
enable writing to program counter from context storage
ELSE
declare processor as idle
END IF
END IF

Context storage module (CONTEXTDATA 0\i):

IF writing is enabled by control unit THEN
IF due to cache OR data miss THEN
mark the thread as blocked
END IF
store input program counter and register file data
IF ready context(s) available THEN
prepare a ready context for the next thread switching
by placing its data on the output port
END IF
END IF
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4.6 Memory Hierarchy

There are two separate memory hierarchies in the system. One for instructions and the other
for data. The data memory resides on-chip, therefore it is limited in size, while the instruction
memory resides off-chip and can be large in size. Each hierarchy has its own data bus.

4.6.1 Instruction Memory

For instruction memory, each processor has its own direct-mapped cache module (ICACHE),
which is part of the fetch stage of the pipeline. Each ICACHE has its own port at the instruc-
tion memory interface module (IMEMINTERFACE). On instruction miss, the instruction
cache module (ICACHE) declares that a cache miss occurred. The address of the missing
block is inserted into IMEMINTERFACE requests queue. IMEMINTERFACE dispatches
request from its queue for serving one at a time. The instruction memory is accessed for
reading, and the obtained data is placed on the data bus along with the processor ID (PID) of
the cache that caused the miss. ICACHE whose PID matches the one placed on the bus shall
store the data sent. Data is sent one word per clock cycle. Cache miss penalty (number of
clock cycles between a cache miss is declared and the thread is unblocked) is 36 clock cy-
cles assuming a block size of 32 words and an empty waiting queue in IMEMINTERFACE.
Figure 4.6 shows the instruction cache hierarchy.

The following code shows how the ICACHE module behaves during cache population:

IF a falling clock edge AND data_bus.valid is high THEN
IF data bus.PID = ICACHE.PID THEN
index = getIndex(data_bus.address)
offset = getOffset(data_bus.address)
data_list(index)(offset) = data_bus.word_data
tags_list(index)(offset) = getTag(data_bus.address)
END IF
END IF

IF data_bus.valid is reset THEN
set valid_bits(index) to high
END IF

The following shows how the IMEMINTERFACE stores requests into the queue. If
more than one request are pending in the same cycle, they are latched in ascending order of
their PIDs.

IF a falling clock edge THEN
IF request is pending on port_0 THEN
request.PID = 0
queue(end) = request
end = (end + 1) mod QUEUE_SIZE
END IF

IF request is pending on port_1 THEN
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request.PID = 1
queue(end) = request
end = (end + 1) mod QUEUE_SIZE
END IF
.
.
IF request is pending on port_i THEN
request.PID = i
queue(end) = request
end = end mod QUEUE_SIZE
END IF
.
.
END IF

4.6.2 Data Memory

Data caching differs from that of instructions in that data cache contents can be both read
and written. Since our model follows a shared memory multiprocessing model, maintaining
a local cached copy of the data memory for each processor will imply the need for a cache
coherency protocol to ensure that the contents of each data cache module is consistent with
other modules. In addition, data caches will be larger in size than data buffers. Supporting
cache coherency and data caches would make the design far more complex and may not fit
on an existing platform. Furthermore, since data memory resides on-chip and thus limited in
size, a complex cache hierarchy shall not be quite rewarding relative to the added complexity.
That is why data buffers are used instead of data caches. Unlike data caches, data buffers
offer data that could be consumed only once and then declared invalid. During the time a data
word is loaded into the buffer and the time the thread fetches the data, the data buffer contents
are kept coherent with the data memory using write-broadcasting. A write-broadcast bus is
connected to all data buffers to update them, if needed, whenever a memory write takes
place. Each data buffer module checks the memory address loaded on the write-broadcast
bus, if it matches one of the words currently in the buffer, that word is updated with the new
data from the bus. Although memory access latency is overlapped with execution of other
threads, each memory access will cause the running thread to be blocked. This approach is
called static blocked multithreading [42].

Since a data buffer can hold maximum one valid data word per thread, its size would
be equal to the number of contexts available per processor. Each word is associated with a
valid bit to indicate its validity. When a thread needs to access the data memory for reading
or writing, it checks its designated word in the buffer. A valid data word indicates that the
thread has been blocked before for the same data access, and that the data word is valid
and up-to-date. Else, the thread is blocked until its designated word is populated with the
required data (in case of loading), or the valid bit is merely set (in case of a store). The
following code shows how that happens.

The following is carried out by the MEM buffer:

IF the instruction in the memory stage is a load or store THEN
check contents of data_buffer(context_id of the running thread)
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IF valid bit is low THEN
declare a data miss to the control unit
send request to DMEM_INTERFACE
ELSE
IF the instruction is a load operation THEN
pass data to the write_back stage
END IF
END IF
END IF

Data buffers (DBUFFER) operate in the same way as instruction caches (ICACHE). If a
data miss occurs, the MEM buffer sends a request to the DMEMINTERFACE module con-
taining the instruction opcode (load/store), context ID, and processor ID (figure 4.7). Data
needed is then broadcasts on the shared data bus, and the DBUFFER whose PID matches the
one placed on the bus stores the data in the designated data word. The memory access cycle
takes no less than 5 clock cycles in case the DMEMINTERFACE queue is empty.

4.7 Thread Distribution

Information about free thread contexts in the system is made available by the use of tokens.
Each token corresponds to a free context on a certain processor, and it holds information
about the context it represents (processor ID, context ID). Tokens are passed around proces-
sors. Each cycle, each processor passes a token to the next processor and receives another
from the previous one (figure 4.8). This arrangement of processors constitutes a ring. Each
processor interfaces that ring through its thread interface unit (TIU), which maintains a queue
of tokens and handles tokens request and release. The next two sections present a detailed
description of the TIU and how thread forking takes place.

4.7.1 Thread Interface Unit (TIU)

Each cycle, a TIU receives a token as an input and releases another as output to the next TIU
on first-in-first-out basis. The queue maintained is of length equal to the number of available
contexts per processor. Each TIU has a dedicated port to receive requests from the processor
it belongs to. If a token request is needed (TRQ), the EXE module sends a request to the TIU.
The TIU checks its queue for a token. If one is found, a flag bit is raised indicating success,
else the flag is zero. The flag value is stored in the target register of the TRQ instruction. If a
token is reserved successfully, its information is stored in the TIU until it is consumed by the
next thread forking instruction (THB or THJ). Successive token requests have no effect if a
token is already reserved. On thread death (THREND), the TIU of the processor running
the thread inserts the corresponding token back into the ring. The following code shows how
all these cases are handled:

IF request is thread termination THEN
create a token with PID and context ID
release token to the ring

43



ELSE
IF tokens_queue is not empty THEN
release token from tokens_queue
ELSE
release a voide token
END IF
END IF

IF token_in is valid THEN
insert token to tokens_queue
END IF

IF request is token request THEN
IF tokens_queue is empty THEN
flag = false
ELSE
IF no token is previously reserved THEN
scan tokens_queue for a token
IF found THEN
reserved_token = token found
place its data on output ports
flag = true
ELSE
flag = false
END IF
END IF
END IF
place flag on output port
END IF

IF request is thread forking THEN
declare reserved_token as invalid
END IF

4.7.2 Thread Forking

Thread forking instructions are handled at the execution stage by the EXE module. When
the instruction in the EXE module is a THB or THJ, the module sends a request to the
bus controller (BUSCONTROLLER) to request access to the shared thread allocation bus
(figure 4.9). Information about the targeted context is already made available by the TIU
right after a token request (TRQ). In case a token is not reserved, an exception occurs.

The processor pipeline remain stalled until BUSCONTROLLER acknowledges that
thread allocation data is placed on bus. Thread data includes the starting execution ad-
dress and pointer to data in memory. Once the allocation bus becomes active, all CON-
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TEXT DATA modules compare the PID on the bus with that of their own, if a match oc-
curs the data on bus is latched into the specified context. Thread allocation takes single
clock cycle after access to bus has been granted. In case of multiple bus access requests to
BUS CONTROLLER, the one with the least PID is served first.

4.8 Design Drawbacks

Drawbacks of the proposed architecture arise from the original Jamaica architecture, in ad-
dition to the design modifications made to make the model fittable on an FPGA platform. In
this section, these drawbacks are presented and discussed.

The thread distribution mechanism presented earlier offers a simple distributed approach
to share free contexts information by use of tokens. This approach is favored over a central-
ized one because the latter will cause a contention over the hardware module that handles
contexts information. Furthermore, using tokens ensure context locking, since a token can
be reserved by only one processor, until thread data is sent by the requesting processor. On
the other hand, using such approach causes thread forking to be to a random context. This
may cause work-load imbalance at startup, since tokens do not contain information about the
current work-load of the processors they belong to. At the extreme case, this would cause
some processors to be fully loaded (all contexts busy), while others are totally idle. Another
drawback arises if there are few tokens in the ring. Since a processor must wait for a token to
enter its TIU before it can reserve it, this may cause a number of wasted cycles until the token
circulates the ring. The use of a centralized module, however, will make such information
available upon request.

A major modification made to the original Jamaica architecture is the use of a flat instead
of a multiwindowed register file. This modification was made for two reasons. The first
is that a multiwindowed register file is highly complex in functionality (window advance,
retract, filling and spilling [44]). This would have made the design occupy larger space on
chip, in addition to degrading the clock frequency. The second reason is that to support
filling and spilling, a larger data memory will be needed to accommodate the spilled register
windows, which is not possible with the use of on-chip block RAM. The use of flat register
file made the design much simpler in functionality, and enhanced the clock speed. But this
came on the expense of larger context storage area, since all 32 registers must be stored for
each context upon thread switching.

Another modification is the use of data buffers instead of data caching. This causes a
thread block on every data memory access. This modification was justified previously by
the need to make the design much simpler. Since the use of data caching will mean to keep
multiple local copies of data per processor, a cache coherency protocol will be needed, which
would have made the design more complex.
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4.9 Summary

This chapter introduced a proposed FPGA-based chip-multiprocessor model, which is based
on the Jamaica architecture. First, an architecture overview was given, during which the
system main modules were defined. Later, the instruction set architecture of the system was
given. The chapter then proceeded with the description in an incremental way. Description
of the processors pipeline, control unit, both instruction and memory hierarchies was given.
Furthermore, the thread distribution and forking scheme was discussed. The chapter was
concluded with a discussion about the drawbacks of the design proposed, either due to the
original adopted architecture or due to the modifications made.
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CHAPTER 5

MICROBENCHMARKING AND SYNTHESIS

This chapter is divided into two parts. The first part provides performance information about
the proposed model when running microbenchmarks. Microbenchmarking aims to verify
and validate the model. Each microbenchmark is chosen to exploit certain features, such
as very-fine grained threads, several instruction-cache miss or heavy multithreading. The
three microbenchmarks used are: Fibonacci, Vector-add and Subroutine-calls which are
later described in details. Microbenchmarks run on single (multi-threaded), double, triple
and quadruple processors versions of the model and performance results from each case are
compared. For the Vector-add and Subroutine-calls, the results obtained are further com-
pared with the single-thread sequential version of the code. To be able to gather performance
data, an extra profiling module is added to the system which probes control signals and
records performance data.

Microbenchmarking is carried out using a VHDL simulator (ModelSim SE 6.0b [28]).
System verification is carried out during and after VHDL simulation. The final results of
each simulation run is checked for correctness. Furthermore, the generated wave-forms are
also visually inspected to check for errors or anomalies. This is made possible by the rela-
tively short run-time of each microbenchmark. Another form of verification is carried out by
collecting redundant performance values and comparing them with the statically computed
values using the microbenchmarks code. The significant speedup of parallel code over se-
quential code and speedup increase as more processors are added to the system validate the
model as a CMP model. Validity of the model is also shown by observing the amount of
parallelism achieved and that the model behaves as expected.

The second part introduces synthesis information about the design, containing only two
processors, when mapped to three FPGA devices: Altera Cyclone II (EP2C70F896C8) [4],
Altera Stratix II (EP2S180F1020C3) [7] and Xilinx Virtex-4 (XC4VFX140FF1517) [45].
The information include mapping ratio, clock speed and maximum allowed on-chip data
memory size for different values of instruction cache size and number of contexts per proces-
sor. Furthermore, the a breakdown of the chip utilization for the Cyclone II device is given.
Synthesis was done using Synplify Pro 8.4 [36].
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5.1 Microbenchmarks

5.1.1 Fibonacci

The Fibonacci microbenchmark is used to compute theith term of the Fibonacci sequence
(Fi). This is done using divide and conquer approach where the problem of computingFi is
divided into two recursive subproblems of computingFi−1 andFi−2 then adding them. The
benchmark used is multithreaded. That is, each thread running to compute a Fibonacci term
forks two threads to compute the two preceding terms, and then waits for results to be ready.
The base case is to computeF0 or F1, where no forking takes place and the thread stores 1
in memory. Each thread stores a flag in memory when the its result is ready. A parent thread
keeps polling the flags until the two values are ready to be added. Each parent thread waits
for the values to be ready not for its children threads to terminate. Thus, due to overlapped
computation, a thread may use the values resulting from threads other than the two it has
forked.

This benchmark exploits the behavior of the model under a large number of resident
threads. This is the case, because all non-leaf threads are dependent on the computation of
other values. Having large number of active threads in the system will consume most of
context tokens and cause threads to spend more time trying to acquire tokens (using TRQ
instruction). The assembly code for the microbenchmark is as follows.

Root: SUB R5, R5, R5 # reset R5
LDA R6, 1(R5) # set R6 to one
ADD R0, R0, R9 # set R9 to result address

# R0 contains fib_index
CMPEQ R0, 1, R7 # check if R0 = 1
CMPEQ R0, 0, R8 # check if R0 = 0
OR R7, R8, R7 # OR the conditions to R7
BEQ R7 , Forking # if not, go to Forking
STL R6, 0(R9) # return 1 at MEM[R9]
STL R6, 1(R9) # set flag at MEM[R9 + 1]
THR_END # thread end

Forking: SUB R0, 1, R1 # prepare new fibonacci index in R1 (fib_index - 1)
SUB R0, 2, R2 # prepare new fibonacci index in R2 (fib_index - 2)
LDA R10, 0(R0) # copy fib_index to R10
LDA R0, 0(R1) # place child thread argument in R0

Retry1: TRQ R14 # request token
BEQ R14, Retry1 # retry if fail
THJ R5 # fork to [R5]
LDA R0, 0(R2) # place child thread argument in R0

Retry2: TRQ R14 # request token
BEQ R14, Retry2 # retry if fail
THJ R5 # fork to [R5]
ADD R1,R1,R1 # place first result address in R1
ADD R2,R2,R2 # place second result address in R2

Poll: LDL R11, 1(R1) # load first value flag from MEM[R1+1]
LDL R12, 1(R2) # load second value flag from MEM[R2+1]
AND R11, R12, R11 # AND the two flags in R11
CMPEQ R11, 1, R11 # check if R11 = 1
BEQ R11, Poll # if false, poll again
LDL R11, 0(R1) # load first result MEM[R1]
LDL R12, 0(R2) # load second result MEM[R2]
ADD R11, R12, R11 # add the two values in R11
STL R11, 0(R9) # store result in MEM[R9]
STL R6, 1(R9) # store flag in MEM[R9+1]
THR_END # thread end
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# code start
Start: SUB R0, R0, R0 # reset R0

ADD R0, fib_index, R0 # place argument to root thread
SUB R14, R14, R14 # reset R14
JMP R14 # jump to root thread

Results

The benchmark is run on the model with double, triple and quadruple processors. In all cases,
the context size is 32 contexts per processor. The size of the instruction cache block is 32
words. This makes the microbenchmark code span two blocks in memory (38 instructions).

Figure 5.1 shows the execution time, in clock cycles, plotted against the index of the
Fibonacci term calculated. There is a steady increase in clock cycles as the Fibonacci index
gets higher. This increase, however, gets drastic atF10 for the double-processor case. This
sudden jump is due to lack of tokens. This can be explained as follows: As the number of
resident threads increases, more cycles are wasted on threads merely waiting for their values
to be ready in memory. This type of threads keep reading from memory and check if the flags
are set, and on each memory access they are blocked. Thus, despite cycles are wasted, they
are still interleaved with other useful cycles from other threads. As shortage of tokens arise,
some threads spend time waiting to acquire a token. In this case, if a token is not found,
such a thread will spend its entire quantum time (100 clock cycles) trying to acquire one and
cannot be interleaved with useful cycles from other threads. AtF9 The triple- and quadruple-
processor cases exhibit a speedup of 53% and 60%, respectively, over the double-processor
case. This speedup jumps to 72% and 80% atF10.

fib index Double Triple Quadruple

1 1 1 1

2 3 3 3

3 5 5 5

4 9 9 9

5 14 14 13

6 20 22 24

7 41 35 38

8 64 60 62

9 64 96 96

10 64 96 128

Table 5.1: Maximum number of resident threads for Fibonacci microbenchmark

Figure 5.2 shows the overall processors utilization for each Fibonacci index. The overall
processors utilization is the number of clock cycles where one or more processors are active
divided by the total number of execution cycles. AtF1 there is about 25% utilization for
all cases. This low utilization is due to the startup cache misses. For higher terms, the
utilization increases rapidly at the beginning then slowly due to the longer execution time
which makes the initial cache misses cost insignificant. At high Fibonacci terms, utilization
decreases as number of processors increase. This is because the startup cost is replicated
on each processor causing more idle clock cycles. Table 5.2 shows the average number of
processors utilized in each case.

50



Number of clock cycles

0

5000

10000

15000

20000

25000

30000

fib_index

C
C

s

Double
Triple
Quadruple

Double 112 233 342 529 780 1274 1726 2673 7426 25798

Triple 112 257 416 512 673 1014 1336 2067 3465 7103

Quadruple 112 233 372 562 716 954 1360 1958 2951 5107

1 2 3 4 5 6 7 8 9 10

Figure 5.1: Total number of clock cycles for Fibonacci microbenchmark

fib index Double Triple Quadruple

1 0.259 0.259 0.259

2 0.579 0.650 0.579

3 0.839 0.880 0.855

4 1.090 1.280 1.167

5 1.321 1.562 1.623

6 1.589 1.944 2.013

7 1.670 2.192 2.372

8 1.815 2.433 2.608

9 1.925 2.620 2.785

10 1.981 2.805 3.102

Table 5.2: Average number of processors utilized for Fibonacci microbenchmark
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Figure 5.2: Processors utilization for Fibonacci microbenchmark
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In table 5.3 the number of thread switches for each case, either due to blocking (cache
miss or data access) or quantum time expiration, is listed. As mentioned above, only threads
striving for tokens would be interrupted due to quantum time expiration. This explains why
timeouts occur only at higher Fibonacci terms.

Double Triple Quadruple

fib index Blocks Timeouts Blocks Timeouts Blocks Timeouts

1 4 0 4 0 4 0

2 14 0 20 0 14 0

3 31 0 43 0 36 0

4 62 0 75 0 76 0

5 103 0 116 0 134 0

6 219 0 218 0 215 0

7 291 0 316 1 359 0

8 486 0 542 1 557 0

9 845 58 940 5 894 0

10 1263 370 1459 59 1473 15

Table 5.3: Thread switching count for Fibonacci microbenchmark

5.1.2 Vector-Add

The Vector-add microbenchmark adds two vectors of sizevector size. Two versions of
Vector-add are used: sequential and parallel. In the sequential Vector-add, two vectors are
added using a single loop. The code for this version is shown below.

# sequential version
Start: SUB R0, R0, R0 # reset R0

ADD R0, vector_size, R1 # store vector size in R1
ADD R0, R1, R2 # initialize R2 with the address of the last element

Loop: LDL R10, 0(R2) # load MEM[R2]
ADD R1, R2, R3 # R3 stores the address of the current element of the second vector
LDL R11, 0(R3) # load MEM[R3]
ADD R10, R11, R10 # add the two elements
STL R10, 0(R2) # store the result in the first vector
SUB R2, 1, R2 # decrement the current element address
BNE R2, Loop # keep looping if R2>0
THR_END # end program

The parallel Vector-add has a root thread that is responsible of forking a thread for each
add operation. Thus the number of threads forked is equal to the size of the vectors added.
Since each thread should merely load two values, add them and store the result back in
memory, this makes the Vector-add a good example of a benchmark of very fine-grained
threads (8 instructions). Furthermore, it can be considered as a parallelization of single loop
with no loop-carried dependences (data written in one iteration is read in another iteration),
where each iteration is carried out in a different thread. The performance of the design
when running the parallel Vector-add is compared for each case of single (multithreaded),
double, triple, and quadruple processors. In addition, the performance of the parallel version
is compared with the sequential version.
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# parallelized version
Start: SUB R1, R1, R1 # reset R1

ADD R1, Add_thread, R11 # set R11 to be the address of the adding thread
ADD R1, vector_size, R2 # store vector size in R2
STL R2, 0(R1) # store vector size in MEM[0]

Retry: TRQ R7 # request token
BEQ R7, Retry # retry if failed
ADD R1, R2, R0 # place argument in R0
THJ R11 # fork an adding thread
SUB R2, 1, R2 # decrement R2
BNE R2, Retry # loop if R2 > 0
THR_END # end root thread

Add_thread: SUB R4, R4, R4 # reset R4
LDL R6, 0(R4) # load vector size from MEM[0] to R6
LDL R1, 0(R0) # load first element using the argument in R0
ADD R0, R6, R3 # compute the address of the second element in R3
LDL R2, 0(R3) # load second element to R2
ADD R1, R2, R1 # add two elements
STL R1, 0(R0) # store the result back in the first vector
THR_END # end adding thread

Results

The execution time of the Vector-add is plotted against the size of the vector in figure 5.3. It
is noteworthy that the sequential version outperforms the parallel version running on a single
multithreaded processor by up to 34% at vectorsize = 100. This can be justified by the
small granularity of the threads used, which makes the overhead of running an extra thread
to fork all necessary threads significant to the overall execution time. Since this overhead
is only in the parallel version and the single-processor version of the design executes from
only one thread of control at any time, this overhead is not compensated by simultaneous
parallel execution of existing threads. This not the case for a multiple-processor version. As
the root thread is still forking threads, previously forked threads will be running on other
processors. The figure shows a speedup of 33%, at vectorsize = 100, of the sequential code
when a dual-processor version is used. This percentage increases to 50% and 56% at the
same vectorsize when triple- and quadruple-processor versions are used, respectively.

The speedup when using quadruple processors compared to using triple is only around
12%. This small speedup is due to the very fine-granularity of the threads, which causes
each thread to remain for a very short time in the system before it terminates. This fact
reduces the average number of processor utilized. This can be shown in table 5.4 where the
average numbers of processors for vectorsize = 100 are 2.138 and 2.447 for the triple- and
quadruple versions, respectively, which is relatively low when compared with the double-
processor version (1.797).

In the processors utilization chart (figure 5.4), the sequential Vector-add has poor uti-
lization. As the vectorsize increases, utilization improves slightly. This is because the
startup cost (initial instruction cache miss) becomes less significant as the number of run-
ning threads, hence execution time, increases.
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Figure 5.3: Total number of clock cycles for Vector-add microbenchmark

vector size Single Double Triple Quadruple

10 0.904 1.340 1.337 1.347

20 0.950 1.449 1.527 1.722

30 0.965 1.705 1.605 1.997

40 0.980 1.470 1.753 2.172

50 0.983 1.491 1.856 2.294

60 0.985 1.658 1.932 2.316

70 0.988 1.706 1.990 2.332

80 0.989 1.741 2.04 2.345

90 0.991 1.744 2.074 2.401

100 0.994 1.797 2.138 2.447

Table 5.4: Average number of processors for Vector-add microbenchmark
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Figure 5.4: Processors utilization for Vector-add microbenchmark

vector size Single Double Triple Quadruple

10 11 11 11 10

20 21 20 15 16

30 31 27 19 17

40 32 35 24 17

50 32 42 27 19

60 32 50 30 22

70 32 58 33 22

80 32 64 38 26

90 32 64 40 26

100 32 64 44 27

Table 5.5: Maximum number of resident threads for Vector-add microbenchmark
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5.1.3 Subroutine-Calls

The Subroutine-calls microbenchmark contains 32 subroutines. Each subroutine is a 100
iterations void loop. The benchmark consists of 64 calls to the 32 subroutines, where each
subroutine is called twice. The addresses of the subroutines code are stored consecutively in
data memory in 64 words. The code for the 32 subroutines span 32 memory block, where
each subroutine code reside at the start of a memory block. Assuming a 32-word cache
block, the contents of the data memory are as follows (decimal): 32, 64, 96, ... , 1024, 32,
64, 96, ... , 1024. The aim of this benchmark is to exploit multiple instruction cache misses.
As done with the Vector-add microbenchmark, a sequential version of the code is run and is
compared with the parallel version of the code when run on single- (multithreaded), double-,
triple- and quadruple-processor version of the model. The sequential code, the root thread of
the parallel code, and the replicated subroutine code are shown below respectively.

# sequential version
Start: SUB R9, R9, R9 # reset R9

LDL R6, 0(R9) # load the subroutine address from memory to R6
JSR R6 # call subroutine
ADD R9, 1, R9 # increment R9
CMPEQ R9, 64, R8 # set R8 to 1 iff R9 = 64
BEQ R8, Loop # loop again if R8 = 0
THR_END # end

# parallelized version

# root thread
Start: SUB R0, R0, R0 # reset R0
Loop: LDL R1, 0(R0) # load the subroutine address from memory to R1
Retry: TRQ R7 # request token

BEQ R7, Retry # retry if R7 = 0
THJ R1 # fork a thread to the subroutine code
ADD R0, 1, R0 # increment R0
CMPEQ R0, 64, R8 # set R8 to 1 iff R0 = 64
BEQ R8, Loop # loop again if R8 = 0
THR_END # end

# subroutine
SUB R0, R0, R0 # reset R0

Loop: ADD R0, 1, R0 # initialize R0 with 1
CMPEQ R0, 100, R1 # set R1 to 1 iff R0 = 100
BEQ R1, Loop # loop again if R1 = 0
THR_END # end

Results

Table 5.6 summarizes the results obtained for the subroutine-call microbenchmark. It shows
a slight speedup of 1.5% for the single-processor model over the sequential version of the
microbenchmark. Despite that in the single-processor version cache-misses cycles are over-
lapped by execution cycles from other threads, the speedup is still insignificant. This can
be justified by the existence of an additional thread (root thread) that forks 64 other threads,
which consumes extra cycles. In addition, the amount of parallelism is limited (maximum
of 8 threads, table 5.6) due to the fact that the forking of threads is interrupted by other pre-
viously forked threads whenever a memory reference is made. By reviewing the code, it can
be seen that the root thread is the only one being blocked due to data memory access, while
other threads (subroutine threads) keep running until their quantum time expires. On the
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other hand, the double-processor model exhibits a speedup of about 32%, while the triple-
and quadruple-processor models show a speedup of 50% and 61%, respectively.

Performance Metric Sequential Single Double Triple Quadruple

Execution time (CCs) 28429 27994 19361 14179 10975

Processors utilization (%) 94.58 99.82 99.74 99.63 99.52

Avg. number of processors 0.946 0.998 1.705 2.299 2.905

Max. number of threads 1 8 14 14 17

Instruction cache misses 33 33 45 56 57

Table 5.6: Results for Subroutine-calls microbenchmark

Processors utilization decreases as the number of processors increase. This is because the
startup cost (instruction cache misses) is replicated over each processor in the system. This
is can also be seen in the increasing number of cache misses as the number of processors
increases. Another fact is the increasing maximum number of threads.

5.2 Synthesis

This sections provides synthesis information about the design when mapped to three FPGA
devices. We assume an instruction cache block size of 32 words. The devices used are Al-
tera Cyclone II [4], Stratix II [7] and Xilinx Virtex-4 [45]. The Cyclone II is an example
of a low-cost medium-density device. The device chosen (EP2C70F896) contains 68,415
logic elements (LEs) and 1.1 Mbit of embedded memory. The Stratix II (EP2S180F1020)
is a high-density high-speed device with 143,520 adaptive look-up tables (ALUTs) which
is equivalent to 179,400 logic elements (LEs). The Virtex-4 is one of the highest density,
highest memory capacity FPGAs for Xilinx. The device used (XC4VFX140FF1517), which
belongs to the FX family, contains 132,797 look-up tables (LUTs) and about 8.8 Mbit of em-
bedded memory. We have chosen the Virtex-4 FX family for its relatively larger embedded
memory capacity.

Contexts ICache Family Device Mapping Ratio DMem Size

per processor (blocks) (KB)

8 8 Cyclone II EP2C70F896 40,086 / 68,416 LEs (58%) 125

8 8 Virtex-4 XC4VFX140FF1517 38,511 / 132,797 LUTs (29%) 875

16 16 Virtex-4 XC4VFX140FF1517 66,899 / 132,797 LUTs (51%) 875

32 16 Virtex-4 XC4VFX140FF1517 117,168 / 132,797 LUTs (90%) 738

32 16 Stratix II EP2S180F1020 114,652 / 143,520 ALUTs (80%) 562

Table 5.7: Mapping ratio and data memory size

Table 5.7 depicts the mapping ratio for each device using different values for cache size
and number of contexts for each processor. The design can be accommodated on the Cyclone
II device using small configuration. The design with 32 cache blocks and 16 contexts per
processor fits on the Stratix II device with less space than the Virtex-4. However, the amount
of data memory available on the Virtex-4 device is larger.

Table 5.8 shows the equivalent maximum clock speed for each implementation. The Cy-
clone II device exhibits a poor performance compared to the Virtex-4 and Stratix II. Both
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Stratix II and Virtex-4 devices show nearly same clock speed for maximum design configu-
ration.

Contexts ICache Family Device Clock frequency

per processor (blocks) (MHz)

8 8 Cyclone II EP2C70F896 23

8 8 Virtex-4 XC4VFX140FF1517 85

16 16 Virtex-4 XC4VFX140FF1517 85

32 16 Virtex-4 XC4VFX140FF1517 44

32 16 Stratix II EP2S180F1020 45

Table 5.8: Clock speed
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Figure 5.5: Chip utilization breakdown for Cyclone II (EP2C70F896)

Figure 5.5 shows chip utilization breakdown for the model when mapped to Cyclone II
(EP2C70F896) device. It can be seen that most of the design space is occupied by instruc-
tion caches. Since no explicit synthesis constraints were given to the fitter, it was the fitter
decision to map cache module to logic elements instead of embedded memory blocks. If the
design, however, is customized to the Cyclone II device such that instruction caches were
explicitly implemented using the device embedded memory, it is likely that more processors
can fit while utilizing the same chip area (58%).
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5.3 Summary

This chapter was divided into two parts. The first part showed the model performance under
three microbenchmarks: Fibonacci, Vector-add, and Subroutine-call. It also justified the
model behavior under each microbenchmark and showed the speedup obtained. The second
part presented information related to the synthesis of the design. Three FPGA devices were
targeted using different configurations of the design in terms of instruction cache size and
number of contexts per processor. The mapping ratio, amount of available data memory and
clock speed for each case were given.
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CHAPTER 6

CONCLUSIONS AND FUTURE WORK

6.1 Conclusions

This thesis shows that a complex CMP model can fit on a single FPGA chip and run at
high clock speed. It proposes an FPGA-based chip-multiprocessor (CMP) model which
is a simplified design of the Jamaica CMP architecture. The design contains a number of
symmetric RISC pipelined multithreaded processors arranged in a ring. It supports rapid
thread switching and forking where a dedicated module is used to maintain threads context
data. Memory is arranged into a simple single-level read-only instruction cache in addition
to data buffering to overlap latency due to data memory access; data memory resides on-chip
while instruction memory resides off-chip. The design is written in pure standard VHDL
and is aimed to be flexible and portable to any FPGA platform. Design parameters, such as
number of processors, cache size, maximum number of contexts, can be easily modified.

The model is verified and validated using three microbenchmarks: Fibonacci, Vector-add
and Subroutine-calls running on different versions of the model with different number of
processors. Fibonacci is used as an example of a thread-intensive application, while Vector-
add and Subroutine-calls are used to compare the sequential version of the microbenchmarks
with the parallel version. Verification is done on a VHDL simulator through investigation of
the final results, in addition to the generated waveforms. Verification is also done by collect-
ing performance values and comparing them with the statically computed values using the
microbenchmarks code. The model is validated by showing significant speedup of parallel
version of the microbenchmarks over the sequential version. Vector-add and Subroutine-calls
showed a speedup of 56% and 61%, respectively, when running on quadruple-processors
over the sequential version.

Finally, the on-chip space required by the design and its clock speed is deduced by map-
ping the design to Altera Cyclone II, Stratix II and Xilinx Virtex-4 devices which also shows
its portability. The synthesis results show that a maximum clock speed of 85 MHz can be
achieved while utilizing as low as 29% (51% for higher configuration) of the chip size. These
results act as an estimate that will guide future efforts to design other CMP models.
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6.2 Future Work

Our suggestions for future work are:

• Despite using standard VHDL libraries makes the design portable to any FPGA plat-
form and quite easy to modify and update, this comes on the expense of larger area on
chip and hence slower clock rate. Implementing the model design for specific FPGA
platforms will improve the clock rate and fitting ratio. This is can be done by connect-
ing instances of existing on-chip modules through the use of FPGA-specific VHDL
libraries. This lower level of design will cause longer design and verification time.
Furthermore, the design will be less flexible and will take longer time to modify. It
will provide, however, a more efficient model in terms of space and speed.

• The model proposed does not have cache hierarchy for data memory. Instead, it uses
data buffers to overlap data memory latency. The synthesis reports, however, show
that data memory caching and coherency protocol may fit. It would be interesting to
investigate the possibility of incrementing the model with such features.

• Reconfigurable computing is a recent field of research which relies on reconfigurable
hardware. An interesting future work would be to design a coprocessor whose role
is to determine the best parameters for our model (number of processors, cache size,
number of contexts, .. etc.) and reconfigure the FPGA chip online. The reconfiguration
decision should be made based upon the running application and previous profiling
data.

62



REFERENCES

[1] A. Aiken and A. Nicolau, “Perfect Pipelining: A New Loop Parallelization Technique”,
2nd European Symposium on Programming, Lecture Notes in Computer Science, Vol.
300, pp. 221 - 235, Springer-Verlag, March 1988

[2] A. Aiken and A. Nicolau, “Optimal loop parallelization”, Proc. of SIGPLAN ’88 Con-
ference on Programming and Language Design and Implementation, Atlanta, Georgia,
pp. 308 - 317, June 1988

[3] Altera Corporation,http://www.altera.com, “Avalon Interface Specification”, April 2005

[4] Altera Corporation, “Cyclone II Device Family Data Sheet”, November 2005

[5] Altera Corporation, “NIOS CPU Data Sheet”, October 2004

[6] Altera Corporation, “Stratix Device Family Data Sheet”, July 2005

[7] Altera Corporation, “Stratix II Device Family Data Sheet”, December 2005

[8] ARM Ltd., http://www.arm.com

[9] M. Butler, T. Y. Yeh, Y. N. Patt, M. Alsup, H. Scales, M. Shebanow, “Single instruction
stream parallelism is greater than two”, Proc. of the 18th International Symposium on
Computer Architecture, Toronto, Ont., Canada, pp. 276 - 286, 1991

[10] P. P. Chang, W. Y. Chen, S. A. Mahlke, W. W. Hwu, “Comparing Static And Dynamic
Code Scheduling for Multiple-Instruction-Issue Processors”, Proc. of the 24th Annual
International Symposium on Microarchitecture, Albuquerque, New Mexico, Puerto Rico,
pp. 25 - 33, September 1991

[11] D. Chiou, H. Sunjeliwala, D. Sunwoo, J. Xu, N. Patil, “FPGA-based Fast, Cycle-
Accurate, Full-System Simulators”, 2nd Workshop on Architecture Research using FPGA
Platforms (WARFP), Austin, Texas, February 2006

[12] L. Codrescu, D. S. Wills, J. Meindl, “Architecture of the Atlas Chip-Multiprocessor:
Dynamically Parallelizing Irregular Applications”, IEEE Transactions on Computers Vol.
50 , No. 1, pp. 67 - 82, January 2001

[13] M. Collin, R. Haukilahti, M. Nikitovic, J. Adomat, “Socrates - a multiprocessor SoC
in 40 days”, In Conference on Design, Automation and Test in Europe, Designers Forum,
Munich, Germany, March 2001

63



[14] P. Enslow, Jr., “Multiprocessor Organization—a Survey”, ACM Computing Surveys
(CSUR) Vol. 9, No. 1, pp. 103 - 129, March 1977

[15] J. A. Fisher, “Trace Scheduling: A Technique for Global Microcode Compaction”,
IEEE Transactions on Computers Vol. 30, No. 7, pp. 478 - 490, 1981

[16] M. J. Flynn, “Very High-speed Computing Systems”, Proc. of the IEEE, pp. 1901 -
1909, December 1966

[17] M. Franklin, “The Multiscalar Architecture”, Tech. Rep. 1196, Department of Com-
puter Science, University of Wisconsin-Madison, Madison, WI, 1993

[18] M. Franklin, G. S. Sohi, “ARB: A Hardware Mechanism for Dynamic Memory Disam-
biguation”, IEEE Transactions on Computing, pp. 552 - 571, February 1996

[19] M. W. Hall, J. M. Anderson, S. P. Amarasinghe, B. R. Murphy, S. W. Liao, E. Bugnion,
M. S. Lam, “Maximizing Multiprocessor Performance With the SUIF Compiler”, IEEE
Computer, Vol. 29, No. 12, pp. 84 - 89, December 1996

[20] L. Hammond, B. A. Hubbert, M. Siu, M. K. Prabhu, M. Chen, K. Olukotun , “The
Stanford Hydra CMP”, IEEE Micro, Vol. 20, No. 2, pp. 71 - 84, March 2000

[21] J. L. Hennessy and D. A. Patterson, “Computer Architecture: A Quantitative Ap-
proach”, Morgan Kaufmann Publishers, Third Edition, 2003

[22] A. Hung, W. Bishop, A. Kennings, “Symmetric Multiprocessing on Programmable
Chips Made Easy”, Proc. of the Conference on Design, Automation and Test in Europe,
Vol. 1, pp. 240 - 245, March 2005

[23] Intel Corporation,http://www.intel.com

[24] N. P. Jouppi, D. W. Wall, “Available Instruction-Level Parallelism for Superscalar and
Superpipelined Machines”, Proc. of the 3rd Conference on Architectural Support for Pro-
gramming Languages and Operating Systems, IEEE/ACM, Boston, pp. 272 - 282, April
1989

[25] S. W. Keckler, W. J. Dally, D. Maskit, N. P. Carter, A. Chang, W. S. Lee, “Ex-
ploiting Fine-Grain Thread Level Parallelism on the MIT Multi-ALU Processor”, ACM
SIGARCH Computer Architecture News , Proc. of the 25th Annual International Sympo-
sium on Computer Architecture ISCA ’98, Vol. 26, No. 3, April 1998

[26] J. Laudon, A. Gupta, M. Horowitz, “Interleaving: a multithreading technique targeting
multiprocessors and workstations”, Proc. of the 6th International Conference on Archi-
tectural Support for Programming Languages and Operating Systems, San Jose, CA., pp.
308 - 318, 1994

[27] J. L. Lo, S. J. Eggers, J. S. Emer, H. M. Levy, R. L. Stamm, D. M. Tullsen, “Converting
Thread-level Parallelism to Instruction-level Parallelism via Simultaneous Multithread-
ing”, ACM Transactions on Computer Systems Vol. 15, No. 3, pp. 322 - 354, August
1997

64



[28] Mentor Graphics Inc.,http://www.model.com

[29] K. Olukotun, B. A. Nayfeh, L. Hammond, K. Wilson, and K. Chang, “The Case for a
Single-Chip Multiprocessor”, Proc. of the 7th International Conference on Architectural
Support for Programming Languages and Operating Systems, pp. 2 - 11, 1996

[30] J. Ray, J. C. Hoe, “High-level Modeling and FPGA Prototyping of Microprocessors”,
Proc. of the ACM/SIGDA 11th International Symposium on Field Programmable Gate
Arrays, Monterey, California, pp. 100 - 107, 2003

[31] E. Rotenberg, Q. Jacobson, Y. Sazeides, J. E. Smith, “Trace Processors”, Proc. of
the 30th Annual International Symposium on Microarchitecture, Research Triangle Park,
North Carolina, pp. 138 - 148, December 1997
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Scalable Single-chip Multiprocessor Architecture with on-Chip RTOS Kernel”, Journal
of Systems Architecture: the EUROMICRO Journal, Vol. 49, Issue 12 - 15, pp. 619 - 639,
December 2003

[38] J. E. Thorton, “Design of a Computer - The Control Data 6600”, Scott, Foreman and
Co, Glenview, Illinois, 1970

[39] R. M. Tomasulo, “An Efficient Algorithm for Exploiting Multiple Arithmetic Units”,
IBM Journal, pp. 25 - 33, January 1967

[40] Transmeta Corporation,http://www.transmeta.com

[41] D. M. Tullsen, S. J. Eggers, H. M. Levy, “Simultaneous Multithreading: Maximizing
On-Chip Parallelism”, Proc. of the 22nd Annual International Symposium on Computer
Architecture, ISCA ’95, Santa Margherita Ligure, Italy, pp. 392 - 403, 1995
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