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Abstract

This document describes an advance cache architecture consisting of two levels of four-way set associative cache. There will be two modules of concern here along with other modules created for the test bench. The level one (L1) cache will be directly connected to the CPU, whereas the level two (L2) cache is shared amongst the two L1 caches. The cache design will be implemented for four CPUs with shared main memory (RAM). The previous project acquainted the students with the tools for simulation and synthesis (ModelSim and Design Analyzer in this case). This project, on the other hand, is for the students to familiarize ourselves with advance caching techniques. And what better way for this to happen then us designing and implementing them.
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1 Introduction

CPU Cache is used to minimize the cycles taken to read and write to memory. By acting as a gateway to memory, cache serves to store data most recently used by the CPU. Accessing RAM is comparably slow compared to the clock speed of a CPU, and thus it is very advantageous to have the required data close at hand (on the same chip as the CPU). Registers on the CPU do this as well but are limited in number. To limit the amount of latency the majority of memory accesses should be through the CPU cache. This prevents stalls on the CPU. CPU access to memory that is not in the cache is called a cache miss, whereas the opposite is called a cache hit
. Current caches in processors use set-associative caching. This project will use four-way set associative caching, where a memory address can map to multiple cache addresses. The previous project used the simpler technique of direct mapped caching. Set associative caching complicates the replacement policy for when a memory address is swapped out. State will be kept to determine the last recently used cache location. Top level details will follow in Section 2 of design decisions and cache requirements. A detailed design specification with RTL diagrams are contained in Section 3. The other following sections will discuss implementation (Section 4) and testing (Section 5) of an advance CPU cache. Timing diagrams are attached in Appendix A. Verilog code can be referenced in Appendix B.
2 Top Level Design
This section will discuss the features and requirements of this advance cache design and serve as a reference for the actual implementation. Figure 1 shows the high level design. 

Section 3 on the other hand will go into lower level design decisions as well as relate Verilog signals to the design. 

Top level features and requirements:

· Two phased clocking

· Four-way set associative cache

· LRU replacement policy

· Dual CPU support per second level of cache
· Four CPUs total

· Two levels of cache

· Write-back writes from the cache to the memory
· Take advantage of memory locality 

· An arbitrator to allocate bus space

· Snooping techniques for cache bookkeeping

· Memory Management Unit (MMU)

· Split cycle memory management


[image: image1]
Figure 1: High level design.
2.1 Two Phased Clocking

In order to get as much work done in a single clock cycle as well as to make the clock cycle as short as possible, two phased clocking is used. Figure 2 shows how a single clock signal can provide two phased clocking. On the positive cycle the output from Logic B is latched, while on the negative cycle the output from Logic A is latched. Thus more work can be done in a single clock cycle versus doing single phased clocking. 

[image: image2]
Figure 2: Two phased clocking.
2.2 4-Way Set Associative
Modern cache designs used at least a 2-way set associative cache. N-way set associative caching allows for data to hash into N different spots. There are both advantages and disadvantages to doing this. On the plus side, the hit rate is increased because even if there is a collision when mapping to a cache location, we still have N-1 number of alternative spots to pick from. On the down side, the miss time is increased because the logic must determine which of the N spots to place it in. A replacement policy must take place. This design will use a LRU policy. Additionally, the hit rate also needs more comparators to determine which of the N slots have the correct tag and data. This calls for more hardware compared to taking a direct mapped approach. But transistors are cheap, time is not. This design uses 4-way set associative caching. See Figure 3 for a conceptual diagram of 4-way set associative caching.

[image: image3]
Figure 3: 4-way set associate caching.
2.3 Spatial Locality

Figure 3 shows the memory address containing a cache tag, a cache index and a block offset. This cache design will store more than one word in a block designated by the cache index. The block index will tell which word in a cache block to use. Figure 4 shows a one bit block offset. Granted that the cache tag and the cache index point us to a select cache block, the block offset will point us to the correct word. This design will use two words per a block. This means that it will take additional cycles to get memory from the RAM, but it is most advantageous because programs typically use data in chucks. This design will thus take advantage of spatial locality in addition to the temporal locality given to us by simply using caching. 

[image: image4]
Figure 4: Explanation of block offset.

2.4 Cache Levels and Memory Hierarchy
This design uses two levels of cache. Some general properties of cache are that the bigger the cache is, the slower it is, and the smaller it is the faster it is. Figure 5 (referenced from Hennessey and Patterson) shows the typical timing of a memory hierarchy. It can go another step down to disk memory which can be on the order of terabytes for size and milliseconds for latency. The two levels of cache will see that the first level is smaller than the second level. It will be possible for each level to be sharing the same data, and in fact this is advantageous in a multiprocessor system. If both CPUs are sharing the same data and it is located in L2 cache, time is saved from having to go to main memory, which is comparably slow.

[image: image5]
Figure 5: Size and speed of a typical memory hierarchy.
2.5 Bus Arbitrator

Four CPUs are a part of this design, but only one bus. The shared bus must have some means of allocating time to each CPU for access to main memory, as well as giving access to main memory to read back data to each CPU (See Figure 1). The arbitrator will deal with priority to CPUs. The main concern is to make sure that no violations of read-after-write (WAW), write-after-read (WAR), and write-after-write (WAW) are done. A situation where the bus arbitrator gives priority is where one CPU is doing a read on memory location that has been dirtied by the other CPU. The arbitrator must give priority to the ladder CPU to write the dirty data into main memory.
2.6 Write-Back policy

There are two means of writing to memory: one is write-through where all writes go straight to main memory, and the other is write-back, where writes occur only when absolutely necessary. One condition where it is absolutely necessary is when a CPU is trying to read data from an address (in main memory or L2) that has yet to be updated by another CPU which has modified the data on its cache. This would violate RAW consistency. Another scenario where a cache location is being replaced by a more recently used address causes for a write to L2 or main memory. Write-back is used in this design because it saved time in terms of cycles. In instances where the same location is written to repeatedly and unshared with other CPUs, many clock cycles are saved by waiting for the necessary time to write to main memory.  

2.7 MMU

The MMU converts virtual memory addresses to physical addresses. The design has the MMU in between L1 and L2. 

[image: image6]
Figure 6: Where does snooping occur?
2.8 Snooping

Snooping is necessary to maintain consistent data between the CPU caches and main memory. Snooping occurs on shared buses to check up on which physical addresses are being written to and read from. See Figure 6 for where snooping occurs.

2.9 Cache States and Transitions 

Cache will have to keep state because there is more than one CPU using the same memory. Figure 7 shows the state relationships. Whereas Table 1 and Table 2 explain the different states and transitions. The Owned Clean and the Owned Dirty can be combined as well into a state Hennessy and Patterson call “Exclusive.” Shared Clean is in a state they call “Shared,” while the last remaining state is called “Invalid.”
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Figure 7: State diagram of cache.
	States
	Explanation

	Invalid
	When a cache location has data which has been read before a write by another cache has occurred to the corresponding RAM location. 

	Owned Clean
	The cache location has memory that is only being used by the current CPU and this memory location is holding the same data as RAM.

	Owned Dirty
	The cache location has memory that is only being used by the current CPU and this memory location is holding updated data which has not been written to RAM yet.

	Shared Clean
	The cache location has memory that is being shared by two or more CPU caches. The data in all the caches corresponds to the same data in the RAM.


Table 1: Explanation of states of state diagram.

	Transitions
	Explanation

	(1)
	Doing a read in the read in the Shared Clean state results in no state changes.

	(2)
	The CPU that wrote to RAM (originally being in the Shared Clean state) now holds data which is Owned Clean. The CPU must write to data to allow the other CPU caches to mark their cache location as invalid.

	(3)
	When a cache location is invalid and does a read for location that is being used by another CPU cache, it goes into the Shared Clean state.

	(4)
	A cache location that was in the Owned Clean state snoops a read on the bus now is sharing the same data in the RAM. This location must now put a read miss onto the bus to tell the reading cache that it is in shared clean state as well. 

	(5)
	A write in the Owned Dirty state stays in the same state because it does not update the RAM until another CPU cache does a read on the same location.

	(6)
	A snoop of a write operation on the bus tells the cache that it is holding invalid data.

	(7)
	When a new cache read is done by another CPU and the cache location is dirty, the RAM must be updated before the read for the new location can occur. The RAM gets updated and the new address is read in from the RAM. We are thus in the Shared Clean state.

	(8)
	A read in this state goes and reads from RAM again. A sophisticated compiler would not do this so if it is done it was done so with reason. This is in case the location is volatile and can change depending on outside influences.

	(9)
	When in the Owned Clean state and a write is done, the state changes to Owned Dirty since the data in the RAM and the cache no longer coincide. Data will only be written to RAM in the cases where a read is snooped or a new address from RAM is swapped in. 


Table 2: Explanation of transitions of state diagram.

2.10 Split Cycle Memory Management
As discussed previously in the section on memory hierarchy, there is significant delay in retrieving data from a bigger cache or main memory. To make sure that all requests are non-blocking on the requesting unit, queues must be used to prevent stalling. Queues only occur on the sending end. Processing will take in request and process them in first-in first-out (FIFO) order, unless there is an entry in the queue that is marked as high priority. Queues will take place at the Arbitrator, L1 cache, L2 cache, and RAM. See Figure 8 for the placement of each queue. Processing is done when the data is ready to be given to the requesting unit. Queues have the data pushed on during the negative phase of the clock, and popped on the positive. In the case of RAM, request come in from the bus and may have originated from one of the four processors. 
[image: image8]
Figure 8: Queue placement for split cycle operation.

3 Detailed Design
This section contains RTL diagrams for the arbitrator, L1 cache, L2 cache, and main memory. All signals shown in the diagram correspond to the signals that will be used in Verilog. The length of each signal is not labeled here but will be mentioned in Section 4 and can be referenced from the code itself in Appendix B (defines.v).
3.1 Arbitrator 

The arbitrator has connections coming in from two L2 caches and main memory. The L2 level caches will send a request containing the priority of the signal. There are only two types: high and low (1 and 0, respectively). High priority request are for prevention of RAW violations. One bit will be used by each source to request the bus. Due to time constraints this portion will only be simulated in the test bench. 

[image: image9]
Figure 9: Arbitrator RTL.
3.2 MMU

The MMU converts virtual addresses into physical addresses. The input comes from a L1 cache as a virtual address. The output goes to the L2 addressing as well to L1 for it to determine the physical tag of the virtual address. This can be done in one clock cycle by having the physical address ready to be latched on the negative edge of the clock. Figure 10 shows the RTL diagram for the MMU. Due to time constraints this portion will only be simulated in the test bench.

[image: image10]
Figure 10: MMU RTL.
3.2 Level One Cache

The CPU connection has dedicated input and output lines. This allows for request to come in every cycle, and data from the cache to come in whenever it is ready. Data coming in from the cache has a variable ready time. The CPU does not know when data will be ready a priori because retrieving data can take different paths. At the quickest point a L1 cache hit can occur, which can take approximately four clock cycles. Going to L2 can take roughly eight clock cycles, while RAM can take in the order of 100 clock cycles. The testing of this design will use a minimum delay for each level to simplify testing. See Figure 11 for an RTL diagram for the L1 cache.      

[image: image11]
Figure 11: L1 RTL.

3.3 Level Two Cache 
The L2 cache has inputs coming in from both of the L1 caches from two separate processors. Each input line is dedicated, as well as each output line. The reasoning behind this is for maximum throughput. The bus connection on the other hand is a tri-state buffer. Depending on the arbitrator and its queues they can be either inputs or outputs. When in the input phase, it does both reading of data that was meant for it. The destinations tags tell it whether the data is designated for this L2 cache. It matches it 

[image: image12]
Figure 12: L2 RTL.

to the L1 tags. These could be hard-wired into the cache but because the L2 cache is one of two, it is more dynamic to have it told which L1 caches it is responsible for.

It is noteworthy to mention that L2 cache only deals with physical addresses. Before the address reaches L2 from L1, the address must transverse an MMU which converts the virtual address into a physical address.
3.4 Main Memory

The main memory module has simple inputs and outputs compared to the caches. The connections to the bus are both input and output connections (tri-state buffers). The main memory unit has a connection to the arbitrator as well for permission to use the bus but does not have a priority associated with it. See Figure 13 for the RTL block diagram. This portion was simulated.

[image: image13]
Figure 13: Main memory RTL.

4 Implementation

This section will discuss implementation details such as what a cache line looks like and how many bits each signal will be. The Level One and Level Two cache were implemented and tested. The other portions were simulated in the test bench. All the details can be found in the Verilog code in Appendix B.
4.1 L1 Cache Implementation

The cache implementation takes many functions happening in parallel.

· Read/write hit and misses with 4-way set associativity 
· Snooping and keeping state for each cache line

· Queuing out going data back to the CPU

· Write stations to keep track of write backs

Each of these parallel processes can be split into two phases of the clock. 
4.1.1 L1 Cache Line

The figure below tells us the following:

· A virtual address is 20 bits

· A physical address is 16 bits

· A cache word is 8 bits

· A cache block is 16 bits (2 words)

· The block offset is 1 bit

· The cache index is 4 bits

· 3 bits are used for state (Valid, Dirty, Shared)


[image: image14]
Figure 14: L1 cache line.

4.1.2 L1 Queues

The following queue were needed to ensure that maximum throughput was achieve without stalls:

· An outgoing queue to L2 cache
· An outgoing queue to the cache’s corresponding CPU

The queue going out to L2 contained the virtual address for the MMU, a read/write signal, and the data. The outgoing queue to the CPU contained the virtual address and the data. Any data that went to the CPU was strictly for read purposes.

4.1.3 Write Stations

Write stations were used for write misses. Write misses happen in two stages. The first stage consists of doing a read to notify other caches to do write backs if their lines are dirty. When the data is received, the stations are checked to see if there is a valid matching physical tag waiting in the write stations. If there is, then a write of the data waiting in the write stations is posted to the outgoing L2 queue.
4.2 L2 Cache Implementation

The L2 cache is larger and deals with twice as many inputs and outputs. The code base for this module became twice as large as the L1 counterpart because it dealt with hits and misses of two separate caches. Both of these things happened in parallel so not to slow down incoming request. This module had three separate queues in order to attain high throughput. 
4.1.1 L2 Cache Line

The figure below shows a L2 cache line. Notice that the cache line in L2 is smaller than in L1 because it only deals with physical addresses.

[image: image15]
Figure 15: L2 cache line.
4.1.2 L2 Queues

The following queues were needed in order to ensure maximum throughput:

· Outgoing queue to first L1 cache

· Outgoing queue to second L1 cache

· Outgoing queue to BUS

4.1.3 Write Stations

Some state must be kept for cache coherency. On write misses an extra set occurred which made it mandatory for write stations. After the initial read and response from the bus, the cache needed to do a write through to notify other caches that they must invalidate their cache lines for that address. Any read that comes in from the bus is match to see if there was a previous write back being performed. If there was a hit, then a write is issued and the write station is freed. This implementation used 3 write stations. 
5 Testing
Testing exhaustively was not an option. The code base became too large to test for every possible scenario. Rather, it became more of an acceptance test procedure—proving the functionality of the caches. Testing the L1 and L2 cache used the following test scenarios:

· Writing to an address

· Reading from an address

· Owned writes

· Locality usage

· Snooping and state coherency

· The observance of queuing properly 

· The observance of dequeuing properly

· Set associatively

Appendix A contains the timing diagrams that are mentioned in this testing section. These diagrams are hand annotated to point out things of interest. The testing methodologies used include analyzing waveforms as well as using the display function to print to screen. As many code paths were tested to show correct functionality. Attached with the timing diagrams is a sample of the output from the print functions.
6 Conclusion
This document has describes an advance cache architecture consisting of two levels of four-way set associative cache. Two modules of concern were created along with supporting modules created within the test bench. The level one (L1) caches will be directly connected to the CPUs and showed the quickest means of getting data. The level two (L2) cache shared amongst the two L1 caches. The cache design was implemented so that four CPUs could share main memory (RAM). The project code base quickly become well over two thousand lines and was quite involving. Verification of the modules was difficult due to the many states the system could take. Simple functionality built upon itself and grew complex from a top level view. This is why a design must build upon simple ideas rather than complex ones. If a design starts out with complexes pieces, the module will become unmaintainable.  


Appendix A

The pages that follow contain hand annotated timing diagrams. 

Appendix B
The pages following contain the Verilog code for L1 and L2 cache.
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� This description of cache was reused from project one’s introduction.
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