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Abstract

In the previous project Tomasulo’s algorithm was described and implemented. The algorithm abstracted registers from actual hardware and used tags to achieve the usage of many local memory locations. Yet it is still presented the programmer with a set number of conceptual registers adhering to the instruction set architecture (i.e. MIPS). This algorithm took care of RAW and WAW fundamentally through its design. But WAR was not taken care of. The previous projects implementation did not take care of WAR during hazards which could arise from page faults and floating point exceptions. When programmers received a segmentation fault the registers did not contain the correct values. This project will solve this problem by designing and implementing a completion file to go along with the super scalar implementation from the previous project. Thus when exceptions occur the programmers will be presented with the correct register values thereafter. 

Table of Contents
2Abstract


4Table of Figures


51 Introduction


72.1 Two Phased Clocking


82.2 Reservation Stations


82.2.1 Floating Point Reservation Station


82.2.2 Adder Reservation Station


82.3 Arithmetic Units


92.3.1 Adder


92.3.2 Floating Point Unit


92.4 Buses


102.5 Instruction Set


102.6 Dual Instruction Dispatch


102.6.1 Carry Look-Ahead Logic


102.6.2 Reservation Station and Register Bookkeeping


102.6.3 Data Dependency Hazard Avoidance


122.6.4 Structural Hazard Avoidance


122.7 Instruction Queue


122.7.1 Program Counter


132.8 Completion File


142.8.1 Searching for Source Values


142.8.2 Output Queuing


152.9 Race Conditions


162.10 Cache Unit


173 Detailed Design


173.1 Adder Reservation Stations


173.2 Floating Point Reservation Stations


183.3 Instruction Queue


183.4 Instruction Dispatch Control


193.5 Completion File


203.6 Adder Unit


213.7 Floating Point Unit


224 Implementation


224.1 Reservation Stations


224.2 Instruction Dispatch Unit


234.3 Completion File


244.4 Adder and Floating Point Unit


245 Testing


256 Conclusion


28Appendix B


28Appendix B





Table of Figures

7Figure 1: High level design view.


7Figure 2: Two phased clocking.


8Figure 3: Floating point reservation stations.


8Figure 4: Adder reservation stations.


9Figure 5: Arithmetic unit conceptual reservation station inputs and general outputs.


11Figure 6: RAW example.


11Figure 7: WAW example.


11Figure 8: WAR example.


12Figure 9: Dispatch unit and instruction queue interface.


13Figure 10: Conceptual image of completion file.


14Figure 11: Up to date register values.


15Figure 12: Exception throwing.


16Figure 13: Data and tag race condition.


17Figure 14: RTL design of a generic reservation station.


18Figure 15: Instruction queue RTL level description.


19Figure 16: Instruction dispatch RTL level description.


19Figure 17: Completion file RTL level description.


20Figure 18: RTL of an adding unit.


21Figure 19: RTL level description of a floating point unit.


22Figure 20: Reservation station line implementation.


23Figure 21: Reservation station bookkeeping.


23Figure 22: Register to tag translation internal structure.




1 Introduction

The completion file in addition to Tomasulo’s algorithm takes care of the three data dependencies RAW, WAW, and WAR, both in normal operation and during exceptions such as page faults and divide-by-zero exceptions. The design of the previous project will be modified to include the addition of the completion file. The dispatch unit will issue two instructions per clock cycle unless there is a control or structural hazard. This project will have a bus for each arithmetic unit. Each arithmetic unit will also have two reservation stations feeding it sources for computation. There will be many additional signals included for exception handling from and to the completion file. In the sections that follow Section 2 will discuss a top level design. Section 3 will go into a detailed explanation of the design listing out signals and presenting RTL diagrams. Section 4 will discuss the implementation details. Section 5 will discuss the testing methodologies and the test cases used to show the implementation met the specifications. The timing diagrams and the Verilog code can be found in Appendix A and Appendix B respectively.

2 Top Level Design

This section will lay out the modules apart of this design as well as features to make the implementation as fast as possible to curtail any stalls. Figure 1 shows the high level design. Section 3 will go into more details on each module and relate Verilog signals to the design. Many of the requirements have carried over from the previous project. 
Previous Top level features and requirements:

· Two phased clocking

· Adder

· Adder reservation stations

· Floating point unit

· Floating point reservation stations
· No common data buses

· Simple instruction set

· Dual instruction dispatch
· Reservation station bookkeeping
· Data dependency hazard avoidance

· Structural hazard avoidance

· Carry look ahead like logic

· Instruction queue

· Program counter
· Dealing with race conditions
New requirements needed for a completion file.

· Completion File

· Output queuing

· Garbage collection of internal slots

· Internal register file

· Page Fault simulation

· Page Fault handling

· Arithmetic exception handling

· Delay writing to memory

· Dual instruction dispatch

· Deploying PC with instructions

· Coping with control hazards 

· Floating Point Unit 

· Exception throwing

· Cache unit

· Cache bus

· Cache tags


[image: image1]
Figure 1: High level design view.

2.1 Two Phased Clocking

In order to get as much work done in a single clock cycle as well as to make the clock cycle as short as possible, two phased clocking is used. Figure 2 shows how a single clock signal can provide two phased clocking. On the positive cycle the output from Logic B is latched, while on the negative cycle the output from Logic A is latched. Thus more work can be done in a single clock cycle versus doing single phased clocking.
 


[image: image2]
Figure 2: Two phased clocking.
2.2 Reservation Stations
The description and the functionality of the reservation stations have not changed and are not affected by the addition of a completion file. A reservation station is a buffer where a single instruction waits for sources to be ready. In this design there will be two types of reservation stations but their functions are the same: to first read an operation on the bus designated for it, store the tags for the sources, get the data for each associated tag, and be ready to feed the data into the arithmetic unit when the arithmetic unit is ready. 
2.2.1 Floating Point Reservation Station

There will be two floating point reservation stations which will buffer operations that need to be performed. The reservation station will monitor the dispatch instruction buses, the adder bus for tags that have completed from the adder reservation stations, its own output bus for multiply tags that have completed, and the register file bus. Figure 3 shows a conceptual picture of what the reservation stations hold as well as their naming terminology as M1 and M2.
2.2.2 Adder Reservation Station

There will be two adder reservation stations which will buffer operations that need to be performed. The reservation station will monitor the dispatch instruction buses, the floating point bus for tags that have completed from the floating point reservation stations, its own output bus for adder tags that have completed, and the register file bus. Figure 4 shows a conceptual picture of what the adder reservation stations hold as well as their naming terminology of A1 and A2.

[image: image3]
Figure 3: Floating point reservation stations.
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Figure 4: Adder reservation stations.

2.3 Arithmetic Units

The arithmetic units are the pieces that do the actual calculations in the CPU. The goal of the reservation stations is to keep both units as busy as possible, having each unit crank out results to maximize throughput. Figure 5 shows the inputs and outputs both units will have. Each one will receive two sources and the source of the reservation station from both reservation stations. The reason there are four inputs for data is because there are two reservation stations in charge of feeding the arithmetic units data. The unit will pick from which ever is available first. The clear bit will indicate to the reservation station that the data was chosen and the line can be cleared for new input. The output will be twice the bit length of the input. Additionally the tag of the source reservation station will be sent out for the parties that have interest in the updated tags. These parties essentially include most of the main blocks shown in Figure 1. 
2.3.1 Adder

The adder unit is directly connected to the adder reservation stations. It will wait on either A1 or A2 to signal that the data inside is ready to be calculated. As soon as the addition is completed the result along with the tag is sent out on the bus where the interested parties can read and update their information.
2.3.2 Floating Point Unit
The floating point unit is directly connected to the multiplier reservation stations. It will wait on either M1 or M2 to signal that the data inside is ready to be calculated. As soon as the operation is completed the result along with the tag is sent out on the bus where the interested parties can read and update their information. What differs here from the previous project is the addition of the exception signal which connects to the completion file. If this signal is on, then the completion file knows that for the output tag there has been an exception. 

[image: image5]
Figure 5: Arithmetic unit conceptual reservation station inputs and general outputs. 
2.4 Buses

The buses used on this design are unique to each driving unit. There is no common data bus or common instruction bus. There is a separate bus for the first instruction, second instruction, completion file, adder output, and multiplier output. Each bus will contain lines for tags and data. Figure 1 shows the different buses from the top level.
2.5 Instruction Set

The instruction set consists of two arithmetic functions, addition and division (where the exception thrown will be a divide by zero) and two memory functions (store and load which can result in a page fault). The registers in the register file will be preloaded at initialization. Because there are only four operations, the operand can be represented in two bits. This design will designate zero as addition, a one as division, a two for store, and a three for load.
2.6 Dual Instruction Dispatch

The control unit will examine the instruction queue and dispatch instructions in order. Out of order instruction dispatch is a possibility but it brings with it tons of logic. The subsections that follow will discuss the intricacies of the control logic. 
2.6.1 Carry Look-Ahead Logic

Logic where one unit must wait for the other to complete causes delay. This is similar to simple ripple carry adders where each bit of the adder must wait for the previous bit addition to complete. This type of logic is time consuming. Instead we use a carry look-ahead type logic where each bit knows the information of the previous units and thus can do the logic to ascertain the outcome. While the ripple carry version is slow, it has its advantage in less logic. The carry look-ahead type logic uses up much more logic, especially as the width of the procedure grows. This design will use carry look-ahead logic when dealing with the assignment of reservation stations to minimize the delay. As mentioned many times before, transistors are cheap, but time is not.  
2.6.2 Reservation Station and Register Bookkeeping

In order to designate a reservation station, both stations for a particular unit must be free for use. For the instruction dispatch unit to be able to allocate reservation stations to an instruction it must know which reservation stations are free. Therefore there must be a local structure in the control that keeps track of which tags represent which registers as well as which reservation stations are free.
2.6.3 Data Dependency Hazard Avoidance

There were two types of data dependency relations that were dealt with in the previous design. Those were read after write (RAW) and write after write (WAW). The third dependency relationship, write after read (WAR) which was not dealt with due to the primitive logic that resided at the register file will now be added. The completion file for this project will now save state in terms of the program counter. And because there will be control hazards in this project such as page faults or divide-by-zero, there will be a need to go back to a previous state for the register values. As for the two dependencies that were taken care of, the logic in the dispatch unit was wary of how reservation stations were assigned. For a RAW, the result from the first instruction was the source for the second instruction. Thus the tag assigned for the completion of the first instruction became what was waiting in the reservation station. Figure 6  shows this. As soon as the arithmetic unit was done computing the first addition, it put the data value and the tag onto the bus. The waiting reservation saw the tag on the bus and filled in its source information. Additionally the other tag might have already been filled as soon as the register file (the primitive logic used in the previous project) saw that the instruction needed the R1 value for the second instruction’s source. In this example A1 was chosen as the reservation station for the addition. The control logic in the dispatch unit knew to put tag A1 onto the bus for R0 in the second instruction. 
 
[image: image6]
Figure 6: RAW example.

In the WAW dependency we see that the result from the first instruction is really not the register receiving the data but just the tag which will be used in the latter instruction. This shows the beauty of Tomasulo’s algorithm where the programmer’s view of a register is completely decoupled from the actual hardware. 

[image: image7]
Figure 7: WAW example.

Once a signal is received the programmers would not get the correct values from the registers during a WAR. The register file was unable to keep track of values at certain PC values. The completion file fixes this by keeping state across PC. Figure 8 shows a WAR. The register in question with this example is R2. It is first read in the first instruction and written to in the second instruction. The hazard can occur when the first instruction causes an exception. The second instruction may complete before a fully system halt can occur. Thus, when the registers are presented to the programmer after execution the R2 value will be the incorrect value—the second instruction. The completion file deals with this data dependency and control hazard. More on this in the section describing the completion file. 

[image: image8]
Figure 8: WAR example.
2.6.4 Structural Hazard Avoidance

A structural hazard is the case where reservation stations are completely filled up for a particular operand. Take for instance the scenario where three additions are sent back-to-back. After the first two additions, both reservation stations will be fill, most likely waiting for certain tags to have the data filled in. When this happens, the hardware will do the worse thing imaginable: stall. The testing of this design will show the scenario when all the reservation stations are filled and the dispatch unit must stall and wait for a reservation station to fill up. Yet there will be the case where only one of the two instructions can be dispatched, although it will not be out of order dispatching.
2.7 Instruction Queue

The instruction queue in this design will be constant. Instructions will include an operand, a destination register, and two sources. It will be up to the dispatch unit to rename these registers as it sees fit to decouple the programmer’s view of registers from the actual hardware. 
2.7.1 Program Counter
The program counter (PC) will tell the instruction queue what instruction is next to be dispatched. The PC will be a simple counter that will update according to feedback given by the dispatch logic. The dispatch logic may dispatch both, one, or none of the instructions, and thus the instruction queue’s PC must update accordingly. The response will happen every positive clock cycle. Figure 8 shows the feedback connection from a top level perspective.

It should also be noted this design will not implement branches of any sort. The instructions will go straight through. The PC is also send to the dispatch unit so that it can forward it on to the completion file for state keeping.

[image: image9]
Figure 9: Dispatch unit and instruction queue interface.
2.8 Completion File
The complete file, which was formerly called the register file, will keep track of four registers: R0, R1, R2, R3, and their respective tags. Where the completion file differs from the register file is the fact that state is kept across the program counter. By doing this, when an interruption occurs in the form of an exception, the completion file can run to completion to the instruction that caused the exception and report back the correct register values. These register values are thus up to date in regard to where the exception occurred. Previously if there was to be an exception the register file would report back quasi correct values or the registers; values that were held around the instruction which caused the exception. The file must watch both instruction lines and output the necessary register values, as well as update any values after they have been shipped out by the arithmetic units. Figure 9 shows a conceptual image of what a completion file contains. The completion file, like its predecessor, the register file, is in charge of assigning the correct tags to the correct registers. When the completion file snoops instructions that are using the tags that are for R0, R1, R2, or R3, it will output the register tag and its value to the correct PC slot. As mentioned before, a source register is not necessarily a registers in hardware, but simply a name of a value which could come from several locations. Thus not all sources require the register file to output a value.

[image: image10]
Figure 10: Conceptual image of completion file.
The number of slots are finite, and therefore we must garbage collect those slots which have completed. Those up to date values are stored into a local register file. When looking up the most up to date value for a register, we search upward from a designated pointer. Because the completion file is a circular buffer, we may find ourselves searching from any of the slots upward and then down and up to the slot we started from. The figure below shows where values are stored to facilitate garbage collection of slots and for looking up register values that have been garbage collected. There is also another pointer which points to the level of completion. This pointer comes in handy when an exception is thrown. The completion file will then allow instructions to keep executing until the completion pointer points to the instruction causing the fault. The instruction field will be the field which is filled into to indicate there has been a fault. After all instructions up to the completion pointer have completed, the register values are dumped and the instruction dispatch is notified of the fault as well as which instruction caused the fault via the program counter.

[image: image11]
Figure 11: Up to date register values.
2.8.1 Searching for Source Values
The search algorithm to find the corresponding tags on a source request from the adder or floating point unit operates by searching from where the current pointer is upward until it hits the complete pointer. In the case were the complete pointer and the current pointer points to the same line, the values are taken directly from the register file. If a value for a register is not found in the structure after searching upward, the register file is referenced for the value of the register.
2.8.2 Output Queuing

If the scenario where two instructions come in and more than one source must be output a queue is used to get the necessary data out. The register value only has one out going connection per register value and so multiple registers must wait in a FIFO order to be outputted.

2.8.3 Exceptions
There are two types of exceptions that the completion file will deal with: page faults, and floating-point exceptions. A page fault occurs when the virtual address given does not mapped to real memory, or a memory violation. A floating-point exception can occur in situations where an operation tries to divide by zero, or say an operation tries to take the root square of negative one. Additionally it can be the case where the operation is legal but the numbers in the operation are too large to calculate, causing an overflow. Page faults will be dealt out by the cache unit along with a cache tag, where the floating point exceptions will come from the flowing point unit along with a reservation station tag. Figure 11 shows where the exceptions can originate from.

[image: image12]
Figure 12: Exception throwing.

2.8.4 Writing to Memory
The question arises of when to write to memory. Taking into consideration that once something is written to memory it resides there without reverting back to the previous value, we must only write the value to memory when we have reached a point in execution when no exceptions have occurred. For this reason we have an instruction field in the completion file. This field will contain the operations that are to be executed. This local storage thus provides the means of preventing writes in situations where an exception has occurred right before the actual write to memory. This provides coherent data in our memory even in the face of possible exceptions.  
2.9 Race Conditions

In the case where an instruction source tag goes out to the bus and within that same clock cycle that tag is completed, the receiving reservation station must grab the data for that tag before completing the reservation. Figure 10 shows a diagram of a race condition.  


[image: image13]
Figure 13: Data and tag race condition.

2.10 Cache Unit
The cache unit has an output bus and two cache reservation stations. This unit is in charge of interfacing with the main memory. The completion file has a direct connection to the cache unit and buffers instructions to it and also deals with page faults directly. The instruction unit learns about page faults, not from the cache unit directly, but through the completion file which waits for instructions to complete up to the instruction which caused the exception. For the second version of Tomasulo’s algorithm two additional tags were added, C0 and C1. These tags are kept by the cache unit and are output to a bus when the operation has completed. The completion file then updates its local  
3 Detailed Design
This section contains a RTL level description of the units which will be implemented. Section 4 will go into the implementation details of what is shown in this section. RTL diagrams for adder reservation stations, instruction queue, instruction dispatch control, completion file, adder, cache, and floating point unit are shown in this section.
3.1 Adder Reservation Stations

Figure 13 shows the inputs and outputs of a reservation station. The first set of inputs is the tag, data, and data ready of both the adder and floating point unit. Because the reservation station will be waiting to fill in different tags and both floating point and addition results apply, these connections are needed. The instructions are being watched to see when their tag is being used. Once a tag is seen on the instruction bus, the sources are put into the reservation stations. It is then the job of the reservation station to fill in those values. It is the job of the dispatch unit to know which reservation stations are being used and which are free. Another input connection comes from the completion file unit. This will supply data for different tags and associate registers with tag names. The outputs of the reservation station go directly to the adder. The adder will have a chip enable bit to tell the reservation when it is done calculating and ready for new input. The reservation station can reply with a data ready bit and the source data and the associated tag. This tag is essentially put on the output bus from the adder after completion of the adding procedure. There has been a new addition of cache tags to the unit. These tags come from the cache unit with the corresponding data.

[image: image14]
Figure 14: RTL design of a generic reservation station.
3.2 Floating Point Reservation Stations

Figure 11 shows what a reservation station looks like. A reservation is identical for both addition reservation stations and for floating point reservation stations. The only thing that differs is the tag name for each station. As previously stated, M0 and M1 are the designated names for the floating point reservation stations. Reference the description of the previous subsection for information on input and output ports.
3.3 Instruction Queue

The instruction queue operates with two instructions out with a data ready signal. The inputs are the dispatch controller’s signal telling the unit how many instructions were dispatched. The program counter is incremented according to this information. On the next clock cycle the instruction pointed to by the program counter and the instruction of the program counter plus one is outputted to the dispatch unit. The program counters for both instructions are given to the instruction dispatch, which are then forwarded on with the rest of the instructions for the completion file’s usage.

[image: image15]
Figure 15: Instruction queue RTL level description.
3.4 Instruction Dispatch Control

The instruction dispatch unit used to be the bulk of the logic in this design before the completion file came around. It must be able to do many processes in parallel. It must check the tags from the adder and the floating point unit to see which reservation stations have opened up. The instructions coming in from the instruction queue must be dispatched with the correct tags in place for the sources. The destination tag is taken care of by the register completion file. The completion file bus tells the instruction dispatch which register corresponds to which tag. When choosing which instruction to dispatch, the logic must make sure that the data dependencies are met without hazards occurring. These include data dependencies, control hazards, and structural hazards. In the case where there is a dependency between two instructions, the tag must be set up to ensure that both the WAW and RAW hazards are avoided. In the case where there are no reservation stations, the control unit must be able to know when to dispatch both, one, or none of the instructions. During control hazards the instruction dispatch unit stops altogether and reports the registers to the user. There may be the case that the second instruction has a reservation station available to it but the first instruction does not. In this situation, both instructions will stall due to the increased complexity of out of order instruction dispatching. The decision to dispatch a certain number of instructions must be relayed back to the instruction queue so that it may update its program counter. The instruction queue does not know a priori how many instructions will be used because it is the dispatch unit which keeps track of tags, reservation stations, and registers. Figure 15 shows the RTL level description of the instruction dispatch unit. As you can see there are many inputs, all of whom must be processed in parallel.

[image: image16]
Figure 16: Instruction dispatch RTL level description.
3.5 Completion File

The completion file’s job is to ensure that the registers receive the correct values. This includes synchronizing the output destinations of the instruction input. It must assign the registers the correct tags and output the values of the source registers that it holds. Those that are sent out on the bus are tags which could not have already been snooped upon by the reservations because they occurred on previous instructions. The register file will have to queue its output because many registers may need to be outputted from a single instruction. Figure 14 shows the RTL level description of the completion file unit.

[image: image17]
Figure 17: Completion file RTL level description.
3.6 Adder Unit

The adder unit is simple in comparison to the previous units mentioned. Two values are taken in when the data is ready and the previous addition has completed. The output is the result of the addition and the tag associated with that result. The tag is the name of the reservation station the sources were grabbed from. See Figure 15 for the RTL level description. 
[image: image18]
Figure 18: RTL of an adding unit.
3.7 Floating Point Unit

The floating point unit is simple like the adder unit with the exception of being able to throw divide by zero faults to the completion file. Two values are taken in when the data is ready and the previous operation has completed. The output is the result of the operation and the tag associated with that result. The tag is the name of the reservation station the sources were grabbed from.

[image: image19]
Figure 19: RTL level description of a floating point unit.
4 Implementation
This section discusses the implementation details for the reservation stations, instruction dispatch unit, completion file, floating point unit and the adder. Much of the implementation details have not changed from the previous project. Yet there was the addition of exception handling in many of the units. The make-over of the completion file is the most worthwhile subsection of this section.
4.1 Reservation Stations

The reservation stations contained incoming port connections from all the main units implemented. The instruction dispatch unit feed it up to two connections. The reservation stations were able to handle the cases where there are no instruction, one instruction, and two instructions. The destination tag of the instruction was the flag to tell which reservation tag should be active in reserving an instruction. One line for the reservation station was enough to implement it for the whole system. All which differed for each station was the tag name. This was set with its own unique input port. The verilog code contains a file by the name of “definitions.v” which contains the tag numbering scheme (See Appendix B). Figure 17 shows a reservation station line’s contents and size of each segment in bits.


[image: image20]
Figure 20: Reservation station line implementation.

Many things occurred in parallel in the reservation stations. They had to concurrently take care of incoming connections from the instruction dispatch, adder, multiplier, and the register file. The adder, multiplier, and the register file provided data, while the instruction queue gave more work to do and more source tags to fulfill. 
4.2 Instruction Dispatch Unit

Some implementation details of the dispatch unit include the internal bookkeeping of the register tags and the reservation stations. Figure 18 shows the internal structure in order to know which reservation stations are available for assignment. This structure is updated when there is a snooping on either the adder or the multiplication buses. The output from those two buses tells the dispatch unit that a reservation station is now available for use. Figure 19 on the other hand is used for assignment of registers to tags. A source for the current instruction may not be stored in the register, but is a tag that is waiting currently in the reservation station. Therefore the dispatch unit uses this internal structure to make sure that the tag information is coherent. This structure is updated during assignment as well when there is a snooped add or multiplication. The tag given by the adder/multiplier is matched with the current structure to see if the tag should be set to the register value (sort of a resetting for the register’s tag to the register itself).

[image: image21]
Figure 21: Reservation station bookkeeping.


[image: image22]
Figure 22: Register to tag translation internal structure.
4.3 Completion File

The completion file kept track of four different registers across multiple instructions through the usage of program counter state. For each destination register with a unique PC which was yet to be garbage collected the register file looked at all the input buses and saw if the tags matched. Once an instruction completed its location was looked at in comparison with the completion pointer. If there was no incomplete instruction in between the current instruction and the completion pointer then the instruction was garbage collected. By garbage collection, it is meant that the register file structure was updated to reflect the most up to date values of the destination register. These values were used when there was a failure to locate a register value that was needed to output as a source value—source values that were either going to either the adder or to the floating point reservation stations. The completion file was the only unit using an internal queue. The queue was three spots long. This was needed for the cases where one instruction (or two) needed to output different register values onto the bus. One caveat is the case where an instruction has two source registers that were of the same register, only one data item was enqueued.  Data and the utmost recent tag are kept. It watches the instruction input to assign the destination of an operand tag. When dealing with exceptions the completion file waited for instructions to complete up to the faulting instruction. At this point it signaled to the instruction dispatch to stop issuing instructions. The program counter was reported to the instruction queue, which was signaled up to the user. The completion file then also output the register values for the programmer’s use. The completion file was in charge of dealing with the cache unit for store and load operands. When having to do a write, the completion pointer must point to the instruction directly above the write operation. 
4.4 Adder and Floating Point Unit
The adder and the floating point unit were the same unit only using different operands. An internal toggling switch was used to tell which reservation station to look at first. This was done to provide fairness in use of the reservation stations. Each of these units also had to be aware of the newly installed cache tags. Before data could come from either the adder, floating point unit or the register file, but now data and tags could also come from the cache unit.
4.5 Cache Unit
The cache unit was kept simple, especially in terms of delay. A real cache unit could have variable delay because of the chances of a cache hit or a cache miss. Additionally if there was another level of cache, the variance of delay would also increase. The cache unit had two tags it was in charge or C0 and C1, which could be used by the adder or the floating point unit when doing arithmetic.
5 Testing

Testing took on selecting useful functions for demonstration. The units were unit tested before doing system testing. This methodology was a bottom up approach. Where the smaller units were created in full and then slowly built upon each other. The instruction queue was not implemented but was needed for driving the system. Thus the instruction queue was simulated in the testing bench. This allowed to easier test cases because the instructions were malleable. Many of the tests were taken care of in the previous project. These tests include: 

· Two phased clocking

· Two instruction dispatch

· RAW data dependency
· WAW data dependency
· Reservation station bookkeeping in instruction dispatch unit
· Reservation station reuse

· Correct tag assignment in register file

· Queuing in register file

These test mentioned do show up again in the new testing. The new tests include the following:

· WAR data dependency
· Slot allocation

· System halting after an exception

· Completion file floating point exception

· Completion file page fault exception 

Appendix A contains the timing diagrams that are mentioned in this testing section. These diagrams are hand annotated to point out things of interest. The testing methodologies used include analyzing waveforms as well as using the display function to print to screen. As many code paths were tested to show correct functionality.  
6 Conclusion

This project has designed and implemented a super scalar dispatch unit utilizing reservation stations to maximize throughput of instruction execution. Many units must work in unison to ensure that data is coherent after instructions are executed. WAR was addressed here due to the addition of a completion file, in addition to the previously dealt with data dependencies: WAW and RAW. Tomasulo’s algorithm of abstracting registers from actual registers in hardware led to the appearance of having more registers than actually on the die. By the use of tags the instructions can be ran with the use of reservation stations to essentially fill in the blanks, where the blanks are the data values of the tags. While the dispatch unit is in charge of the assigning source values tags based on the availability of reservation stations, the register file was in charge of setting the correct tags for the destinations (registers). The addition of exceptions added new complexity to the design to make sure data was coherent after an exception. The new logic put into the register file, which was renamed the completion file, made sure that all data and tags were coherent even in the face of exceptions.

Appendix A
The pages that follow contain hand annotated timing diagrams.
Appendix B
The following pages contain Verilog code.
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� This description was taken from the advance cache project because the same methods for fast design apply here as well.
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