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1 Introduction

PlanetLab spans over 330 locations across the globe and transits over 5 continents. Our experiment consisted of setting up over 20 hosts on PlanetLab. The software was an application which periodically did trace routes and pings to each other host set up across PlanetLab. This paper will discuss host setup and our application in Section 1, methodology of parsing our logs in Section 2, a discussion on outages in Section 3, both long term and short term, a discussion on router fluttering in Section 5, our findings on abnormal routing in Section 6, analysis of the latency of our pair-wise connections in Section 7, our observations on the frequency of abnormalities on the internet in Section 8, and we conclude in Section 9.

2 Host Setup

When choosing the host to setup on PlanetLab we were minimally to select a few nodes of the same LAN, at least one transatlantic link, one transpacific link, and a few nodes in continents other than Northern America. In order to have redundancy and backup host we set up 29 hosts across PlanetLab with our software. Out of these 29 it was found that one did not activate with our initial startup script. Thus we have data of 28 host trace routing and pinging 28 other hosts. This gives us in the order of 784 pair-wise connections. Table 1 shows the entire listing of hosts. The planetlab2.flux.utah.edu was the node which did not initiate during the startup script.

Hostname
 Location

cs-planetlab2.cs.surrey.sfu.ca
Canada

cs-planetlab1.cs.surrey.sfu.ca 
Canada

planetlab2.atcorp.com
North America

planetlab-3.sjce.nodes.planet-lab.org
North America

planetlab1.chin.internet2.planet-lab.org
China, Asia

planetlab2.cs.stevens-tech.edu
North America

planetlab-2.amst.nodes.planet-lab.org
Amsterdam, Europe

scut1.6planetlab.edu.cn
China, Asia

xmu1.6planetlab.edu.cn
China, Asia

planetlab-1.amst.nodes.planet-lab.org
Amsterdam, Europe

pli2-pa-3.hpl.hp.com
North America

planetlab2.ipls.internet2.planet-lab.org
North America

zju1.6planetlab.edu.cn
China, Asia

ustc2.6planetlab.edu.cn
China, Asia

pli2-br-1.hpl.hp.com
Europe

plnode02.cs.mu.oz.a
Australia

planetlab1.ipls.internet2.planet-lab.org
North America

planetlab1.nbgisp.com
North America

lsirextpc02.epfl.ch
Switzerland, Europe

pli1-br-2.hpl.hp.com
Europe

planetlab2.eurecom.fr
France, Europe

planetlab2.csres.utexas.edu
Texas, US

planetlab2.lsd.ufcg.edu.br
South America

planet2.att.nodes.planet-lab.org
North America

planetlab2.flux.utah.edu
Utah, US

planetlab-02.ipv6.lip6.fr
France

planetlab2.hiit.fi
Finland

pli1-pa-3.hpl.hp.com
North America

planetlab2.cs.wisc.edu
Wisconsin, US

Table 1: Host sites in experiment.

We can see that a connection from France to any North American host will use a transatlantic connection, while one of our many Chinese nodes will use a transpacific link through Japan. 15 of our selected 29 nodes are from other than North America. As for hosts which are in the same LAN, we see that the two Canadian nodes are both from the same domain cs.surrey.sfu.ca.

2.1 traced

The application, traced, was written in perl. The PlanetLab hosts all, fortunately, have a perl interpreter installed in each slice. The standard trace route program and ping program were also found on the hosts as a standard install, which our perl program called upon as system calls. Along with the perl program, was a list of all the hosts to trace route to. This list is maintained in a file called “hostnames.” On initialization the application parsed the file and put it into memory, but making sure to ignore its own hostname in the file. The application then became a daemon--its stdout and stderr dumped to /dev/null and it detached completely from the terminal. The application then went through a loop trace routing all hosts in the host array, following it with a ping. This data was stored in a temporary file and sent to a backup server before being stored on the onsite disk. The traced application can be found in the zipped file attached with this document.

2.2 servd

The backup server application, servd, was written as an additional backup option. After the traced program completed one trace route and ping it would connect to our backup server, in this case csil.cs.ucsb.edu, and store the information in the correct file. We had a system of 29 folders, all holding 28 files. Each folder represented a sending host, and each file within the folder represented a receiver. This backup option failed us for unknown reasons three days into the experiment. Fortunately the daily backup served the purpose of attaining the logs from the remote hosts. The servd daemon can be found in the zipped file attached with this document.

2.3 Daily Backups

The daily backup was done using a tcsh script which connected to each remote host through ssh. Public/private key encryption was used for authentication as to ensure we did not have to enter in a passphare/password during login. On login, it compressed all the log files so far (the same file structure mentioned in the previous subsection) and secure copied them over to our backup server. After receiving all the gzipped tar balls, we uncompressed them and logged back onto each machine and removed the compressed file. This was done for nine days. Log files can be found at http://www.cs.ucsb.edu/~nchohan/day9.tar.gz (compressed it is 94MB, while uncompressed it is well over 700MB).

3 Methodology

In this section we talk about our analysis methodology of our scripts. A script (outage.pl) was written for determining outages, both short and long term, router fluttering, and a script (latency.pl) was written for determining the pair-wise latency. These perl scripts are attached in the zipped file attached. Each file first parses a file containing the host names of all host involved. The output of each script then served as a red flag for which host to manually peruse through as well as statistics for reporting. When determining outages we looked at the successfulness of the ping. Depending on the frequency of ping failure we found if the outage was short or long term. More on outages can be found in Section 4. The fluttering script based itself on the fact that once a path was taken, it was the path one expected it to take the next time. The fluttering script thus went through the logs and counted the number of times a route changed. Section 5 discusses the results from the fluttering analysis. The pair-wise latency script aggregated the latency seen between all the host nodes. The CDF graph in section 7 is based on bucketing each delay between certain values, such as a connection with a 5 millisecond delay would be in the 0 to 10 millisecond bucket, and be aggregated upward from that bucket on. Refer to Section 7 for more details and the graph itself. Abnormalities in routing were based on looking at the results of the scripts mentioned and also on eye-balling the logs for interesting routes taking place. More can be found on this in Section 8.   

4 Outages

We considered a pair-wise path to be having an outage, if the ping from the source to the destination failed (ping registered a 100% packet loss). We considered an outage to be a long-term outage if it persisted for 24 hours or more.  Outages lasting for less than 24 hours were considered short term outages.

The perl script “outage.pl” was used to find out the outages in our routes.

With obtained the following observations regarding the outages:

· Total number of routes scanned  = 784

· Total number of routes found with outages  = 540

· Total number of routes found with short term outages  = 371

· Total number of routes found with long term outages  = 241

· Percentage of routes which had an outage =  68.79%

· Total number of routes which totally failed  = 230

· All the total failure routes are printed in “complete_failures.dat” found in the attached zip file.

· Total number of outages found  = 5514

· Total number of short term outages found  = 5330

· Total number of long term outages found  = 245

· Some nodes had both short-term and long-term outages.

4.1 Long Term

This section discusses long term outages and our interpretation of their causes. A total of 241 routes of the 784 routes scanned were found to have long term outages, which means 30.7% of our routes had long term failures. Of the 241 routes with long term failures, 230 of them were down for the entire period of our data collection.

The reasons for long term outages were:

· Some routers along the way were dropping off the ping and trace route requests. For e.g., we observed that whenever we tried to reach the Canadian nodes from our Texas node, the pings and trace routes got dropped at the router after 142.58.191.121.  (See Figure 1). And vice-versa, the router was dropping all pings and trace routes from the  Canadian node to all other nodes (See Figure 2). It was not that the router itself was down because we could SSH into the Canadian node. This means that the network was functioning correctly with the routers intact. The most likely reason is that the router was programmed to reject all pings and trace route requests, probably to avoid distributed DOS attacks or to give internal network information.

Fri Nov 17 20:03:57 EST 2006

 1  vlan18-gw.cs.utexas.edu (128.83.122.129)  4.830 ms  0.710 ms  0.608 ms

 2  128.83.37.41 (128.83.37.41)  0.734 ms  0.817 ms  0.962 ms

 3  ser2-gi1-9.gw.utexas.edu (128.83.9.2)  0.949 ms  1.398 ms  0.692 ms

 4  aus-core-i2-ge1-1-0-209.tx-bb.net (192.88.12.25)  0.765 ms  0.766 ms  0.727 ms

 5  hou-wt-core-i2-ge-1-1-1-0.tx-bb.net (192.88.12.49)  4.013 ms  4.100 ms  3.989 ms

 6  192.88.12.53 (192.88.12.53)  4.190 ms  4.389 ms  4.415 ms

 7  kscyng-hstnng.abilene.ucaid.edu (198.32.8.93)  25.519 ms  45.297 ms  19.887 ms

 8  dnvrng-kscyng.abilene.ucaid.edu (198.32.8.13)  37.452 ms  31.584 ms  30.048 ms

 9  sttlng-dnvrng.abilene.ucaid.edu (198.32.8.49)  66.487 ms  66.421 ms  66.377 ms

10  c4-cal01.canet4.net (198.32.170.44)  88.975 ms  88.681 ms  88.773 ms

11  205.189.32.193 (205.189.32.193)  109.300 ms  109.278 ms  109.454 ms

12  142.231.1.41 (142.231.1.41)  109.577 ms  109.544 ms  109.803 ms

13  van-r1-hcc-x-er16.sfu.ca (142.58.29.17)  109.785 ms  109.333 ms  109.414 ms

14  bby-r1-enc-x-tg1.sfu.ca (142.58.29.9)  109.811 ms  109.633 ms  109.790 ms

15  142.58.29.105 (142.58.29.105)  116.813 ms  110.221 ms  110.200 ms

16  142.58.191.121 (142.58.191.121)  110.740 ms  110.270 ms  110.374 ms

17  * * *

18  * * *

19  * * *

20  * * *

21  * * *

22  * * *

23  * * *

24  * * *

25  * * *

26  * * *

27  * * *

28  * * *

29  * * *

30  * * *

PING cs-planetlab1.cs.surrey.sfu.ca (206.12.16.133) 56(84) bytes of data.

Figure 1: Texas to Canadian traceroute

Fri Nov 17 22:10:23 EST 2006

 1  206.12.16.253 (206.12.16.253)  3.888 ms  6.797 ms  4.121 ms

 2  142.58.191.126 (142.58.191.126)  3.343 ms  1.472 ms  1.640 ms

 3  142.58.29.110 (142.58.29.110)  1.545 ms  1.208 ms  1.098 ms

 4  van-r1-hcc-x-tg1.sfu.ca (142.58.29.10)  3.264 ms  2.329 ms  2.139 ms

 5  * * *

 6  * * *

 7  * * *

 8  * * *

 9  * * *

      ...

28  * * *

29  * * *

30  * * *

Figure 2: Canadian to Texas traceroute

· The second reason for long term outages is that they could have been down for maintenance. However, this may not be the reason in our case. Since we looked at all the PL-user-mailing lists for the month of November 2006 and we could not find any of our nodes listed as being down in these lists. 


· The third reason is because the routers along the path went down unexpectedly or a destination host went down unexpectedly. With the routers going down, there could have been a partition in the network. Some of these failures could have been repaired by an administrator, and hence we saw 11 of our routes, recovering from long term outages, in spite of being down for more than 24 hours.  

4.2 Short Term

This section talks about short term outages and the reasons for their failure. We saw a total of 5330 short term failures in 371 routes of the total 784 routes scanned, which means 47.32% of our routes had short term failures. 

The reasons for the temporary failures could be one of the following:

· Congestion could be a reason for short term failure. For e.g., in the route from the PlanetLab node from atcorp.com to our France node, we saw that the pings got dropped for sometime, but the trace routes did not get dropped  and were successful (See Figure 3 below). We believe this is due to congestion because during congestion, a ping would get dropped, but a trace route would go through, since a trace route sends more packets, as it keeps retrying after a timeout. 

Sat Nov 18 16:12:50 EST 2006

 1  cust-static-blk202-65.BHI.COM (216.185.202.65)  0.940 ms  1.989 ms  6.688 ms

 2  216.185.195.65 (216.185.195.65)  52.364 ms  128.626 ms  119.827 ms

 3  core1-e0-v3.router.BHI.COM (216.185.195.193)  109.840 ms  197.674 ms  165.426 ms

 4  core2-e0-v3.router.BHI.COM (216.185.195.194)  199.946 ms  209.338 ms  196.979 ms

 5  207-67-87-65.static.twtelecom.net (207.67.87.65)  119.435 ms  204.236 ms  146.290 ms

 6  dist-01-ge-2-0-0-509.mnpl.twtelecom.net (66.192.244.137)  253.265 ms  153.154 ms  135.591 ms

 7  * core-01-so-5-0-0-0.chcg.twtelecom.net (66.192.244.4)  261.779 ms  169.375 ms

 8  tran-03-so-2-0-0-0.chcg.twtelecom.net (66.192.244.37)  202.189 ms  160.735 ms  176.609 ms

 9  sl-st21-chi-14-0.sprintlink.net (144.223.241.77)  215.344 ms  218.743 ms  204.427 ms

10  sl-st20-chi-1-0.sprintlink.net (144.232.8.102)  248.676 ms  151.757 ms  149.874 ms

11  sl-franc2-8-0.sprintlink.net (144.223.241.82)  229.028 ms  302.662 ms  220.786 ms

12  po15-0.nykcr2.NewYork.opentransit.net (193.251.243.205)  185.530 ms  289.464 ms  208.924 ms

13  po11-0.nykcr3.NewYork.opentransit.net (193.251.242.210)  217.303 ms  236.309 ms  223.009 ms

14  po4-0.pascr1.Paris.opentransit.net (193.251.241.133)  193.166 ms  212.331 ms  173.575 ms

15  gi3-0.pascr2.Paris.opentransit.net (193.251.243.121)  241.293 ms  302.869 ms  289.971 ms

16  nri-c-pos0-0.cssi.renater.fr (193.51.185.2)  246.330 ms  191.322 ms  183.174 ms

17  jussieu-pos1-0.cssi.renater.fr (193.51.180.157)  246.314 ms  298.310 ms  343.126 ms

18  rap-jussieu.cssi.renater.fr (193.51.181.101)  267.576 ms  239.781 ms  275.811 ms

19  site-6.01.rap.prd.fr (195.221.127.182)  245.400 ms  318.433 ms  286.738 ms

20  r-scott.reseau.jussieu.fr (134.157.254.10)  294.853 ms  308.181 ms  277.152 ms

21  * olympe-gw.lip6.fr (132.227.109.1)  289.925 ms  343.557 ms

22  planetlab-02.ipv6.lip6.fr (132.227.74.41)  395.404 ms  271.053 ms  360.362 ms

PING planetlab-02.ipv6.lip6.fr (132.227.74.41) 56(84) bytes of data.

--- planetlab-02.ipv6.lip6.fr ping statistics ---

1 packets transmitted, 0 received, 100% packet loss, time 0ms

Figure 3:  Atcorp.com to France node trace route and ping.

· The second reason for short term failures could be that the destination node was rebooted. This could have happened because of temporary power failures or because of upgrades and other maintenance.

· Also, there could have been a temporary router failure, along the path, which was set right within 24 hours.

To get to the real causes of all of our temporary failures, the following data would have helped:

· Data obtained from tracking ICMP messages in the network would have helped to get to the cause.  Such data would have told us what was happening at the router level. 

· We did an “uptime” check on all the nodes (See Figure 4) and found that an hp node was down a day ago, a node “planet2.att.nodes.planet-lab.org”, was down 3 days ago and a Finland node was down 17 hours ago. All these nodes were up again by the time we checked their uptime. These nodes could have been down because of maintenance and upgrades or because of unexpected node failures.

cs-planetlab2.cs.surrey.sfu.ca

 23:16:37 up 19 days, 13:20,  0 users,  load average: 13.71, 8.68, 7.85

planetlab1.chin.internet2.planet-lab.org

 23:16:38 up 203 days,  4:08,  0 users,  load average: 2.14, 2.72, 2.76

planetlab2.atcorp.com

 23:16:41 up 161 days, 13:17,  0 users,  load average: 1.59, 1.10, 1.20

planetlab-3.sjce.nodes.planet-lab.org

 23:16:42 up 201 days,  6:51,  0 users,  load average: 1.99, 2.59, 2.49

cs-planetlab1.cs.surrey.sfu.ca

 23:16:43 up 19 days, 13:21,  0 users,  load average: 4.24, 6.00, 9.65

planetlab2.cs.stevens-tech.edu

 22:35:50 up 54 days,  9:19,  0 users,  load average: 0.83, 1.17, 0.97

planetlab-2.amst.nodes.planet-lab.org

 23:16:51 up 50 days, 10:27,  0 users,  load average: 1.99, 2.38, 2.39

scut1.6planetlab.edu.cn

 23:16:54 up 203 days, 20:26,  0 users,  load average: 11.15, 18.00, 23.85

xmu1.6planetlab.edu.cn

 23:16:59 up 28 days, 22:48,  0 users,  load average: 5.29, 6.64, 7.22

planetlab-1.amst.nodes.planet-lab.org

 23:17:03 up 50 days, 12:21,  0 users,  load average: 1.52, 1.26, 1.22

pli2-pa-3.hpl.hp.com

 23:17:04 up 203 days,  8:17,  0 users,  load average: 2.74, 3.74, 4.37

planetlab2.ipls.internet2.planet-lab.org

 23:17:05 up 203 days, 10:24,  0 users,  load average: 1.03, 1.89, 2.50

zju1.6planetlab.edu.cn

 23:17:09 up 190 days,  2:13,  0 users,  load average: 4.26, 5.96, 6.15

ustc2.6planetlab.edu.cn

 23:17:13 up 1 day, 20:35,  0 users,  load average: 1.49, 1.62, 1.53

pli2-br-1.hpl.hp.com

 23:17:16 up 201 days,  5:52,  0 users,  load average: 8.12, 7.43, 7.37

plnode02.cs.mu.oz.au

 23:18:06 up 95 days, 22:36,  0 users,  load average: 1.07, 1.30, 1.29

planetlab1.ipls.internet2.planet-lab.org

 23:18:52 up 47 days,  9:31,  0 users,  load average: 1.82, 1.24, 0.96

planetlab1.nbgisp.com

 23:18:54 up 67 days,  9:04,  0 users,  load average: 5.61, 4.54, 4.34

lsirextpc02.epfl.ch

 23:18:29 up 63 days, 18:02,  0 users,  load average: 8.15, 8.40, 8.61

pli1-br-2.hpl.hp.com

 23:19:00 up 212 days, 17:40,  0 users,  load average: 0.70, 1.11, 1.68

planetlab2.eurecom.fr

 23:19:06 up 19 days, 20:47,  0 users,  load average: 3.45, 5.37, 6.66

planetlab2.csres.utexas.edu

 23:19:09 up 41 days,  6:19,  0 users,  load average: 11.95, 11.96, 12.63

planetlab2.lsd.ufcg.edu.br

 23:19:13 up 3 days, 12:44,  0 users,  load average: 5.21, 4.62, 4.41

planet2.att.nodes.planet-lab.org

 23:19:15 up 202 days,  4:09,  0 users,  load average: 1.32, 2.21, 2.69

planetlab2.flux.utah.edu

 23:19:16 up 103 days,  6:30,  0 users,  load average: 15.18, 13.97, 14.51

planetlab-02.ipv6.lip6.fr

 23:19:19 up 17:36,  0 users,  load average: 1.58, 0.84, 0.67

planetlab2.hiit.fi

 23:19:23 up 110 days, 15:19,  0 users,  load average: 5.91, 7.53, 8.34

pli1-pa-3.hpl.hp.com

 23:19:24 up 201 days, 10:15,  0 users,  load average: 8.71, 11.64, 13.61

planetlab2.cs.wisc.edu

 23:19:26 up 159 days,  2:24,  0 users,  load average: 6.43, 5.11, 4.99

Figure 4: Node uptimes

5 Router Fluttering

Fluttering can occur as a means of load balancing link. By using multiple links, congestion can be avoided. Yet, this also can pose problems that arise when there is no stable path assumed. The average latency can be hard to calculate if there is more than just one path taken. This also causes problems for applications using these links. Take for instance a streaming application which sends UDP packets. It could easily be the case that many packets do not arrive in order simply because they took the alternate path. In our data we see that router fluttering is very common amongst the routes. Out of 784 routes, only 143 experienced little or no fluttering. Figure 5 shows a CDF of fluttering routes. At zero percent we see that there are 143 routes, followed by the rest either experiencing marginal or extreme amounts of fluttering. In many of these cases it is indeed the difference of one or two routers which took a different path, but ultimately found their way to the destination. Additionally we saw that the longer the hop-count on a route, the more likely it was to flutter. From the data alone, we cannot assume that all this fluttering was based on load balancing. The lower percentage flutters could indeed be reroutes when there was an outage. But in the case where we saw nearly 100 percent of fluttering, it is very well likely that it was due to an internal decision to do load balancing.
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Figure 5: CDF of fluttering routes.

Our script for determining fluttering was based on the fact that the current path taken should be reflective of the previous path. In some cases we saw that some routers showed up twice back to back during a route. The script ignores these repeats and treats them as one router. The script can be found in the zip file attached with this pdf as well as the log data.

6 Abnormal Routing

Routes which are considered the “expected” route would be what is the shortest distance between point A and point B. This section will discuss routes seen that would seem as abnormal. Take for instance routing a packet from France to Australia; one might expect that a packet would transverse over Asia to get there, avoiding transoceanic links. In fact, this is not the case. We saw that our France to Australia connections all went over two transoceanic links and through a New York to Palo Alto link. Figure 6 shows the trace route from this pair-wise connection. When looking to see if Australian outgoing connections use the same path, the intermediate nodes were unresponsive to the trace route, showing as asterisks in their place (see Figure 7). Clearly this shows asymmetry in the links used, because why would those same links which were responsive from France to Australia be unresponsive going the opposite way. Looking further into routing decisions from our Australian link outward we look at trace routing to Amsterdam (Figure 8). We see that the Australian path, rather than going through land and avoiding transoceanic links like France, also goes through North America, by way of San Jose, a neighbor of Palo Alto. It is also noteworthy to say that most of these links are owned by Level3, a prominent Autonomous System (AS) of the internet, whereas the French connection of opentransit.net is owned by France Telecom. Further research shows that Level3 does have fiber in Amsterdam. Thus it can be see that the Border Gateway Protocol (BGP) is in effect here where each path is chosen based on carrying one’s customers traffic on links owned and operated by the service provider, thus minimizing cost. Looking into the ownership of the links gives much foresight on routing decisions.

Fri Nov 17 20:13:19 EST 2006

 1  132.227.74.33 (132.227.74.33)  1.138 ms  0.827 ms  1.207 ms

 2  r-olympe.lip6.fr (132.227.109.254)  1.698 ms  1.111 ms  3.079 ms

 3  r-jusren.reseau.jussieu.fr (134.157.254.126)  1.709 ms  2.136 ms  1.764 ms

 4  interco-6.01.rap.prd.fr (195.221.127.181)  1.965 ms  2.048 ms  2.786 ms

 5  jussieu-g0-1-165.cssi.renater.fr (193.51.181.102)  1.974 ms  4.260 ms  2.009 ms

 6  nri-c-pos2-0.cssi.renater.fr (193.51.180.158)  1.594 ms  1.837 ms  2.626 ms

 7  ftld-nri-c.cssi.renater.fr (193.51.185.1)  5.168 ms  2.474 ms  3.103 ms

 8  gi0-0.pascr1.Paris.opentransit.net (193.251.243.122)  3.233 ms  58.911 ms  1.739 ms

 9  po12-0.nykcr3.NewYork.opentransit.net (193.251.241.134)  77.683 ms  78.126 ms  77.823 ms

10  po6-0.palcr1.PaloAlto.opentransit.net (193.251.243.138)  153.395 ms  153.376 ms  153.641 ms

11  po14-0.palcr2.PaloAlto.opentransit.net (193.251.240.26)  153.511 ms  154.123 ms  153.240 ms

12  203.208.145.89 (203.208.145.89)  153.888 ms  161.012 ms  153.802 ms

13  203.208.149.6 (203.208.149.6)  153.359 ms  153.177 ms  153.945 ms

14  203.208.148.114 (203.208.148.114)  310.613 ms  310.108 ms 203.208.148.106 (203.208.148.106)  309.203 ms

15  61.88.181.130 (61.88.181.130)  391.373 ms  335.552 ms  329.523 ms

16  tpg.o3mlc76f05.optus.net.au (59.154.11.26)  332.026 ms  324.777 ms  327.354 ms

17  nme-pow-ibo-tit-3-ge-0-1.tpgi.com.au (202.7.176.213)  328.878 ms  328.415 ms  325.492 ms

     MPLS Label=643 CoS=3 TTL=1 S=0

18  220-245-131-2.static.tpgi.com.au (220.245.131.2)  1630.455 ms  1780.200 ms  2060.310 ms

19  220-245-140-197.static.tpgi.com.au (220.245.140.197)  2146.935 ms  2414.837 ms  2432.527 ms

Figure 6: France to Australia trace route.

Fri Nov 17 22:00:51 EST 2006

 1  * 220-245-140-193.static.tpgi.com.au (220.245.140.193)  1.635 ms  0.975 ms

 2  nme-pow-ibo-tit-3-loo-20.tpgi.com.au (202.7.162.160)  1057.611 ms  957.203 ms  1362.298 ms

 3  nme-pow-ibo-cup-1.tpgi.com.au (202.7.176.209)  924.871 ms  1573.255 ms  2524.784 ms

 4  nme-pow-ibo-zeu-1-ge-2-2.tpgi.com.au (202.7.176.197)  2388.772 ms  1555.350 ms  1556.927 ms

 5  vlan350.o3mlc76f05.optus.net.au (59.154.11.25)  1487.898 ms  951.885 ms  351.485 ms

 6  203.208.148.89 (203.208.148.89)  369.155 ms  187.670 ms  187.116 ms

 7  203.208.149.1 (203.208.149.1)  185.907 ms 203.208.149.5 (203.208.149.5)  203.487 ms 203.208.149.1 (203.208.149.1)  181.601 ms

 8  203.208.145.90 (203.208.145.90)  206.889 ms  248.128 ms  187.022 ms

 9  * * *

10  * * *

11  * * *

12  * * *

13  nri-c-pos0-0.cssi.renater.fr (193.51.185.2)  819.008 ms  379.369 ms  332.620 ms

14  jussieu-pos1-0.cssi.renater.fr (193.51.180.157)  339.917 ms  340.255 ms  337.274 ms

15  rap-jussieu.cssi.renater.fr (193.51.181.101)  337.141 ms  339.014 ms  460.125 ms

16  site-6.01.rap.prd.fr (195.221.127.182)  355.383 ms  337.844 ms  337.049 ms

17  r-scott.reseau.jussieu.fr (134.157.254.10)  341.462 ms  506.029 ms  350.007 ms

18  olympe-gw.lip6.fr (132.227.109.1)  337.646 ms  342.993 ms  340.180 ms

19  planetlab-02.ipv6.lip6.fr (132.227.74.41)  347.609 ms  349.007 ms  398.115 ms

Figure 7: Australia to France trace route.

Fri Nov 17 21:30:27 EST 2006

 1  220-245-140-193.static.tpgi.com.au (220.245.140.193)  0.664 ms  0.726 ms  0.928 ms

 2  nme-pow-ibo-tit-3-loo-20.tpgi.com.au (202.7.162.160)  984.405 ms  986.663 ms  1072.414 ms

 3  nme-pow-ibo-cup-1.tpgi.com.au (202.7.176.209)  1086.419 ms  942.584 ms  925.232 ms

 4  nme-pow-ibo-zeu-1-ge-2-2.tpgi.com.au (202.7.176.197)  916.124 ms  952.286 ms  1127.329 ms

 5  vlan350.o3mlc76f05.optus.net.au (59.154.11.25)  983.164 ms  889.057 ms  931.689 ms

 6  203.208.148.113 (203.208.148.113)  1200.551 ms  1151.347 ms  1128.638 ms

 7  tenge-4-2.car2.SanJose1.Level3.net (4.79.42.229)  907.009 ms  577.724 ms  246.670 ms

 8  ae-1-53.bbr1.SanJose1.Level3.net (4.68.123.65)  186.699 ms  186.534 ms  185.838 ms

 9  as-1-0.mp2.Amsterdam1.Level3.net (212.187.128.26)  335.076 ms  335.147 ms  338.569 ms

10  ge-11-0.ipcolo1.Amsterdam1.Level3.net (4.68.120.41)  398.607 ms ge-10-2.ipcolo1.Amsterdam1.Level3.net (4.68.120.137)  434.035 ms ge-10-0.ipcolo1.Amsterdam1.Level3.net (4.68.120.9)  474.966 ms

11  planetlab-1.amst.nodes.planet-lab.org (213.19.160.194)  342.497 ms  360.619 ms  405.313 ms

Figure 8: Austrialia to Amsterdam trace route.

The next noteworthy pair-wise connection is between China to France. This connection does take the main direction one would anticipate for its westward travel. The only point of “weird routing” is the connectivity between having to go through the Netherlands and the United Kingdom before making its way to the destination. The path goes from China, using the Tein2 routers, which are for Trans-Eurasia connectivity, and hops onto GEANT2 routers, ultimately meeting their destination. A side-note here about the GEANT2 routers: there are many of these in Western Europe, where they range in bandwidth between 34Mbit/s to 10Gbit/s. The connection between the UK and France is indeed a 10Gbit/s connection. We see that after having taken the Tein2 route shown as route number 6 in Figure 9, it does use the fastest link available to it (10Gbit/s). The Netherlands router in turn also selected the fastest link available to it, the UK link because it does not have a direct link to France nor are any of the other options it possess feasible. The Netherlands connection does have a 10Gbit/s link to Denmark (which in turn has a 10Gbit/s connection to France), but this connection would be backtracking from France. Another point of interest: unlike the Australia to France connection, this connection did show symmetry in term of routing. 

Maps of the connections talked about in this section can be found at: http://www.geant2.net/upload/pdf/Topology_Oct_2004.pdf. 

Additionally, the topology of the Tein2 router was located at: http://www.tein2.net/upload/img/TEIN2_Topology_Poster_May06.jpg. 

Fri Nov 17 20:52:50 EST 2006

 1  219.243.200.26 (219.243.200.26)  2.580 ms  2.609 ms  2.430 ms

 2  202.112.53.149 (202.112.53.149)  17.515 ms  15.046 ms  4.439 ms

 3  202.127.216.21 (202.127.216.21)  36.747 ms  58.357 ms  48.756 ms

 4  202.112.53.182 (202.112.53.182)  34.166 ms  39.183 ms  34.270 ms

 5  202.112.53.18 (202.112.53.18)  34.407 ms  34.402 ms  34.504 ms

 6  bj-ge-01-622m.bb-v4.noc.tein2.net (202.179.241.25)  53.285 ms  34.639 ms  34.526 ms

 7  eu-tn.pr-v4.noc.tein2.net (202.179.241.22)  174.944 ms  221.652 ms  174.888 ms

 8  so-4-0-0.rt1.ams.nl.geant2.net (62.40.112.78)  187.718 ms  187.703 ms  189.899 ms

 9  so-1-0-0.rt1.lon.uk.geant2.net (62.40.112.138)  205.872 ms  195.852 ms  255.544 ms

10  so-4-0-0.rt1.par.fr.geant2.net (62.40.112.105)  203.379 ms  205.105 ms  210.462 ms

11  renater-gw.rt1.par.fr.geant2.net (62.40.124.70)  203.077 ms  203.072 ms  203.058 ms

12  nri-c-g3-0-0-101.cssi.renater.fr (193.51.187.21)  207.359 ms  205.144 ms  204.070 ms

     MPLS Label=32 CoS=3 TTL=1 S=0

13  jussieu-pos1-0.cssi.renater.fr (193.51.180.157)  204.731 ms  203.621 ms  203.582 ms

14  rap-jussieu.cssi.renater.fr (193.51.181.101)  203.876 ms  204.106 ms  203.722 ms

15  site-6.01.rap.prd.fr (195.221.127.182)  213.398 ms  204.310 ms  212.109 ms

16  r-scott.reseau.jussieu.fr (134.157.254.10)  205.455 ms  204.877 ms  215.631 ms

17  olympe-gw.lip6.fr (132.227.109.1)  205.049 ms  205.057 ms  205.001 ms

18  planetlab-02.ipv6.lip6.fr (132.227.74.41)  205.805 ms  205.149 ms  204.965 ms

Figure 9: China to France trace route.

After first looking at the routing decisions it may appear weird why certain links traverse the paths they do. But after further consideration and research on the topic one finds that there are many underlying reasons why certain paths are chosen. Two things pointed out by this section. One is that geographical distance between links does not mean they are slower just because they are further apart physically; the link technology is the main factor in that case. Secondly, many routing decisions are based on one criterion: cost effectiveness. There maybe a path that could be physically and temporally shorter, but it may still be more cost effective for a company to route the longer path to keep the traffic within their network.

7 Average Pair-Wise Latency

This section contains the pair-wise latency CDF graph and it has a table which lists internet2 hosts in our network. The plot of our pair-wise latency distribution is shown below.

[image: image2.emf]

From the CDF above, we see that there is a cliff in the graph at around 200 ms. This means that most of our routes have a latency of less than 200 ms. We also find in our logs that the longer latency routes contained more hops. The connections from internet2 to internet2 make up a good portion of the lower latency links. Additionally, the long links that span over continents make up a good portion of the larger delay links.

The Internet2 hosts found in our network are listed below:

Hostname
 Location

cs-planetlab1.cs.surrey.sfu.ca 
Canada

cs-planetlab2.cs.surrey.sfu.ca
Canada

planetlab1.chin.internet2.planet-lab.org
China, Asia

planetlab2.cs.stevens-tech.edu
North America

pli2-pa-3.hpl.hp.com
North America

planetlab2.ipls.internet2.planet-lab.org
North America

pli2-br-1.hpl.hp.com
Europe

planetlab1.ipls.internet2.planet-lab.org
North America

pli1-br-2.hpl.hp.com
Europe

planetlab2.csres.utexas.edu
Texas, US

planetlab2.flux.utah.edu
Utah, US

planetlab2.cs.wisc.edu
Wisconsin, US

To determine which nodes are the Internet2hosts, we did the following:

· We followed the hint given in the homework 2, that the Internet2 hosts could only be reached by other internet2 nodes. But in the wild we observed that some of the Internet2 hosts could be reached by some non-Internet2 hosts.

· We looked up at the listing of nodes at the PlanetLab website and discovered which nodes were Internet2 hosts.

· We looked at the latency information of all routes, which we had collected to plot the CDF. We found that the latencies of the routes between the Internet2 hosts were lower compared to other routes. For e.g., in Figure 10, we have shown pair-wise average latencies of between some nodes. The source and destination nodes are separated by a semicolon. The bold lines show the pair-wise average latency between Internet2 hosts. We see that they have significantly lower latencies between them (2.02 ms and 14 ms) compared to other node-pairs. We see a latency of 2.04 ms in the first bold line of Figure 10, in spite of the fact that planetlab1.chin.internet2.planet-lab.org is in China and planetlab1.ipls.internet2.planet-lab.org is located in North America.

cs-planetlab2.cs.surrey.sfu.ca:planetlab-02.ipv6.lip6.fr ---------------------  88.7182868217054

planetlab2.eurecom.fr:planetlab1.nbgisp.com ---------------------  91.0182642706131

planetlab1.ipls.internet2.planet-lab.org:planetlab1.chin.internet2.planet-lab.org -------------2.04248799313893

planetlab2.eurecom.fr:planetlab-3.sjce.nodes.planet-lab.org ---------------------  90.0507713097713

planet2.att.nodes.planet-lab.org:xmu1.6planetlab.edu.cn ---------------------  183.406573863636

pli1-pa-3.hpl.hp.com:planetlab-02.ipv6.lip6.fr ---------------------  79.6912549504951

planetlab2.ipls.internet2.planet-lab.org:planetlab2.csres.utexas.edu ---------------------  14.1941973913043

pli1-br-2.hpl.hp.com:planetlab1.nbgisp.com ---------------------  74.1788345959596

planetlab2.cs.wisc.edu:planetlab2.lsd.ufcg.edu.br ---------------------  117.047493177388

planetlab2.hiit.fi:planetlab2.ipls.internet2.planet-lab.org ---------------------  68.1270099999999

planetlab-02.ipv6.lip6.fr:planetlab-3.sjce.nodes.planet-lab.org ---------------------  78.413724137931

Figure 10: pair-wise average latencies

8 Abnormality Frequency

The routing abnormalities have increased from the days of Vern Paxson. This is because the network has become bigger today with more nodes, more network elements and more Autonomous Systems. Also, the asymmetry has increased because there are different kinds of routes to choose from. There are fiber links and high speed satellite links available today. So the source could chose one route and the destination could chose another better route available to it to send back a packet to the source. The second route may not be available for the source to send, because of AS policies. Because of the availability of more routes, a source can pick any of the different routes available to it. As a result, fluttering and abnormal triangle routings have increased.

9 Conclusion

In total we had taken 261,618 measurements of over 700 pair-wise connections in 9 days. Our analysis looked at outages, both long and short, router fluttering, what seemed to be abnormal routing and the average latency of pair-wise connections. We found that many paths which are used are the general paths used and these paths have many factors involved. The two factors we have established are cost efficiency as well as shortest path possible within an AS. We have seen as the number of AS’s have grown over the past years the routing has grown less predictable with it. 

We observed short term outages and long term outages in our routes. Among the long term outages, most of them persisted over the entire duration of our collection, without recovering. We found that some of these enduring long term outages were because of a router, somewhere in the route dropping off ping and trace route packets. Our guess is that the router was programmed to do so in order to avoid attacks.

