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Abstract- The demand for streaming multimedia applica-
tions is growing at an incredible rate. In this paper, we pro-
pose Bayeux, an efficient application-level multicast system
that scales to arbitrarily large receiver groups while tolerat-
ing failures in routers and network links. Our simulation re-
sults indicate that Bayeux maintains these properties while
keeping transmission overhead low. Bayeux leverages the
architecture of Tapestry, a fault-tolerant, wide-area overlay
routing and location network.

I. INTRODUCTION

The demand for streaming multimedia applications is
growing at an incredible rate. Such applications are dis-
tinguished by a single writer (or small number of writers)
simultaneously feeding information to a large number of
readers. Current trends would indicate a need to scale to
thousands or millions of receivers. To say that such ap-
plications stress the capabilities of wide-area networks is
an understatement. When millions of receiving nodes are
involved, unicast is completely impractical because of its
redundant use of link bandwidth; to best utilize network re-
sources, receivers must be arranged in efficient communi-
cation trees. This in turn requires the efficient coordination
of a large number of individual components, leading to a
concomitant need for resilience to node and link failures.

Given barriers to wide-spread deployment of IP multi-
cast, researchers have turned to application-level solutions.
The major challenge is to build an efficient network of uni-
cast connections and to construct data distribution trees on
top of this overlay structure. Currently, there are no designs
for application-level multicast protocols that scale to thou-
sands of members, incur both minimal delay and bandwidth
penalties, and handle faults in both links and routing nodes.

In this paper we propose Bayeux, an efficient,
application-level multicast system that has these proper-
ties. One of the novel aspects of Bayeux is that it com-
bines randomness for load balancing with locality for ef-
ficient use of network bandwidth. Further, this protocol
makes use of controlled redundancy to provide resilience
to link and router failures. Bayeux utilizes a prefix-based
routing scheme that it inherits from an existing application-
level routing protocol called Tapestry [10], a wide-area lo-
cation and routing architecture for OceanStore [3]. On top
of Tapestry, Bayeux provides a simple protocol that orga-
nizes the multicast receivers into a distribution tree rooted
at the source. Simulation results indicate that Bayeux scales

well beyond thousands of multicast nodes in terms of the
overlay latency and redundant packet duplication for a va-
riety of topology models.

In the rest of this paper we discuss the architecture of
Bayeux and provide simulation results. First, Section II
describes the Tapestry routing and location infrastructure.
Next, Section III describes the Bayeux architecture, fol-
lowed by Section IV which evaluates it. In Section V, we
explore some novel advantages of the Bayeux approach.
We conclude in Section VI.

II. TAPESTRY ROUTING AND LOCATION LAYER

Our architecture leverages Tapestry, a location and rout-
ing layer presented by Zhao, Kubiatowicz and Joseph in
[10]. Bayeux uses the natural hierarchy of Tapestry routing
to forward packets while conserving bandwidth. Multicast
group members wishing to participate in a Bayeux session
become (if not already) Tapestry nodes, and a data distribu-
tion tree is built on top of this overlay structure.

The Tapestry location and routing infrastructure uses
similar mechanisms to the hashed-suffix mesh introduced
by Plaxton, Rajaraman and Richa in [4]. It is novel in al-
lowing messages to locate objects and route to them across
an arbitrarily-sized network, while using a routing map with
size logarithmic to the network namespace at each hop.
Tapestry provides a delivery time within a small factor of
the optimal delivery time, from any point in the network. A
detailed discussion of Tapestry and simulation results can
be found in [10].

Each Tapestry node or machine can take on the roles of
server (where objects are stored), router (which forward
messages), and client (origins of requests). Also, objects
and nodes have names independent of their location and se-
mantic properties, in the form of random fixed-length bit-
sequences represented by a common base (e.g., 40 Hex dig-
its representing 160 bits). The system assumes entries are
roughly evenly distributed in both node and object names-
paces, which can be achieved by using the output of hashing
algorithms, such as SHA-1 [6].

A. Routing Layer

Tapestry uses local routing maps at each node, called
neighbor maps, to incrementally route overlay messages
to the destination ID digit by digit (e.g., ***8 =) **98
=) *598 =) 4598 where *’s represent wildcards). This
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approach is similar to longest prefix routing in the CIDR
IP address allocation architecture [5]. A node N has a
neighbor map with multiple levels, where each level rep-
resents a matching suffix up to a digit position in the ID. A
given level of the neighbor map contains a number of en-
tries equal to the base of the ID, where the ith entry in the
jth level is the ID and location of the closest node which
ends in “i”+suffix(N , j � 1). For example, the 9th entry of
the 4th level for node 325AE is the node closest to 325AE
in network distance which ends in 95AE.

When routing, the nth hop shares a suffix of at least
length n with the destination ID. To find the next router, we
look at its n+1th level map, and look up the entry matching
the value of the next digit in the destination ID. Assuming
consistent neighbor maps, this routing method guarantees
that any existing unique node in the system will be found
within at most LogbN logical hops, in a system with an N
size namespace using IDs of base b. Because every single
neighbor map at a node assumes that the preceding digits
all match the current node’s suffix, it only needs to keep a
small constant size (b) entries at each route level, yielding a
neighbor map of fixed constant size b � LogbN .

A way to visualize this routing mechanism is that every
destination node is the root node of its own tree, which is a
unique spanning tree across all nodes. Any leaf can traverse
a number of intermediate nodes en route to the root node.
In short, the hashed-suffix mesh of neighbor maps is a large
set of embedded trees in the network, one rooted at every
node. Figure 1 shows an example of hashed-suffix routing.

In addition to providing a scalable routing mechanism,
Tapestry also provides a set of fault-tolerance mechanisms
which allow routers to quickly route around link and node
failures, while guaranteeing successful delivery of packets.

B. Data Location

Tapestry employs this infrastructure for data location in a
straightforward way. Each object is associated with one or
more Tapestry location roots through a deterministic map-
ping function. To advertise an object, a server sends a pub-
lish message toward the Tapestry location root for that ob-
ject, which leaves a pointer behind at each hop along the
way. Messages are then routed to the closest copy of the
object by performing Tapestry routing toward the Tapestry
location root until one of the pointers is encountered.

C. Benefits

Tapestry provides the following benefits:
� Powerful Fault Handling: Tapestry provides multiple

paths to every destination. This enables fast failover
and recovery.

� Scalable: Tapestry routing is inherently decentralized,
and all routing is done using local information. Rout-
ing tables have a small logarithmic size, guaranteeing
scalability as the network scales.
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Fig. 1. Tapestry routing example. Here we see the path taken
by a message originating from node 0325 destined for node
4598 in a Tapestry network using hexadecimal digits of
length 4 (65536 nodes in namespace).

� Proportional Route Distance: It follows from Plaxton
et al.’s proof in [4] that the network distance traveled
by a message during routing is proportional to the real
underlying network distance, assuring us that routing
on the Tapestry overlay incurs a reasonable overhead.

D. Multicast on Tapestry

The nature of Tapestry unicast routing provides a natural
ground for building an application-level multicasting sys-
tem. Tapestry overlay assists efficient multi-point data de-
livery by following suffixes of node IDs. The node ID base
defines the fanout factor used in the multiplexing of data
packets to different paths on each router. Because random-
ized node IDs naturally group themselves into sets sharing
common suffixes, we can use that common suffix to mini-
mize transmission of duplicate packets. A multicast packet
only needs to be duplicated when the receiver node iden-
tifiers become divergent in the next digit. In addition, the
maximum number of overlay hops taken by such a delivery
mechanism is bounded by the total number of digits in the
Tapestry node IDs. For example, in a Tapestry namespace
size of 4096 with an octal base, the maximum number of
overlay hops from a source to a receiver is 4. The amount
of packet fan-out at each branch point is limited to the node
ID base. This fact hints at a natural multicast mechanism
on the Tapestry infrastructure.

III. BAYEUX BASE ARCHITECTURE

Bayeux provides a source-specific, explicit-join multi-
cast service. The source-specific model has numerous
practical advantages and is advocated by a number of
projects [2], [7], [8], [9]. A Bayeux multicast session
is identified by the tuple <root node ID, session name>,
where an ID is a fixed-length bit sequence in the Tapestry
node namespace that identifies the root/source node. The
session name helps distinguish between multiple simulta-
neous sessions hosted by a single root node.
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A. Session Advertisement

We leverage Tapestry’s data location algorithm for adver-
tising Bayeux sessions. An advertisement is a tuple contain-
ing the root node ID and the multicast session name. The
root or source server of a session publishes advertisement
(<root node ID, session name>) using the Tapestry publi-
cation mechanism. Clients can rely on Tapestry to quickly
locate the advertisement block given the session name.

B. Tree Maintenance

Self organization of session members into an efficient
robust distribution tree is the key to efficient operation in
any application-level multicasting system. The tree build-
ing protocol in a Bayeux session begins at the root server
associated with each session.

There are four types of control messages in building
a distribution tree: JOIN, LEAVE, TREE, PRUNE. A
member joins the multicast session by sending a JOINmes-
sage towards the root, which then replies with a TREE mes-
sage. When a router receives a TREE message, it adds the
new member node ID to the list of receiver node IDs that it
is responsible for, and updates its forwarding table. For ex-
ample, consider node xx50 on the path from the root node
to node 1250. Upon receiving the TREE message from the
root, node xx50 will add 1250 into its receiver ID list, and
will duplicate and forward future packets for this session to
node x250. Similarly, a LEAVE message from an existing
member triggers a PRUNE message from the root, which
trims from the distribution tree any routers whose forward-
ing states become empty after the leave operation.

IV. EVALUATION OF BASE ARCHITECTURE

Here, we compare the basic Bayeux algorithm against
IP multicast and naive unicast. By naive unicast we mean
a unicast star topology rooted at the source that performs
one-to-one transmission to all receivers. In Section V, we
introduce Tapestry-enabled enhancements to Bayeux and
demonstrate their effect on performance. [Reviewers: the
full version discusses the experimental setup in detail.]

A. Performance Metrics

We adopt the two metrics proposed in [1] to evaluate the
effectiveness of our application-level multicast technique:

� Relative Delay Penalty, a measure of the increase in
delay that applications incur while using overlay rout-
ing. For Bayeux, it is the ratio of Tapestry unicast rout-
ing distances to IP unicast routing distances. Assuming
symmetric routing, IP Multicast and naive unicast both
have a RDP of 1.

� Physical Link Stress, a measure of how effective
Bayeux is in distributing network load across differ-
ent physical links. It refers to the number of identical
copies of a packet carried by a physical link. IP mul-
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Fig. 2. Cumulative distribution of RDP
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Fig. 3. Comparing number of stressed links between naive uni-
cast and Bayeux using Log scale on both axis.

ticast has a stress of 1, and naive unicast has a worst
case stress equal to number of receivers.

B. Snapshot Measurements

In this experiment, we used a topology generated by
the transit-stub model consisting of 50000 nodes, with a
Tapestry overlay using node namespace size of 4096, ID
base of 4, and a multicast group size of 4096 members.
Figure 2 plots the cumulative distribution of RDP on this
network. RDP is measured for all pairwise connections be-
tween nodes in the network. As we can see, the RDP for a
large majority of connections is quite low.

In Figure 3, we compare the variation of physical link
stress in Bayeux to that under naive unicast. We define the
stress value as the number of duplicate packets going across
a single physical link. We pick random source nodes with
random receiver groups, and measure the worst stress value
of all links in the tree built. We plot the number of links
suffering from a particular stress level on the Y-axis, against
the range of stress levels on the X-axis. We see that rela-
tive to unicast, the overall distribution of link stress is sub-
stantially lower. In addition, naive unicast exhibits a much
longer tail, where certain links experience stress levels up
to 4095, whereas the Bayeux measurement shows no such
outliers. This shows that Bayeux distributes the network
load evenly across physical links, even for large multicast
groups. While End System Multicast [1] also exhibits low
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physical link stress, it only scales to receiver groups of hun-
dreds.

V. TAPESTRY-ENABLED MECHANISMS AND BENEFITS

In this section, we demonstrate the advantages Bayeux
gains from leveraging Tapestry-specific properties, in the
form of optimizations Tree Partitioning, Receiver Cluster-
ing, and Multicast Fault-resilience. We further quantify the
resulting benefits via simulation.

A. Tree Partitioning

The source-specific service model has several draw-
backs. First, the root of the multicast tree is a scalability
bottleneck, as well as a single point of failure. Unlike exist-
ing multicast protocols, due to the non-symmetric routing
in Bayeux, the root must handle all join and leave requests
from session members. Second, only the root can send data
in a source-specific service model. Although the root can
act as a reflector for supporting multiple senders [2], all
messages have to go through the root, and a network parti-
tion or root failure will compromise the entire group’s abil-
ity to receive data.

To remove the root as a scalability bottleneck and point of
failure, we propose a Tree Partition mechanism in Bayeux
that leverages the Tapestry location mechanism. The idea
is to create multiple root nodes, and partition receivers into
disjoint membership sets, each containing receivers clos-
est to a local root in network distance. Receivers organize
themselves into these sets as follows: 1. Integrate Bayeux
root nodes into a Tapestry network. 2. Name an object O
with the hash of the multicast session name, and place O
on each root. 3. Each root advertise O in Tapestry, stor-
ing pointers to itself at intermediate hops between it and
the Tapestry location root, a node deterministically chosen
based onO. 4. On JOIN, new memberM uses Tapestry lo-
cation to find and route a JOIN message to the nearest root
node R. 5. R sends TREE message to M , now a member
of R’s receiver set.

Figure 4 shows the path of various messages in the tree
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partitioning algorithm. Each member M sends location
requests up to the Tapestry location root. Tapestry loca-
tion guarantees M to find the closest such root [10], [4].
Root nodes then use Tapestry routing to forward packets to
downstream routers, minimizing packet duplication where
possible. The self-configuration of receivers into parti-
tioned sets means root replication is an effcient tool to bal-
ance load between root nodes, and to reduce first hop la-
tency to receivers when roots are placed near listerers.

B. Receiver Identifier Clustering

To further reduce packet duplication in Bayeux, we in-
troduce the notion of receiver node ID clustering. Tapestry
routing approaches the destination ID digit by digit, and
a single packet is forwarded for all nodes sharing a suf-
fix. Therefore, a naming scheme that provides an opti-
mal packet duplication tree is one that allows local nodes
to share the longest possible suffix. For instance, in a
Tapestry 4-digit hexadecimal naming scheme, a group of
16 nodes in a LAN should be named by fixing the last 3
digits (XYZ), while assigning each node one of the 16 re-
sult numbers (0XYZ, 1XYZ, 2XYZ, etc.) This means
upstream routers delay packet duplication until reaching
the LAN, minimizing bandwidth consumption and reducing
link stress. These groups of 16 nodes can be further orga-
nized into hierarchical groups of 16. Figure 5 shows such
an example. While group sizes matching the Tapestry ID
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base are unlikely, clustered receivers of any size will show
similar benefits. Also note that while Tapestry routing as-
sumes randomized naming, organized naming on a small
scale will not impact the efficiency of a wide-area system.

To quantify the effect of clustered naming, we measure
link stress versus the fraction of local LANs that utilize
clustered naming. We simulate 256 receivers on a Tapestry
network using ID base of 4 and IDs of 6 digits. The simu-
lated physical network is a transit stub modeled network of
50000 nodes, since it best represents the natural clustering
properties of physical networks. Receivers are organized
as 16 local networks, each containing 16 members. Fig-
ure 6 shows the dramatic decrease in worst cast link stress
as node names become more organized in the local area. By
correlating node proximity with naming, the duplication of
a single source packet is delayed until the local router, re-
ducing bandwidth consumption at all previous hops. The
result shows an inverse relationship between worst cast link
stress and local clustering.

C. Fault Resilience

Finally, we examine how Bayeux leverages Tapestry’s
routing redundancy to maintain delivery despite node and
link failures. Each entry in the Tapestry neighbor map
maintains secondary neighbors in addition to the closest
primary neighbor. When a Bayeux node detects a next-
hop node or link failure, it reroutes packets to one of its
secondary neighbors along with an updated list of session
members. This session state is soft-state, and times out if no
data is forwarded within a timeout period. Note that the ses-
sion state transmitted to each secondary neighbor is small.
The worst case session state transmission occurs when the
primary neighbor or link next to the root of the multicast
tree fails. In a Tapestry network with 160-bit hexadecimal
node IDs, the worst case session state for a multicast ses-
sion with 1 million members is slightly over 1MB. How-
ever, by pre-staging the session state at the first-level sec-
ondary neighbors, we can reduce session state transmitted
by a factor of 16 for each level pre-staged. Due to the hier-

archical nature of Tapestry routing [10], packets forwarded
to the secondary path will quickly converge to the original
path.

Figure 7 shows Bayeux’s fault-tolerance properties com-
pared to IP routing. We used a topology generated by the
TIERS model consisting of 5000 nodes and 7084 links. Re-
sults are similar for other topologies. We used a Tapestry
node identifer namespace size of 4096, a base of 4, and a
multicast group size of 256 members. Links are randomly
dropped, and we monitor the reachability of IP and Tapestry
routing. As link failures increase, region A shows probabil-
ity of successful IP and Tapestry routing. Region C shows
cases where IP fails and Tapestry succeeds. Region E repre-
sents cases where the destination is physically unreachable.
Finally, region B shows instances where IP succeeds, and
Tapestry fails; and region D shows where both protocols
fail to route to a reachable destination.

The results show that when IP fails to route to a reachable
node, Tapestry routing has an extremely high success rate.
This can be explained by Tapestry routing “around” failures
using secondary pointers.

VI. CONCLUSION

We have presented an architecture for Internet con-
tent distribution that leverages Tapestry, an existing fault-
tolerant routing infrastructure. Bayeux achieves scalability,
efficiency, and high degree of fault-tolerance by leveraging
Tapestry-enabled mechanisms.
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