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Two-level predictors improve branch prediction accu-  Indirect branches occur frequently in some programs of
racy by allowing predictor tables to hold multiple widely used benchmark sets like the SPECint95 suite,
predictions per branch. Unfortunately, the accuracy of suchalthough they remain less common than conditional
predictors is impaired by two detrimental effects. Capacity branches. However, indirect branches are much more
misses increase since each branch may occupy many entriefrequent in object-oriented languages. These languages
depending on the number of different path histories leadingpromote a programming style in which late binding of
up to the branch. The working set of a given program there-subroutine invocations is the main instrument for clean,
fore increases with history length. Similarly, cold start modular code design. Virtual function tables, the implemen-
misses increase with history length since the predictor mustation of choice for most C++ and Java compilers, execute an
first store a prediction separately for each history pattern indirect branch for every lately bound call. The C++
before it can predict branches with that history. programs studied here execute an indirect branch as

We describe a new hybrid predictor architecture, frequently as once every 50 instructions; other studies
cascaded branch prediction, which can alleviate both of[CGZ94] have shown similar results. Java programs (where
these effects while retaining the superior accuracy of two-all non-static calls are virtual) are likely to use indirect calls
level predictors. Cascaded predictors dynamically classifyeven more frequently.
and predict easily predicted branches using an inexpensive Even today, indirect branch misses can cause significant
predictor, preventing insertion of these branches into a moreoverheads. The overhead of virtual function calls in C++
powerful second stage predictor. We show that for path-programs on superscalar processors with a large BTB is as
based indirect branch predictors, cascaded prediction high as 29% [DH96]. Similarly, Chang, Hao, and Patt show
obtains prediction rates equivalent to that of two-level that for the SPECint95 programerl andgcc the indirect
predictors at approximately one fourth the cost. For branch overhead is approximately 15% and 8% with a BTB
example, a cascaded predictor with 64+1024 entries[CHP97].
achieves the same prediction accuracy as a 4096-entry twa  Two-level path-based prediction can reduce the indirect
level predictor. Although we have evaluated cascadedbranch overhead considerably, compared to standard BTBs
prediction only on indirect branches, we believe that it could [DH98]. Unfortunately, the improved accuracy comes at the
also improve conditional branch prediction and value cost of much larger prediction tables. For example, to

prediction. achieve a prediction accuracy of 90%, a path-based two-level
predictor requires a table with 1024 entries.
1. Introduction We describe a new predictor architecture, cascaded

branch prediction, which dynamically classifies branches

Indirect branches, which transfer control to an addressinto “easy” and “hard” branches and uses a simple BTB to
(recently) loaded into a register, are hard to predict accuhandle the easy cases, preventing insertion of these branches
rately. Unlike conditional branches, they can have more tharinto the more powerful second stage predictor. Cascaded
two targets, so that prediction requires a full 32-bit or 64-bitPredictors improve upon two-level and hybrid predictors by
address rather than just a “taken” or “not taken” bit. Further-using a different update rule, significantly reducing the table
more, their behavior is often directly determined by dataSize needed to achieve a given accuracy. For example, a
loaded from memory, such as virtual function pointers in cascaded predictor with a total of 288 prediCtion table entries

object-oriented programs written in languages such as C+-achieves virtually the same prediction accuracy as the stan-
and Java. dard 1024-entry two-level predictor above.
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2 | lines of | # of indirect % % §> i ?\; ?:: % 8 bg:rt\?:ﬁes
Name Description Z | “code | branches|| = | = g }..EJ % g e g < |
AN
idl | IDL compiler® OO| 13,900, 1,883,641 47 6/ 93.2| 3.2| 3.6//97.1| 0.1] 2.8|| 70| 543
jhm JHMP 6-12M OO| 15,0000 6,000,00( 47 5/193.6| 1.2/ 5.2||58.7| 1.4| 39.9| 34| 155
self| Self-93 VM: 5-6M OO| 76,900 1,000,00( 56 7/ 76.0) 4.4| 19.6/| 40.1| 31.6| 28.3]| 848, 185
5
xlisp| SPEC95 Cc 4,700, 6,000,00¢ 69| 11| 0.0/ 0.1} 99.9|38.9] 9.0/ 52.1 4| 13
troff | GNU groff 1.09 OO| 19,200, 1,110,592 90 13)| 73.7| 12.5| 13.8|| 41.9| 13.6| 44.5| 61| 161
Icom| HDL® compiler 0OO| 14,100, 1,737,751 97| 10| 63.2| 36.8/ 0.0|| 33.5| 54.0| 12.5| 87| 328
AVG-100: instr/indirect < 100 23,967| 2,955,331 68 9| 66.6| 9.7| 23.7|| 51.7| 18.3| 30.0| 184| 509
perl| SPEC95 C 21,400 300,000 113} 17| 0.0| 31.7| 68.3]| 41.2| 0.0| 58.8 7| 24
porky scalaroptimizé’r 00| 22,900 5,392,890 138 19| 70.6| 23.8/ 5.6/ 15.6] 8.1| 76.3]] 89| 285
ixx | IDL parsef 00| 11,600 212,035 139 18|/ 46.5| 52.2| 1.3/ 37.1) 6.4| 56.5| 91| 203
edg| C++ front end C| 114,300 548,893 149| 23| 0.0| 62.4) 37.6|| 7.9| 29.6| 62.5| 186| 350
eqgn| equation typesetter (e]0) 8,300 296,425 159| 25|/ 33.8| 66.2| 0.0] 4.2| 37.8| 58.0| 58| 114
gcc| SPEC95 C| 130,800 864,838 176| 31| 0.0| 31.5| 68.5| 0.8] 1.7| 97.5| 95| 166
beta] BETA compiler OO0| 72,5500 1,005,99% 188 23| 0.0| 2.3| 97.7|| 18.7| 28.1| 53.2]| 135 376
AVG-200: 100 < instr/indirect < 200 54,543 1,231,582 152| 22|| 21.6| 38.6| 39.9|| 17.9| 16.0| 66.1| 94| 217
AVG: instr/indirect < 200 40,431 2,027,158 113| 16|| 42.4| 25.3| 32.4|| 33.5| 17.0) 49.5| 136/ 352
AVG-0O0: 0O, instr/indirect < 200 28,267 2,071,037| 107| 14| 61.2| 22.5| 16.3|| 38.5| 20.1| 41.3|| 164| 447
AVG-C: C, instr/indirect < 200 67,800, 1,928,433 127| 21|| 0.0| 31.4| 68.6 22.2| 10.1| 67.7]| 73| 138
m88ksim SPEC95 C| 12,200 300,000; 1827 233| 0.0| 46.2| 53.8| 2.9| 10.3| 86.8 5 17
vortex| SPEC95 C| 45,200, 3,000,000 3480, 525/| 0.0 30.7| 69.3| 23.1| 16.9| 60.0, 10, 37
ijpeg| SPEC95 Cc| 16,800 32,975| 5770, 441 0.0/ 97.8| 2.2/ 96.7] 3.2| 01| 7| 60
go| SPEC95 C| 29,200 549,656| 56355/ 7123| 0.0| 99.0 1.0 0.2 0.0| 99.8 5 14
AVG-infreq: instr/indirect > 200 25,850 970,658 16858 2081| 0.0| 68.4| 31.6| 30.7| 7.6/ 617| 7, 32
Table 1. Benchmarks and commonly shown averages (arithmetic means)
& SunSoft version 1.3 branches during a complete run. Together, the benchmarks
b Java High-level Class Modifier represent over 500,000 non-comment source lines.
Z hardware description languagempiler All C and C++ programs exce;;walf1 were compiled wifch
. SUIF 1.0 _ GNU gce 2.7.2 with optionsO2 -multrasparc plus: static
Fresco X11R6 library linking (required byshad@ and run under thghadeinstruc-
tion-level simulator [CK93] to obtain traces of all indirect
2. Benchmarks branches. Procedure returns were excluded because they can

be predicted accurately with a return address stack [KE91].
Our main benchmark suite consists of large objectAll programs were run to completion or until six million indi-
oriented C++ applications ranging from 8,000 to over 75,000ect branches were execut?ehhjhm andselfwe excluded the
non-blank lines of C++ code each (see Table 1),ksatd a
compiler for the Beta programming language [MMNO93],1 self does not execute correctly when compiled with -O2 and was thus
written in Beta. We also measured the SPECIint95 benchmagkmpiled with “-O” optimization. Alsoselfwas not fully statically linked;

suite with the exception @bmpressvhich executes only 590 our experiments exclude instructions executed in dynamically-linked
libraries.




initialization phases by skipping the first 5 and 6 million indi-in the table entry. Alternatively, a tagless table simply
rect branches, respectively. shortens the key pattern by discarding the high-order bits.
For each benchmark, Table 1 lists the number of indirect BTBs may mispredict for several reasons (Table 2).
branches executed, the number of instructions executed péompulsory missegccur the first time a branch is encoun-
indirect branch, the number of conditional branches executedred Misprediction missesccur when the branch is found in
per indirect branch, and the source of the indirect branchdke predictor table but the predicted target is incorrect. For
(switch statements, virtual function calls, or indirect functionideal BTBs, with full-precision addresses and unlimited, fully
calls). It also shows the percentage of indirect branch execassociative prediction tables, misprediction misses occur
tions that correspond to the branch classes used in section25% of the timeCapacity missesccur when the prediction
as well as the number of branch sites responsible for 99%pom the current branch was evicted from the table by a more
and 100% of the branch executions. For example, only Eecently executed branckonflict missesoccur when the
different branch sites are responsible for 99% of the dynami@ble is not fully associative and an entry is evicted by another
indirect branches igo. The SPECint95 programs are domi- branch with the same index (i.e., a conflict miss is like a
nated by very few indirect branches, with less than tewapacity miss, but it is the size of the associativity set that is
interesting branches for all programs exagqt Four of the  the limiting factor). In this study we use associativity sets of
SPEC benchmarks execute more than 1,000 instructions p&ree four unless mentioned otherwise. For a table with 256
indirect branch. Since the impact of branch prediction will beentries (64 associativity sets of size four), most BTB capacity
very low for the latter four benchmarks, we exclude thermand conflict misses disappear.
when optimizing predictor performance. Most results below

refer to the AVG misprediction rate, i.e., the average of all miss cause Summary contribution to ovefall
benchmarks with fewer than 200 instructions between indi- BTB misprediction
rect branches (see Table 1). rate
Compulsory | First branch execution negligible
3.  Background (no target)
Misprediction | Target is wrong 25%
Before discussing cascaded predictors, we briefly review cCapacity | Target got evicted negligible
path-based two-level indirect branch predictors [DH98] and for >256 entries
categorize the different sources of misprediction for indirect  conflict | Target got evicted from negligible
branches. associativity set for associativity 4
Pattern Key pattern not precise enough negligible
3.1 Branch Target Buffers (BTB) Interference for 24-bit pattern

The simplest design for indirect branch target prediction isTable 2. Indirect branch misprediction causes for a BTB
a Branch Target Buffer (see Figure 1). Its uses a selection of
bits of the current branch address that serves as a key patterrFinally, apattern interference misgsults from the projec-
into a table that stores the most recently observed target foon of a full-precision address to the reduced size key bit
the pattern. If the key pattern is longer than needed to indepattern (some branches may project to the same key pattern).
all entries of the table (as is likely with the 24-bit patternFor our benchmark suite, using the 24 lowest order bits of the
shown above), the lower-order bits of the pattern are used twanch address suffices to eliminate all BTB pattern
index into the table and the high-order bits are stored as taggerference.

3.2 Two-level path based predictors
Unlike a BTB, a two-level predictor [YP91] can store

Branch Target Buffer

Address Bit Selection Target Table more than one target for each branch. It does this by
constructing a key pattern from the targets of recently
24-bit key patter — executed branches leading up to the current branch. After
I— > prediction combination with the branch address, this pattern serves as a
Branch Address . .
key to lookup the most recent target in a prediction table.

Since we are investigating indirect branch prediction, our

Figure 1. Branch Target Buffer. Address bits of a branch are usedPredictors use bits from the target addresses of previous

to access a Prediction Table that stores the most recently observdfanches rather than the taken/not taken history Dbits
target addresses. commonly used in conditional branch prediction. We follow

Nair's terminology [Nair95] and call thigath-based predic-
2 \We reduced the traces of three of the SPEC benchmarks in order to redi@N- Thepath lengthof a two-level predictor is the number of
simulation time. In all of these cases, the BTB misprediction rate differs byecent targets incorporated in the key pattern. Figure 2 shows

less than 1% (relative) between the full and truncated traces, and thus \@e two-level predictor of path length three. A 24-bit global
believe that the results obtained with the truncated traces are accurate.




constitute 67% of all branches but are executed only 34% of

Pattern projection Target Table  the time. We dividegholymorphic branchegbranches with
Global History Buffer more than one target) into two classes. 18% of all branches
jump to two targets, for 17% of all branch executions.
prediction Branches with three or more targets constitute 15% of all

branches but are executed 49% of the time.

Figure 3 shows AVG misprediction rates per branch class
Figure 2. Two-level predictor of path length 3. The pattern projec-and path length. (Recall that AVG includes all benchmarks
tor constructs a key by concatenation of 8 bits of the most recentigxcept those executing indirect branches very infrequently,
observed indirect branch targets, xor-ed with the current brancee Table 1). We first discuss monomorphic branches, which
address. This key pattern is used to access the table, as in a BTBare perfectly predicted by a BTB. Longer path lengths

history buffer stores 8 bits each from the three most recefficease the number of mispredictions since every different
indirect branch targets (unless mentioned otherwise, all patR@th 1eading to the branch causes an initial miss. Tewde
based predictors in this paper use a total path length of Tgart missesire similar to compulsory misses, but occur once

Branch Address

bits). The lower-order branch address bits are xor-ed with thf9" €ach pattern, instead of once per branch. As the path
pattern, resulting in a 24-bit key pattern. Two-level predictorsEn9th grows, so does the number of cold start misses
with longer path lengths use fewer bits of each target addredcurred for monomorphic branches. Since monomorphic
so that the length of the pattern remains constant. Fgf@énches occupy multiple table entries, capacity misses
example, a path length 6 predictor uses 4 bits from each tard3f'ease as a secondary effect. . .

address. Note that a two-level predictor with path length 0 [N contrast, branches with two targets benefit from history
reverts to a BTB. The 24-bit key pattern is used, as in a BTIE‘;".nd have an optimal path length of two, causing few mispre-

to access the prediction table (History Table or Target Cacifg_CtionS' The bulk of mispred_ictions comes fr_om bra_mches
in [CHP97]) by splitting it into table index and tag as With three or more targets, which are best predicted with path

explained in the previous section. length three (for 1K-entry tables).

A two-level predictor suffers from the same mispredictio
causes as a BTB, but to a different extent. Compulsory missesMiss cause Summary contribution to overall
remain the same, since they only depend on the branch trace misprediction rate
Only few pattern interference misses occur due to reducedCompulsory | First branch execution negligible
precision of target addresses, and conflict misses become (no target)
neg||g|b|e with 4-Way associative tables (data not shown for Cold start First time pattern is |small, increase with path length
space reasons). encountered (no target)

Capacity misses are a different matter. The number of tabjeMisprediction | Target is wrong 5.8%, for optifi@ath length 6
entries stored per branch is proportional to the number of capacity | Target got evicted large, increase with path length
different paths leading up to the branch. Where a path length confiict | Target got evicted from negligible for associativity 4
0 predictor (BTB) stores one entry for every branch, a longer associativity set
path length predictor stores an entry for every target cOmbi-"pattern | Key pattern not precise negligible for 24-bit pattern
nation that leads to the branch in a entire program run. This is nterference |enough

exactly what makes two-level predictors work well: if the able 3. Indirect branch misprediction causes for 2-level predictor
target pattern in the history buffer correlates with the currenY ' P P

branch target, a two-level predictor captures this correlation *fora fully associative, uniimited prediction table (see [DH98])
by storing a different target address for each pattern. Unfortu-

nately, longer path lengths can actually reduce prediction ¢ 14%-| —e- ltarget
accuracy by inflating capacity misses; each branch needs & , — 2targets
larger number of entries (one for each path), and the numberglu” = >2targets
of paths increases with path length. 3 10%- o total

-
3.3 Branch classes S 8%

T

To better understand the remaining miss causes (mispre<< 6%+

. . . . . <
diction misses), we classified branches according to theg ,, |
number of different targets encountered in a program run, ors

brancharity. Thearity of each branch was determined in a % 2%

separate profiling run, and a subsequent simulation produced

prediction data for each class of branches. 0% o d N mal o ~ooe o ua
After some experimentation, we chose to form three History Path Length

classes: one target, two targets, and more ,than two t"’"ﬁ(:“]m%—igure 3. Misprediction rates for a 1K-entry 4-way associative
Branches with only one targemonomorphicbranches) pregiction table



The differing behavior of these branch classes can be The main difference to existing hybrid predictors lies in
exploited to achieve better prediction with a classifyingthe handling of table updates. If the first-stage predictor
hybrid predictor which uses different component predictorgredicted the branch correctly, we do not allow the second-
for the different classes. In particular, if monomorphicstage predictor to createawentry for the branch. However,
branches were predicted with a BTB and never entered intoifathe entry is already present, the target is updated if neces-
more expensive path-based predictor, the load on the secosary, allowing patterns already observed to require second-
table could be significantly reduced (thus lowering itsstage prediction to continue to be updated. In contrast, the
capacity misses as well). A simple experiment with a hypofirst-stage predictor is always allowed to update its table.
thetical classifying predictor confirms this intuition: fom, We look specifically at the case where the first-stage
a 256-entry predictor predicting all branches experiences @redictor is a BTB, i.e., does not employ history. A BTB
table miss rate of 2.3%, but this miss rate falls to 0.9% istores at most one entry per branch, which suffices for mono-
monomorphic branches are removed. The next sectiomorphic branches. Non-monomorphic branches are better
discusses a practical way to exploit this effect with dynamigredicted by a longer path length predictor, as shown in
target-based classification (i.e., requiring no separateection 3, and such branches will advance to the second stage
profiling run, compiler changes, or changes to the instructioof the predictor cascade.

set architecture). We examined two variants of cascading predictors. Predic-
tors with astrict filter only allow branches into the second-
4. Cascaded prediction stage predictor if the first-stage predictor mispredicts (a target

prediction is present in the table but it is wrong). In other

A cascaded predictds similar to a two-level predictor but Words, branches only advance to the second stage if they are
uses a more sophisticated update rule. It classifies branchHd®vably non-monomorphic. A strict filter thus prevents
dynamically by observing their performance on a simple firstcompulsory misses in the first stage from causing new entries
stage predictor. Only when this predictor fails to predict dn the second stage. In contrasigaky filteralso allows new
branch correctly is a more powerful second-stage predictéi€cond-stage entries on first-stage table misses. Thus, the
permitted to store predictions for newly encountered historgecond-stage table may contain one entry for each monomor-
patterns of that branch. By preventing easily predictecﬂ)hIC branch.
branches to occupy prediction table space in the second-stage o
predictor, the first-stage functions as a filter. By filtering out.1 Strict filters

easily predicted branches, the first-stage predictor prevents syccessful prediction in the filter classifies a branch as
them from overloading the second-stage table, therebyonomorphic (if only temporarily). If a branch misses in the
increasing its effective capacity and overall prediction perforfiiter predictor, nothing conclusive is known: every branch
mance. As a result, the second-stage predictor's predictiqicurs a compulsory table miss in the filter, even if it is purely
table space is used to predict only those branches that actuatipnomorphic. To prevent compulsory misses of the filter to
need history-based prediction. pass through to the second-stage predictor, strict filtering
Figure 4 shows the prediction and update scheme for gsallows new entry insertion in the second-stage predictor on
cascaded predictor. If both predictors have a prediction, thg table miss (but it passes amispredictedbranches). To
second-stage predictor takes precedence. Therefore, thgplement this strict filter design, the filter's table must be
second-stage predictor’s prediction table must have taggegsociative (i.e. it must check for pattern equality using tags).

entries, so that table misses can be detected. Figure 5 shows the misprediction rates for three selected
second-stage predictors (each with optimal path length for its
Branch Target Update size). We also show the misprediction rate of a cascaded
m— predictor without filtering. Even without filtering, the first-
¥ stage predictor reduces overall misprediction rates compared
% First-stage predictoF to the stand-alone predictor (shown as filter size 0) by
: providing an educated guess in the case of a table miss in the
+ second-stage predictor. In other words, a staged predictor
Branch , consisting of a BTB and a path-based predictor reduces cold-
ranc i N\ Lw/ Predict rule: - ; o
Address aggtgévldpgnfit& gur:ﬁl- \ use second start misses even without filtering.
[

stage if no

™ Strict filters do not perform well for small filter table sizes.
table miss

For 16 entries or less, overall misprediction rates are even
higher than that of the stand-alone predictor. Essentially, a
v strict filter predictor recognizes branches as non-monomor-
phic only if the branch remains in the filter table long enough
ﬂ Second-stage Pfedich to incur a target change (and thus a misprediction). But with
small filters, many branches are displaced from the filter
Figure 4. Cascaded predictor before they mispredict, and thus they never enter the second

first-stage predictio
incorrect

Prediction




stage. When the filter becomes large enough to avoid mostisprediction rate is only slightly better than that of a strict
capacity misses, this effect disappears and filtering starts fiter (not shown in the figure).

pay off. At 256 entries, strict filtering performs as intended, Table 4 shows the best path length and misprediction rate
i.e., it prevents monomorphic branches from overloading théor cascaded predictors with second stage two-level predic-
second-stage predictor, resulting in lower misprediction rate®rs. Even very small BTB filters increase the effective

than those of a non-filtering staged predictor. capacity of the second-stage table, allowing it to accommo-
date longer paths without incurring extensive capacity
4.2 Leaky filters misses. For example, a 16-entry filter reduces the mispredic-

ation rate for all second-stage sizes to below that of a
&mnopredictor with twice the number of entries and uses the
length of a monopredictor that is four times larger. A 64-
ry filter lowers the misprediction rate below that of a

The sensitivity of strict filters to capacity misses is

remain at least as good as that of a stand-alone second-st&
redictor. To prevent filter capacity miss problems, a leak . ) .
b P pacty P onopredictor four times as large, and for all table sizes

filter inserts an entry into both predictors upon a first-stag : ;
table miss. That is, only correctly predicted branches aremaller than 1K entries, beyond that of a dual-path hybrid
stopped by the filter. Thus, every branch is introduced at leaBf€dictor of twice the size. _

once into the second-stage predictor, but filtering still occurs W€ @lso studied cascaded predictors that use dual-path
for later executions of the same branch: as long as the branghP"id predictors (see [DH98]) in the second stage, antici-
remains in the filter table and doesn't mispredict, no furtheP2ting that filtering would again reduce second-stage misses

second-stage entries will be permitted. If the load on thg"d allow longer path lengths. For each filtered hybrid of

second-stage predictor table is high, the compulsory entri §b|e. Siz€ T we S|'mulated t.he best path length couples of
for monomorphic branches will eventually be displaced b ybrid pred|ct-ors W'th table sizes T, 2T and 4T

entries for non-monomorphic branches. Leaky filters are_ INe resulting improvements were equally pronounced
cheaper to implement than strict filters: since a mispredictioh@P!€ 5)- Again, filtering reduces the misprediction rate and
and a table miss is treated the same way (new entry in secoffgcréases the best path length choices for each table size.
stage table), the filtering predictor can use a tagless table. Th4eréas dual-path hybrid predictors need at least 1024 table

second-stage predictor still needs tags in order to reco nizeeﬂtries to ach[eve m.isprec_jiction rates bplow 9%, a fiIte_red
table miss.g P 9 g dual-path hybrid attains this threshold with only 544 entries

; : 32-entry filter BTB plus 512-entry dual-path hybrid).
Figure 6 shows the performance of leaky filters. Even f%,FAdding an 8-entry filter to a 1K-entry hybrid predictor lowers

Il filt the filteri ffect i d ! : s !
very smaf Iiers, e filenng etect 15 pronouncec an ts misprediction rate from 9.0% to 8.2%. A 128-entry filter

improves misprediction rates compared to a non-filterin . : .
can)caded pre%ictor For examplep a 32-entry BTB ﬁlte(‘ieduces this to 7.5%. Across all table sizes, cascaded predic-

improves the misprediction rate of a 256-entry monopredictofi©n 'educes table size by roughly a factor of two.
Improv Ispredict y prect Figure 7 shows AVG misprediction rates for selected

from 11.7% to 10.7%. Filtering still helps even with very L : -
large (4K) predictors, reducing mispredictions by aboupredmuon schemes. For all schemes and table sizes, filtering

0.5%. For large filters of 256 entries or more, the leaky filter’ educes mispre_diction rates. For tables of 512 entries or Ie_ss,
' he resulting misprediction rate of filtered monopredictors is

equal to or lower than that of filtered dual-path hybrid predic-

15%

—— nofilter-256 —=— nofilter-256
14%- .
—— nofilter-1K —— nofilter-1K
13% i
—o— nofilter-4K —— nofilter-4K
) L 12%-
—a— strict-256 ° —a— leaky-256
= 11%+
—— strict-1K 2 —— leaky-1K
. .© 10%
—e— strict-4K 3 —o— leaky-4K
5 9%+
@
S 8%
7% %
6%
5% T T T T T T T T T
°cYeed3IgE Y oY ey 3ggyy
Filter table size Filter table size

Figure 5. Misprediction rates, cascaded predictor with strict filter Figure 6. Misprediction rates, cascaded predictor with leaky filter

Second-stage predictor table size is 256, 1K and 4K entries; both predict&econd-stage predictor table size is 256, 1K and 4K entries; both predictor
tables are 4-way associative. Also shown is a cascaded predictortwithodiables are 4-way associative. Also shown is a cascaded predictor without
filtering. filtering.



Second Best P per filter table size Miss% per filter table size
size
64 1 2 2 2 2 2 2 2 2198 186 17.4 158 14(7 13.7 127 1.0 11.7 19.8
128 |1 2 2 2 2 3 3 B 3170 148 141 133 127 119 111 105 103 16.7
256 |2 2 2 3 3 3 3 8B 3137 123 119 113 10,7 10.2 9.7 92 P.0 133
512 |2 3 3 3 3 3 3 B8 3113 102 97 98 89 87 84 81 80 1p9
1024 |3 | 3] 3/ 3 4 4 4 53 5 98 8p 84 82 80 78 V6 {4 |73 |90
2048 |3 | 4| 4/ 4 5 6 68 6 § 85 7B 76 74 72 70 69 b7 |67 |7.8
4096 (3| 4 4 6/ 66 6 6 6 § 78 701 69 66 64 63 62 p1 6.1 |6.7
8192 (4| 5 6/ 6| 66 6 § 6 § 73 6H 63 61 60 59 58 b8 |57 |6.0
16384 |5| 6| 6/ 6/ 6/ 6 8§ 8 8 68 62 60 58 57 587 56 56 |55 |55

Table 4. Path length and misprediction rate for second-stage monopredictors

For comparison, the table also shows the best monopredictor (“mono”) and the best dual-path hybrid predictor (“hybrici)esitesige. The best hybrid
predictors were chosen using data from [DH96].

Second Best P per filter table size Misprediction rate (%) per filter table size
size = =
64 11| 20 20 20 2/0 20 20 2.0 2.0 19.8 206 19.3 183 |17.5(15.8| 14.7| 139 136
128 20| 20 31 31 31 31 31 31 B1 16.7 155 149 (139 |13.1 124 11.4| 10.7 104
256 20| 31 31 3 31 31 31 31 (321 183 123 11.8 |11.3 (109 |105| 99, 93 9.1
512 |31} 31 51 524 51 51 51 51 51 109 100 |96 |93 |9.0 | 88| 85| 81| 8.0
1024 |31, 51 51 62 62 62 62 62 6.2 90 82 |80 |77 |75 |73 | 71| 69| 6.8
2048 |51 6.2 6.2 62 612 62 62 62 6.2 [78 |71 |69 |67 |65 | 65| 64| 63| 6.2
409 (6.2| 6.2 72 72 72 72 72 72 {2 B7 |63 |61 |6.0 |59 |59 | 58| 58| 57
8192 |6.2| 82 82 82 82 82 82 82 B2 KO |56 |55 |55 |54 |54 | 54| 53| 53
16384 | 7.2 82 8P 82 82 82 82 82 B2 [pB5 |53 |52 |52 |52 |51 51| 51| 51

Table 5. Path length and misprediction rate for second-stage dual-path hybrid predictors

For comparison, the table also shows the best the best dual-path hybrid predictor (“hybrid”) of equivalent size. Thedh@stdigtors were chosen using
data from [DH96].
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Figure 7. AVG Misprediction rates for mono and hybrid predictors without filters and with 8 and 128-entry filters. We use dif-
ferent scales for small and large table sizes to increase visibility.



tors. This is due to a filter's cold-start miss reduction (it Chang et al. [CEP96] study a conditional branch predictor
usually has a zero path length prediction if the second stagehich uses a BTB to filter out easily predicted branches.
has not yet encountered the longer path). A dual-path hybritheir predictor inhibits the history table update if the BTB's
predictor does not get extra benefit from this effect at smattonfidence counter is at maximum (e.g., “strongly taken”). In
table sizes, since its shorter component’s path length omparison, the update rule of cascaded predictors is more
already close or equal to zero. Most of the misprediction ratiexible and potentially more accurate since it allows a branch
reduction of small hybrid predictors is therefore due solely tdo be predicted by more than one component predictor. For
the filter's capacity miss reduction. Two-level predictors, withexample, consider a branch that is always taken except for
path lengths of two or three, benefit both from capacity misene (long) path history for which it is always not taken. A
reduction and cold-start miss reduction. The resulting misprewo-stage cascaded predictor can perfectly predict this branch
diction rates end up being fairly similar for two-level andusing one entry in each table, whereas the predictor proposed
hybrid predictors. However, for second-stage tables of 1Ky Chang et al would incur misses.
entries and larger, the filtered hybrid predictor's mispredic- Indirect branch prediction has been studied by Lee and
tion rate is substantially lower than that of a filteredSmith [LS84] (several forms of BTBs), Jacobson et al. [J+96]
monopredictor at all filter sizes. Since the short componer{path-based history schemes), Emer and Gloy [EG97]
path length is two in most of these cases, a filter’s cold-sta¢single-level indirect branch predictors), Chang et al.
miss reduction also benefits a dual-path length hybrifCHP97] (two-level indirect branch prediction), and Driesen
predictor. At the high end of the table size range (+8K)and Holzle [DH96] (two-level and hybrid indirect branch
conflict and capacity misses become less frequent, and tpeediction). In [CHP97] a limited range of two-level predic-
benefit of filtering starts to diminish. tors for indirect branches is explored and the resulting
Figure 8 shows misprediction rates for #edf edgand speedups of selected SPECInt95 programs are measured by
gcc benchmarks. The former two programs have the largesimulation for a superscalar processor. The misprediction rate
number of active branches in the benchmark suite. The reducf a BTB is reduced by half to 30.9% fgcc with a Pattern
tion in misprediction rate is higher than the reductions orHistory Tagless Target Cache with configuration gshare(9),
AVG of Figure 7, which shows that the benefit of filtering isresulting in 14% speedup. In [DH96], a comparable non-
especially pronounced for large programs. hybrid predictor (p=3, tagless 512-entry) reaches a mispre-
Although we did not measure the actual performanceliction ratio of 31.5% fomgcc The cascaded predictor in
impact of improved prediction in this study, previous studiepresented in this study, with 4-entry filter, obtains 23.7%
indicate that it can be significant. For example, Chang et amisprediction rate with a 512-entry, four-way associative
[CHP97] measure an execution overhead of 15% and 8% falual-path hybrid predictor as second stage.
perl andgcc with a BTB, respectively. A 32+256 cascaded Hybrid prediction for conditional branches was first
predictor reduces the misprediction ratio from 5.6% to 0.1%roposed in [McFar93]. Recent results can be found in
for perl (7.5% to 2.7% forgcc), suggesting considerable [CHP95] and [ECP96]. Chen et al. [CCM96] propose Partial

savings in execution time. Prefix Matching prediction for conditional branch prediction
and show that a PPM predictor performs better than a two-
5. Related work level predictor for a similar hardware budget. Since a PPM

predictor chooses the prediction of the longest pattern for

Branch classification was first proposed for conditionaihich a prediction is available (choosing progressively
branches in [CHP94]. Conditional branches are divided in sighorter path lengths until a prediction is found), a cascaded
classes, corresponding to the frequency with which a brandiedictor’s prediction rule mimics this behavior.
is taken in a profiling run, with boundary values 5%, 10%,

50%, 90%, 95% and 100%. The authors present a GAS.  Conclusions and future work
predictor with multiple branch history length and shared
prediction table. A dynamically classifying predictor uses a We have described a new predictor architecture, the
fully associative branch address cache (BAC), consisting afascaded branch predictomwhich dynamically classifies
2-bit saturating counters that indicate the component predieasily predicted branches using a simple first-stage predictor.
tors which best predicts a given branch. Since we use a sim@g preventing correctly predicted branches from entering a
predictor both to predict indirect branches and to classifynore expensive second-stage predictor, the latter’s prediction
them as “hard-to-predict”, a BAC is unnecessary in a dynantable is more effectively used. Not only does a cascaded
ically classifying cascaded predictor. By combining profile-predictor reduce the capacity misses of the second-stage
guided classification for mostly monomorphic branches wittpredictor, it also reduces cold-start misses for monomorphic
dynamic classification for mixed-direction branchesbranches (branches with a single target). We tested two
(between 10% and 90% taken), prediction accuracy of 96.4%ifferent update rules to implement this filtering effettict
is achieved in [CHP94] for conditional branches of thefiltering, which prevents compulsory misses from entering
SPECIint92 benchmark suite. the second stage, ahehky filtering which passes on first-
stage table misses. We found that the performance of strict
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filtering deteriorates badly for small tables, and that leakyCHP95]
filtering performs better at all table sizes, in spite of the
compulsory misses it allows.

Cascaded prediction with leaky filtering achieves predic[CEP%]
tion rates equivalent to that of the previously best known
predictors for roughly half their table size. For example,
prefixing a 1K-entry predictor with a tiny fully-associative 4- [cHP97]
element BTB filter reduces the overall misprediction rate
from 9.8% to 8.7% for our benchmark suite which containgCCM96]
over 500,000 non-comment source lines. A 64-entry, 4-way
associative filter reduces this further to 7.8%, the same
performance as a stand-alone predictor with 4096 predictio[tq’ngd']
table entries. In other words, adding the 64-entry filter allows
us to reduce the size of the path-based predictor by a factor of
four. Similarly, combining a 64-entry filter with a 1K-entry [cko3]
dual-path hybrid predictor reduces the misprediction rate
from 9.0% to 7.3%, lower than the misprediction rate of a 2K-
entry dual-path hybrid predictor and more than three times
better than a BTB of equivalent size. Even a relatively smalPH96]
predictor with 32+256 entries achieves a respectable predic-
tion accuracy of 89.3%. To our knowledge, these cascad BH%]
predictors improve upon any indirect branch predicto
reported to date.

Cascaded prediction works so well because the first-stageGo7]
predictor reduces the load on the second-stage predictor.
Generally speaking, longer branch histories require larger
tables. The filtering effect of cascaded predictors removd&CP96]
virtually all entries for branches that do not actually require a
long path length, and thus the overall table size can be
reduced without compromising prediction accuracyypgs)
Cascaded prediction also generalizes naturally to predictors
with more than two components. [3+96]

In principle, the filtering effect should occur for any appli-
cation of path- or history-based predictors where the dynamic
frequency of easily predicted cases is high. In particular, #<E91]
appears plausible that conditional branch prediction or load
value prediction should behave in qualitatively the same wa t 584]
Therefore, we believe that cascaded predictors might also
perform well in those areas. Of course, only empirical work
can confirm this hypothesis, and thus we are planning tp.S95]
explore these questions in future work.
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