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Figure 1: A toy example of pulse-code modulation (PCM), where the signal is
sampled at uniform intervals giving data points xi which should be classified
into their nearest quantum value qj . For example, x6 should belong to the class
represented by q5.

Summary: Least Squares Quantization in PCM (1982) Stuart P. Lloyd (A for-
mer member of the Manhattan Project, fellow of the Institute for Advanced
Studies and at the time of publication a member of Bell Telephone Laborato-
ries’s math department. )

Main point:

Lloyd presents his work in the context of pulse-code modulation (PCM),
which falls under the area of telecommunications. PCM is the process of con-
verting an analog signal into digital one. In Wikipedia’s words, “In a PCM
stream, the amplitude of the analog signal is sampled regularly at uniform in-
tervals, and each sample is quantized to the nearest value within a range of
digital steps”. Figure 1 is an illustration of this process, where the range of
digital steps is q1 to q6 and the samples are x1 to x7. Lloyd observes in his
sentence that “It has long been realized that in pulse-code modulation (PCM),
with a given ensemble of signals to handle, the quantum values should be spaced
more closely in the voltage regions where the signal amplitude is more likely to
fall.” In other words, the signal should be sampled more frequently near the
high amplitude regions of the analog signal. In his paper, Lloyd shows neces-
sary conditions that a finite number of quanta and their associated quantization
intervals must satisfy in “an optimum finite quantization scheme.”

The problem in this context is the following: “given the number of quanta
and certain statistical properties of the signal, determine the subsets and quanta
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that are best in minimizing the noise power” where “noise power” is the aver-
age square of the difference between the receiver-output signal and the original
signal. In other words, the problem is a least-squares optimization problem.
Given a series of voltages (data points) x, we want to group these voltages into
one of k sets Q1, . . . Qk representing the k quanta q1, . . . qk.

Regarding the signals as stochastic processes, the goal is to minimize the
noise power given by the equation:

N = E [noise signal] =

∫ ∞
−∞

z2(x)dF (x)

where x is the voltage signal, z(x) is the “quantization error” of the signal,
given by qi−x where qi is the closest quantum to x, and F (x) is the cumulative
probability distribution P (s(t) ≤ x), telling us the probability that a sample t
of the signal s is less than or equal to x. It is shown that this reduces to:

N =

k∑
α=1

∫
Qα

(qα − x)2dF (x)

where Qα is a set of points corresponding to the “center of mass” qα, which is
calculated by:

qα =

∫
Qα

xdF (x)∫
Qα

dF (x)

Note that different types of probability distributions (i.e., uniform, Gaus-
sian, etc...) will give different functions F (x), which will slightly modify the
expression for N , but the expression above still holds. To minimize the ex-
pected noise signal, we should assign the signals x to the class Qα for which qα
is closest to x. However, we do not know qα ahead of time. This is where the
Lloyd’s algorithm comes in. In order to determine the optimal q1, . . . , qk Lloyd
proposes the following algorithm:

Step 1 Choose k points x1, . . . xk to serve as the initial k quanta or “centers of
mass”

Step 2 Find the boundaries which define the classes Qj , such that a point within
the boundaries of Qj is closer to Qj than to any other class Qk (draw a
Voronoi diagram around the centers of mass).

Step 3 Recalculate the center of mass for each class Qj

Step 4 Repeat steps (2) and (3) until the expected noise signal falls under a
threshold tolerance

It is shown that the expected noise signal N will either decrease or stay the
same at each iteration of steps (2) and (3). Although no proof is given that
it will converge to the global optimum, N is guaranteed to converge to a local
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optimum. It is suggested that the process should be repeated with differing
starting initial values in step 1, with the hope that one of these configurations
will lead to the global optimum. This method is closely related to what we
know today as the k-means algorithm, where instead of finding boundaries in a
continuous space in step (2), we assign points xi to the class Qj corresponding
to the closest center of mass qj .
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