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ABSTRACT
Work in quantum computer architecture has focused on com-
munication, layout and fault tolerance, largely driven by
Shor’s factorization algorithm. For the first time, we study
a larger range of benchmarks and find that another criti-
cal issue is the generation of code sequences for quantum
rotation operations. Specifically, quantum algorithms re-
quire arbitrary rotation angles, while quantum technologies
and error correction codes provide only for discrete angles
and operators. A sequence of quantum machine instructions
must be generated to approximate the arbitrary rotation to
the required precision.
While previous work has focused exclusively on static com-

pilation, we find that some applications require dynamic
code generation and explore the advantages and disadvan-
tages of static and dynamic approaches. We find that static
code generation can, in some cases, lead to a terabyte of
machine code to support required rotations. We also find
that some rotation angles are unknown until run time, re-
quiring dynamic code generation. Dynamic code generation,
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however, exhibits significant trade-offs in terms of time over-
head versus code size. Furthermore, dynamic code genera-
tion will be performed on classical (non-quantum) comput-
ing resources, which may or may not have a clock speed
advantage over the target quantum technology. For exam-
ple, operations on trapped ions run at kilohertz speeds, but
superconducting qubits run at gigahertz speeds.

We introduce a new method for compiling arbitrary rota-
tions dynamically, designed to minimize compilation time.
The new method reduces compilation time by up to five or-
ders of magnitude while increasing code size by one order of
magnitude.

We explore the design space formed by these trade-offs
of dynamic versus static code generation, code quality, and
quantum technology. We introduce several techniques to
provide smoother trade-offs for dynamic code generation and
evaluate the viability of options in the design space.

Categories and Subject Descriptors
D.3.4 [Processors]: Compilers—quantum computers

Keywords
Compilers, Programming languages, Quantum computers

1. INTRODUCTION
Since the landmark Nature paper in 2000 [26] describing

a technology for scalable quantum computation (part of the
work for which Wineland received this year’s Nobel prize
in physics), interest in practical quantum computation has
grown significantly. Recent announcements by commercial
effort D-Wave of a 128-quantum-bit (qubit) adiabatic system
[16], although controversial in terms of its quantum proper-
ties, illustrate the engineering progress that has been made.

By exploiting features of quantum mechanics to manipu-
late information, quantum computers offer the prospect of
exponential speed up over classical computers on applica-
tions such as Shor’s algorithm for the factorization of the
product of two primes [32]. Previous work in quantum com-
puter architecture has largely used Shor’s algorithm as a
driving application [34, 21, 7, 24, 25]. Due to the relative
simplicity of Shor’s algorithm, these studies have focused on



Figure 1: Applications are run on classical control
hardware that sequences quantum computations on
a quantum co-processor.

error correction and communication in the context of quan-
tum addition.
Recent efforts in the quantum computing community have

sought to define a much broader set of quantum bench-
mark algorithms and to create a tool chain to compile quan-
tum programs and synthesize quantum architectures. We
examined these benchmarks and found that an important
challenge lies in generating sequences of quantum opera-
tors (quantum assembly) to implement a “quantum rota-
tion” (also known as a quantum phase shift operator) at the
algorithm level.

1.1 Architecture and Execution Model
Although the fabrication and control of quantum devices

varies with technology, we present a common framework
with an abstract architecture, execution model, and asso-
ciated software tool chain. We consider a quantum co-
processor tethered to a classical control computer. Figure 1
illustrates this arrangement; applications are run on the clas-
sical control computer which executes co-processor instruc-
tions that control operations on the quantum co-processor
and collect results through measurement. The quantum co-
processor relies on the control computer for a number of
functions including scheduling and error detection and cor-
rection.
Our applications are written in Scaffold, a high-level, C-

like programming language with quantum extensions. The
Scaffold compiler outputs an assembly program which is a
mixture of x86 and quantum assembly instructions (QASM,
a target-independent assembly code). We find that a diffi-
cult problem for the Scaffold compiler is code generation for
arbitrary rotations. In the next section, we give some basic
background in quantum computation to help motivate this
difficulty.

1.2 Background
The fundamental unit of quantum computation is the quan-

tum bit or qubit. Whereas a classical bit is confined to ex-
isting in either a high or a low state, a qubit can exist in
both states simultaneously. This phenomenon is known as
superposition and a qubit exists in superposition until it is

Figure 2: Bloch Sphere. The Bloch Sphere is a use-
ful tool in visualizing the state space of a qubit. Ev-
ery point on the surface of the sphere represents
a unique qubit state with the poles (along the Z-
axis) correspond to the classical high and low states.
Points lying between the poles represent a superpo-
sition of the classical states. φ is a qubits phase angle
which will be discussed in the next section.

measured. Upon measurement a qubit “collapses” into a
classical bit, taking and keeping a value of either high or
low. A qubit in superposition is described by the probabil-
ity with which it will be found in each classical state once
measured. A qubit’s state, |s〉, is expressed by the equation,

|s〉 = α |0〉+ β |1〉 (1)

where |α|2 is the probability of measuring the qubit in
state |0〉, the classical low state, and |β|2 is the probability
of measuring the qubit in state |1〉.

The Bloch Sphere, shown in Figure 2, is a useful visualiza-
tion of a qubit’s state space[29]; the points on the surface of
the Bloch Sphere represent the different states a qubit can
occupy with the classical high and low states located at the
poles. Proximity to the poles indicates the probability with
which the qubit will collapse to that pole on measurement
- a state lying on the equator is equally likely to be high or
low on measurement. Longitude on the Bloch Sphere rep-
resents the phase between the eigenstates of a qubit. This
will be discussed in more detail later on.

The Bloch Sphere is especially useful when considering
transitions between qubit states. As different points on
the Bloch Sphere correspond to different states, transitions
can be visualized as rotations about the axes of the sphere.
These rotations are abstracted as quantum logic gates that



Figure 3: Bloch Sphere depicting a rotation. This
figure shows the application of a phase-shift gate to
a qubit. The initial state s1 rotates θ radians about
the Z-axis. The resultant state, s2, maintains the
same superposition but has a phase shifted by θ.

act on a single qubit. An accessible example is the quantum
NOT gate which performs a 180 degree rotation about the
X- axis. When applied to a classical bit it simply transi-
tions from one pole to another. When applied to a qubit,
the NOT gate inverts the probabilities in the superposition.
The quantum gate (or, more precisely, set of gates) on

which we focus our case study is the phase-shift gate. In the
context of the Bloch Sphere model, this gate is represented
by a rotation about the Z-axis as detailed by Figure 3. This
gate changes the phase of a qubit by a specified angle θ. As
evidenced by the Bloch Sphere, phase does not directly effect
the outcome of a measurement however it is very important
in determining how qubits interact with one another. This
feature of qubits can be exploited in designing quantum al-
gorithms and the methods of doing so will expounded upon
in the next section. For the purposes of this paper, we re-
fer to phase shift gates as rotations because, unlike other
standard gates, they are parameterized by the angle of ro-
tation (although technically, any single qubit operation can
be represented as a Bloch Sphere rotation).

1.3 Contributions and Roadmap
The remainder of this paper provides a narrative that fol-

lows the contributions of our work:

• Section 2.1 examines, for the first time, a range of
quantum benchmarks, motivating the problem of quan-
tum rotations.

• Section 3 describes the design space formed by compi-

lation methods, quantum technologies, and benchmark
requirements.

• Section 4.2 describes our caching and parallelism opti-
mizations to the baseline Solovay-Kitaev implementa-
tion, which result in nearly a 10X improvement.

• Section 4.4 introduces our dynamic compilation method
for arbitrary quantum rotations.

• Section 5 describes our empirical and analytical eval-
uation of the design space.

2. MOTIVATION
Arbitrary rotations pose a challenge to quantum computer

architects because they are parameterized by an angle in the
range [0, 2π] and thus form a continuous set. Because only
discrete sets of gates can be implemented fault-tolerantly,
arbitrary rotations must be approximated by sequences of
discrete gates [27]. The Bloch Sphere helps to illustrate
this idea; an arbitrary rotation can be thought of as a tran-
sition between two points separated by angle θ about the
Z-axis. The set of fault-tolerant gates correspond to a series
of ’allowed moves’ on the Bloch Sphere. Approximating a
rotation involves using a sequence of allowed moves to travel
from one of these points to the other. The compilation of an
arbitrary rotation is the process of generating a sequence of
gates from a given set that provides a good approximation
of the original rotation. We will define the metrics by which
we evaluate approximations in the next section.

In Figure 4, we provide a short example illustrating the
compilation of a rotation. The Scaffold code to perform a
simple controlled rotation about an arbitrary angle theta.
When this code is compiled into QASM, the Rz function
(arbitrary quantum rotation) is replaced by a series of ma-
chine instructions from the set

{

H,T, T †
}

(which are univer-
sal quantum operations, Hadamard and discrete rotations,
assumed to be supported by our machine).

2.1 Benchmark Applications
Arbitrary rotations play a crucial role in a number of fun-

damental constructs that recur frequently in quantum al-
gorithm design. Our suite of benchmark algorithms utilize
arbitrary rotations in multiple contexts.

One common algorithm in our benchmarks is the quan-
tum random walk, which is a graph traversal technique that
is used for path-finding algorithms[17]. In a quantum ran-
dom walk, the direction and length of each step in the walk
are determined by the state of a qubit. When implemented
without rotations, quantum walks are very similar to clas-
sical walks. At each step, all moves have equal probability
and equal length. By applying a rotation, these probabili-
ties can be skewed allowing for, at lower probabilities, longer
steps than are possible in a classical walk.

Arbitrary rotations are also used in quantum phase es-
timation and the quantum Fourier Transform[27]. It was
mentioned earlier that the phase between the eigenstates
does not effect measurements but is nonetheless important
to quantum computing. This is because it is often useful to
encode information in the phase differences of qubits while
they are in superposition. Quantum phase estimation is a
method that is used to decode information encoded in qubit
phases.



Scaffold

module Control ledRz (
qreg t a r g e t [ 1 ] ,
qreg c on t r o l [ 1 ] ,
double theta )
{

Rz( target , theta / 2 . 0 ) ;
CNOT( target , c on t r o l ) ;
Rz( target , −1.0 ∗ theta / 2 . 0 ) ;
CNOT( target , c on t r o l ) ;

}

⇒

QASM

module Control ledRz
begin
qubit t a r g e t
qubit c on t r o l
double theta
H ta rg e t
T ta r g e t
T∗ t a r g e t
T ta r g e t
. . .
CNOT ta rg e t c on t r o l
end

Figure 4: Scaffold compilation example

We examined eight quantum benchmarks covering just
about all “practical” quantum algorithms. We describe each
algorithm briefly below and summarize our analysis of these
benchmarks in Table 1. The number of Lines of Scaffold
code is provided for each benchmark to give a sense of cod-
ing complexity. The resource requirements of each algorithm
depend on the problem size. For each algorithm we selected
a problem size large enough that the quantum algorithm
may show speedup over classical algorithms. In the final
column, we specify “Required Precision”. This is a measure
of how precisely rotations compiled for each algorithm must
conform to those specified in the source code. This calcula-
tion is made by considering both circuit depth (the number
of consecutive rotations that occur) and width (the number
of qubits which must be measured following the rotations).
Binary Welded Tree A binary welded tree is the graph

formed by joining two perfect binary trees at the leaves.
Given an entry node and an exit node, The Binary Welded
Tree Algorithm uses a quantum random walk to find a path
between the two. The quantum random walk finds the exit
node exponentially faster than a classical random walk[8].
Boolean Formula Two player games can be modeled as

NAND trees or boolean formulas. The Boolean Formula
Algorithm can determine a winner in a two player game by
performing a quantum random walk on a NAND tree[1].
Ground State Estimation This algorithm determines the

ground state energy of a molecule given a ground state wave
function. This is accomplished using quantum phase esti-
mation[33].
Linear Systems This algorithm makes use of the quantum

Fourier Transform to solve systems of linear equations[15].
Shortest Vector The shortest vector problem is an NP-

Hard problem that lies that the heart of some lattice-based
cryptosystems. The Shortest Vector Algorithm makes use
of the quantum Fourier Transform to solve this problem[30].
Class Number Computes the class number of a real quad-

ratic number field in polynomial time [14]. This problem is
related to elliptic-curve cryptography, which is an important
alternative to the product-of-two-primes approach currently
used in public-key cryptography.
Shor’s Algorithm This algorithm is probably the most fa-

mous result of quantum computing and has important impli-
cations for public-key cryptography. This algorithm factors
integers in polynomial time using a phase estimation algo-
rithm[32].
Grover’s Algorithm This algorithm is probably the second

most famous result in quantum computing [12]. Often re-

ferred to as “quantum search,” Grover’s algorithm actually
inverts an arbitrary function by searching n input combina-
tions for an output value in

√
n time. Grover’s algorithm

does not use rotation operations.
We find that seven of the eight benchmarks feature arbi-

trary rotations prominently. Two of the eight (Linear Sys-
tems and Ground State Estimation) feature a very large
number of distinct rotations, posing potential code size chal-
lenges for static code generation. Two of eight (Linear Sys-
tems and Shortest Vector) feature rotation angles calculated
at runtime, requiring dynamic code generation.

While we examine these benchmarks to motivate dynamic
versus static compilation, none of these benchmarks can be
simulated at scale. If quantum computations could be sim-
ulated in polynomial time, we wouldn’t need quantum com-
puters! In our subsequent analysis, we will assume random
rotation angles. We will give error bars in our results, but we
found that variations due to optimization parameters dom-
inated any variations due to the value of rotation angles.

2.2 Existing Quantum Technologies
There are a number of candidate technologies for imple-

menting a quantum computer, each with its own character-
istics that influence our approach to arbitrary rotations. In
order to evaluate the viability of dynamic code generation
for a particular technology, we examine the“logical clock cy-
cle” of each technology. This is the time it takes to perform
a fault-tolerant discrete rotation. Quantum computers uti-
lize extremely powerful and expensive error correction codes,
which are applied recursively.

Table 2 provides the time for π/4 rotations on the physical
layer (the equivalent of a T gate). Ref. [22] gives an overview
pointing to both successes and challenges. We examined the
literature to find times for the fastest reported gates and the
highest fidelity gates. These timings were used to determine
the time overhead for error correction using the Bacon-Shor
code[2] and Knill ancilla scheme[20] shown in Table 3. For
simplicity, we use level 2 error correction in our logical cycle
time for each technology.

2.3 Previous Work
The problem of arbitrary rotation compilation has been

studied primarily in the context of Shor’s Prime Factoriza-
tion Algorithm. Shor’s Algorithm reduces prime factoriza-
tion to an order finding problem making use of a Quantum
Fourier Transform[32]. The rotations performed by a Quan-
tum Fourier Transform are very predictable, falling into the



Benchmark Lines Total Distinct Rot. Unknown Required
of Code Rotations Rotations at Compile Time Precision

Binary Welded Tree 608 2080 5 0 6.9× 10−4

Boolean Formula 479 828 46 0 2.1× 10−9

Ground State Estimate 554 2.6× 1014 4095 0 5.3× 10−9

Linear Systems 1741 2.2× 106 1794 66 4.1× 10−8

Shortest Vector 539 2450 50 <50 3.7× 10−14

Class Number 400 48 48 0 1.6× 10−14

n-bit Shor’s Algorithm 140 n n 0 2−n

Grover’s Algorithm 237 0 0 0 0

Table 1: A brief overview of benchmark quantum algorithms.

Technology Experimental Calculation

Ion Trap 10 µs [5] 1.0 µ s
Neutral Atom 31 µs [28] 0.915 µ s
Quantum Dot 2.6 ns [3] 1 ns
Superconductor 20 ns [23] 1 ns

Photons 15 ps [31] 1 ns

Table 2: Times for physical T gates in quantum in-
formation systems. Experimental refers to current
examples of implemented high fidelity gates. Calcu-
lation indicates the predicted gate times. This test
set underlies the error correction times in Table 3.
The calculation times do not represent fundamental
limits, e.g., ion trap single gates of 50ps duration
have been demonstrated[6].

set

{

Rz(
π

21
), Rz(

π

22
), Rz(

π

23
), ..., Rz(

π

2k
)
}

where k is the size of the input register. Because Shor’s
Algorithm presents such a manageable set of rotations, it
has been tacitly assumed that these rotations would be pre-
calculated and used when needed. In the context of this
narrow application scope, there was little motivation for
rapid decomposition of rotations, particularly at runtime.
While there are a number of techniques in use for compiling
arbitrary rotations[10][4], their suitability for runtime code
generation has not been examined.

3. DESIGN SPACE
In this section we introduce a design space that is bounded

Level 1 Level 2
Neutral Atom (T) 4.46e-04 6.68e-03
Neutral Atom (EC) 9.45e-05 5.57e-03
Ion Trap (T) 2.08e-02 9.00e-01
Ion Trap (EC) 6.47e-03 7.95e-01
Photons (T) 6.12e-07 1.66e-05
Photons (EC) 2.25e-07 1.44e-05
Quantum Dot (T) 3.08e-05 5.60e-04
Quantum Dot (EC) 7.66e-06 4.75e-04
Superconductor (T) 2.80e-06 1.33e-04
Superconductor (EC) 1.06e-06 1.21e-04

Table 3: Times for implementing a fault-tolerant T
gate using Bacon-Shor code for one and two levels
of error correction. Time is in seconds.

by the algorithm requirements as well as computational re-
source considerations. The purpose of this design space is to
define metrics that can be used to determine an appropriate
compilation method for a given application and technology.

3.1 Executable Size
The amount of assembly code generated is another impor-

tant consideration in evaluating compilation. Generally the
number of gates needed for an approximation is proportional
to the required accuracy - higher precision sequences tend
to be longer. Some algorithms require tens of thousands of
high precision rotations which can translate into terabytes of
generated code. This compilation is only the first step in a
long tool chain required in preparing a quantum application
for execution. This large amount of code would need to pass
through the remaining steps in the tool chain which may not
be able to manage such input of such a size. The generated
sequence length also has a number of consequences for the
execution of the algorithm on a quantum processor. Each
gate carries an inherent error frequency. Having to execute
more gates per rotation increase the likelihood that the rota-
tion will fail. Furthermore, in an algorithm that bottlenecks
at rotation execution, changes in sequence length can dra-
matically influence performance by reducing the number of
gates necessary to perform each rotation.

3.2 Compilation Time
Finally, we consider the time needed to compile arbitrary

rotations. Similar to sequence length, there is generally a
trade-off between accuracy and compilation time with higher
precision sequences taking longer to generate. Furthermore,
optimizations for shorter sequences also tend to lead to longer
compilation time. While compilation time is not a major
concern in the static approach, it becomes a limiting factor
when we consider dynamic compilation schemes and on-the-
fly code generation. In the event that we need to generate
code between quantum operations, compilation time deter-
mines the magnitude of the interruption to quantum code
execution.

4. STATIC VS. DYNAMIC COMPILATION
We divide general approaches to the compilation of ar-

bitrary rotations into static schemes and dynamic schemes.
During static compilation, approximating sequences are gen-
erated for each rotation along with the rest of the quantum
assembly code. The major advantage in this scheme is that
the time overhead of sequence generation is paid for once, at
compile time, and then does not factor into the algorithm’s
performance. Because the time cost of static compilation



can be largely ignored, there is no need to compromise ac-
curacy or gate count optimization.
Note that static compilation in quantum computation gen-

erally assumes that you have the input parameters for a pro-
gram, but that you can not do any quantum computation in
the compilation process. In other words, the situation is es-
sentially trace-based compilation with constant propagation
using classical computing resources.
There are, however, circumstances in which static compi-

lation may not be an option. One such case is when rotation
angles are not known at compile time as with the Linear
Systems and Shortest Vector Algorithms. If the angle of a
rotation is dependent on the measurement of a quantum reg-
ister, its value cannot be known until the algorithm executes
and compilation of the rotation would have to occur at run
time. In this case, execution must halt pending the com-
pilation of the rotation. Unlike the static scheme, the time
overhead of rotation compilation would be incurred at every
execution. Fast compilation becomes very important here
because holding up execution of the quantum algorithm will
affect algorithm performance. Another instance in which dy-
namic compilation may be preferable is an algorithm with
a large number of distinct rotations. Statically compiling
quantum code that contains a large number of distinct rota-
tions can lead to vast quantities of assembly code. Although
we have chosen moderate problem sizes, the majority of the
benchmarks are easily scalable. Consider the Ground State
Estimation Algorithm for Fe2S2. This algorithm requires
on the order of 1014 rotations. If each of these is decom-
posed into a sequence of 105 gates, the generated assembly
code would contain 1019 logical gates. This code would then
have to be handled by the rest of the tool chain for circuit
mapping and error correction and it is very possible that
this code would be simply too large for the classical control
computer. If an algorithm promises to generate an unman-
ageable amount of quantum assembly code due to the pres-
ence of arbitrary rotations, it may be necessary to compile
the rotations dynamically.

4.1 The Solovay-Kitaev Algorithm
The Solovay-Kitaev Theorem[18] is a result in quantum

computing which states that any single qubit gate can be
approximated to a precision ǫ by a sequence of Θ(logc( 1

ǫ
))

gates from a universal set. The Solovay-Kitaev Algorithm,
as implemented by Chris Dawson and Michael Nielsen[9], is
widely utilized by the quantum computing community and
illustrates how the different dimensions of our design space
interact. We consider Solovay-Kitaev in our study primarily
as a method of static compilation but also explore the extent
to which it can be used to generate code dynamically.
The Solovay-Kitaev algorithm requires two inputs. The

first input is a finite set of quantum gates (expressed as
two-by-two unitary matrices) that form a basis. In our case,
the basis will be the set of fault-tolerant gates that comprise
the instruction set of the target quantum processor. The
second input is a single-qubit gate that will be decomposed
into the gates supported by the target architecture, for our
purposes an arbitrary rotation.
Solovay-Kitaev decomposes the input gate by recursively

factoring it to a predetermined depth. In the leaves of
the recursion tree, each factor is approximated by a short
sub-sequence (generally about 20 gates long) selected from
a database. These subsequences are then concatenated to
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Figure 5: Optimizations to Solovay-Kitaev. The
leftmost bar depicts a normalized average runtime
of Solovay-Kitaev. The center bar shows the effects
of capitalizing on processor caching. The rightmost
bar shows the effects of parallelization.

form the final approximation of the rotation.
The Solovay-Kitaev algorithm is parameterized by the

maximum length of the sub-sequences in the database as
well as the recursion depth. Increasing the target sequence
length increases the accuracy of the approximation, but also
increases compilation time. Increasing recursion depth in-
creases accuracy as well, but also increase both compilation
time and resulting sequence length.

4.2 Optimizations to Solovay-Kitaev
While the Dawson and Nielsen implementation of Solovay-

Kitaev is commonly used to statically compile arbitrary ro-
tations, it runs too slowly to be considered practicable as a
runtime code generator. To use it in our study, we had to
make a number of modifications to the original code to opti-
mize runtime. We first employed serial code optimizations,
and then we parallelized the code.

The majority of execution time is spent in the leaves of
the recursion tree where Solovay-Kitaev performs an itera-
tive search through a list of sub-sequences used to approx-
imate the rotation’s factors. We determined that the best
approaches to reducing run time were to attempt to paral-
lelize the recursion tree and to exploit processor caching to
expedite the iterative search. We modified the implemen-
tation to store base-case sequences in contiguous memory
which allowed us to maximize the advantage of processor
caching. While making this change we also discovered that
the limited precision of the database made a large number
of sub-sequences redundant. In many cases, the difference
between consecutive subsequences was less than the float-
ing point precision in the database. By checking for and
eliminating these sub-sequences, we decreased the number of
sub-sequences that needed to be searched for in the database
substantially. Together these modifications brought nearly
a 5X decrease in compilation time.

By executing independent branches of the recursion tree
in separate threads, we were able to further improve run-
time by a factor of two. All together, we were able to de-
crease Solovay-Kitaev’s compilation time by nearly an order



of magnitude, illustrated by Figure 5.

4.3 Single Qubit Circuit Toolkit
We also include in our study the Single Qubit Circuit

Toolkit (SQCT), recently released by the University of Wa-
terloo as another static compilation method[19]. SQCT is
a novel technique that is able to minimize the number of T
gates in its approximations. This is important because in
many technologies, T gates dominate the time cost of exe-
cution.
SQCT is built around a key result of [19] that describes

a method of exactly synthesizing a particular class of single
qubit gates out of H and T gates. For this class of gates,
Maslov et al. have found a way to generate sequences that
exactly implement the input gate and that have optimal T
gate counts. The results of Solovay-Kitaev compilations fall
into the class of gates on which this method can operate and
so this method can be used to re-synthesize Solovay-Kitaev
results to produce length-optimal sequences. As such, SQCT
can be considered a drop-in replacement for Solovay-Kitaev.
SQCT decomposes a single qubit gate in two steps. It first

utilizes its own (faster) implementation of Solovay-Kitaev to
generate an approximation for the input gate. This approx-
imation is not length-optimal but, being a Solovay-Kitaev
result, can be exactly synthesized using the T gate optimal
technique. To generate the T gate optimal approximation,
the Solovay-Kitaev result must be resynthesized using the
technique described above. The extra step adds an element
of linear linear complexity to the compilation but leads to
machine code that executes more quickly due to the mini-
mization of T gates. As with the Solovay-Kitaev Algorithm,
we consider SQCT to be primarily a static compilation tech-
nique but will evaluate its fitness to generate code dynami-
cally.

4.4 Library Construction
As an alternative to the aforementioned techniques we

propose a new method for approximating rotations that fo-
cuses on minimizing compilation time. In this technique, a
set of rotations is pre-compiled (using a static compilation
technique such as Solovay-Kitaev) and stored as a library.
Arbitrary rotations are then rapidly assembled by concate-
nating rotations from this library. We are essentially trading
storage (and a less optimized result) for execution time. The
library rotations follow the form,

{

(n− 1)π

n1
,
(n− 2)π

n1
, ...,

π

n1
, ...,

π

nk

}

. (2)

An arbitrary angle can be built by concatenating the ele-
ments in the set using the construction,

θ =

k=kmax
∑

k=1

Ck
π

nk
. (3)

where C is the kth digit in the base n representation of θ.
As an example consider a binary construction where n =

2. The library would consist of the gates

{ π

21
,
π

22
,
π

23
, ...,

π

2k

}

. (4)

Now constructing an arbitrary rotation is as simple as
rewriting it as a binary fraction. For instance,

θ =
7π

9
= 0.11000111. (5)

By Adding the corresponding rotations in our library set,

θ ≈ π

21
+

π

22
+

π

26
+

π

27
+

π

28
+ ... (6)

we are guaranteed an approximation to within π
2k

of the
original angle.

This technique allows for faster compilation because there
is no need to generate new sequences. Determining which
library sequences to concatenate takes | logk(ǫ)|(n − 1) it-
erations to achieve an accuracy of ǫ or better. However,
the cost for this speed comes in the form of increased se-
quence length for the approximation. Because each library
rotation has the same sequence length as a statically com-
piled rotation, a rotation created in this manner has a worst
case sequence length that is | logk(α)| times greater than its
statically compiled counterpart. This drawback can be mit-
igated by increasing the size of the library. By using a large
value for n we achieve higher precision at each iteration of
the construction. A library built around a base of n = 100
can achieve an accuracy of π

100
in the first term of the sum

whereas a library built around n = 10 will achieve this after
only after the second term resulting in a sequence that is
twice as long in the worst case. However the first library

will be (100−1)k
(10−1)k

= 11 times larger then the second.

This method is also in a position to take advantage of op-
timized static compilation techniques that are too slow to be
used dynamically. Consider SQCT which sacrifices compi-
lation time to generate length-optimal sequences. Although
it may not be fast enough to generate code dynamically, we
can still use it to create a library. A library composed of
compilations that surpass the precision requirement of the
target can compensate for the loss of precision incurred by
dynamic code generation. In this way, optimized techniques
can still be useful for dynamic code generation.

5. RESULTS AND ANALYSIS
This section presents the results of our analysis of the

compilation techniques that we introduced in the previous
section. We use the candidate technologies and our suite of
benchmark algorithms to define realistic bounds within our
design space for dynamic rotation compilation. We then
evaluate our techniques within the design space and deter-
mine their fitness for use in a quantum computing tool chain.

5.1 Methodology
As discussed in Section 2.1, due to fundamental limita-

tions in simulating quantum computers at scale, we do not
use the rotation angles of our actual benchmarks in our
study. Instead, we use a random distribution of rotation
angles and provide error bars to illustrate the dependence of
our results on specific angles. We also interpret our results
in the context of the precision required for each benchmark,
as well as the number of rotation angles not known statically
(where applicable).

All of the tests were conducted on a 3.3GHz Intel i7 pro-
cessor with 32Gb of memory, running a Linux 3.2 kernel. We
ran each method over a wide range of parameters to find



the best results for each one. For each parameterization,
the compilation was performed on the same set of evenly
distributed input angles. In the following figures, each point
represents one parameterization, averaged across the set of
input angles. Error bars are used to display the standard
deviation of a value over the set of input angles. We omit
error bars in cases where they would be drawn too finely in
figure to be of practical use.
For all methods we used the universal set of quantum gates

consisting of
{

H,T, T †, X, Y, Z
}

as our basis because it is
implemented fault tolerantly by all of the considered tech-
nologies. In Solovay-Kitaev we varied the recursion depth of
the algorithm as well as the base-case sub-sequence length
to find optimal parameters. In implementing the library
construction method, we used SQCT to generate the library
due to the length-optimal sequences it produces. We used
multiple rotation libraries varying in size from a few tens to
a few thousands of sequences by varying the base n of the
construction (recall the use of base n in Section 4.4).
Because Solovay-Kitaev and SQCT decompose all rota-

tions in the same way their is very little correlation between
input angle and performance; sequence length and compi-
lation time do not vary much for different rotations. In
the library construction, because the number of sequences
to be concatenated is determined by input angle, there is
more fluctuation across inputs. However, due to the unpre-
dictability of the input, these fluctuations cannot be capi-
talized upon to improve performance.
The accuracies of the Solovay-Kitaev algorithm and the li-

brary construction were limited by the built-in floating-point
data type. Evaluating sequences in both of these methods
involves many matrix operations and the loss of precision
propagates through the results. We were able to achieve
an accuracy of approximately 10−11 before the accuracy
plateaued. Based on our empirical data we extrapolate the
performance of both methods for benchmarks with higher
accuracy requirements. An attempt was made to extend
these methods using the CLN arbitrary precision software
library[13], however the time overhead incurred by CLN was
unmanageable. Slowdowns on the order of 1,000X prevented
the collection of meaningful data. SQCT achieves high lev-
els of precision using the GNUMultiple Precision Arithmetic
Library[11] and we intend to use this in future development
of this work.

5.2 Relating Compilation Time and Accuracy
The scale of the time axis of our design space is defined

by the speeds of the candidate quantum technologies. Our
goal is to be able to compile an arbitrary rotation on the
classical control computer with minimal effect on the exe-
cution of the algorithm on the quantum processor. We can
think of quantum stalls in terms of the logical cycle time
of the quantum processor, given by the error-corrected T
gate speed of the target quantum technology (which can be
found in Table 3). We define logical cycles thusly because
the T gates in all of our technology descriptions, when im-
plemented fault tolerantly, incur the highest runtime cost
and dominate algorithm execution time.
In Figure 6 we compare the accuracy of a generated se-

quence and the time taken to generate it. The horizon-
tal lines in the plot provide error-corrected gate execution
times for a few technologies as a reference. We see that that
the library construction offers up to five orders of magnitude
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Figure 6: Accuracy vs. Compilation Time. This plot
demonstrates the time required to perform rotation
compilations of varying precision. The accuracies of
the resultant sequences were measured by calculat-
ing the trace distance between the compiled rota-
tion and the original. The T gate execution times
of different quantum technologies are included for
reference.

speedup over the static methods for most of our benchmarks.
Our results indicate that both Solovay-Kitaev and SQCT

are fast enough to perform dynamic compilation for all of
the benchmarks in the test range, but only for the ion trap
technology. Shortest Vector and Class Number lie outside
of this range, but it is easy to extrapolate from the data
that dynamic compilation of these algorithms lies outside
the capabilities of Solovay-Kitaev and SQCT. We arrive at
this interpretation by referring to the required precision for
each benchmark in Table 1, finding this precision on the X
axis of Figure 6, finding the corresponding Y-axis time on
each curve, and then referring to the horizontal reference
lines for each technology’s logical cycle time.

Using data gathered with the library construction tech-
nique, we see that it provides sufficient speed to perform
dynamic compilation for all of the algorithms in the test
range and that it does so well within the gate speeds for all
technologies too. Extrapolating these results to the accura-
cies required by Shortest Vector and Class Number, we find
that the library construction method can be used dynami-
cally with our full suite of benchmarks.

5.3 Sequence Length
While the library construction of arbitrary rotations yields

much faster compilations than Solovay-Kitaev, it does pro-
duce longer sequences of gates. Figure 7 shows the rela-
tionship between accuracy and sequence length for the data
sets used in Figure 6. The decrease in runtime is accompa-
nied by, in some cases, a one order of magnitude increase in
sequence length. This is significant especially when consid-
ering the error-correction overhead accompanying each gate.

In our plot, We measure sequence length in terms of T-
gate counts. The striations in the Solovay-Kitaev and SQCT
results are manifestations of the parameterization of these
techniques. The strata occur at each level of recursion for
these compilation methods.



 1

 10

 100

 1000

 10000

 100000

 1e+06

 1e-11  1e-10  1e-09  1e-08  1e-07  1e-06  1e-05  0.0001  0.001  0.01  0.1

N
um

be
r 

of
 T

-g
at

es
 in

 a
pp

ro
xi

m
at

io
n

Accuracy of approximation

Solovay-Litaev SQCT Library Construction

Figure 7: Accuracy vs. Sequence Length. In this
figure we compare the lengths of sequences gener-
ated using different methods. We use the number
of T-gates in each approximation as a metric as they
incur the highest runtime cost in most technologies.

All of the compilation methods function by concatenat-
ing shorter, pre-generated sequences of gates to form their
approximations. The static methods represent a very large
database, containing on the order of 108 very short sequences
( 20 gates). The library construction method uses longer se-
quences but fewer of them, in the above case less than 30.
As mentioned in the previous section, we can decrease

the sequence length required by the library constructions by
increasing the database size. Figure 8 shows the effects of in-
creasing the size of the database by increasing the repertoire
of subsequences to build from. This is done by increasing
the base n of the construction. Recall that this effectively
gives us more fractional rotations so that we can achieve
an arbitrary rotation by concatenating fewer subsequences
(see Section 4.4. The overall size of a database built around
base n will be a factor of (n− 1) larger than the binary con-
struction. We use analytical data to predict the results of
different configurations of the library construction method.
The plot assumes an ideal library of perfect sequences, how-
ever it accurately displays the inverse relationship between
sequence length and database size. By using large databases
(> 100Mb) we can achieve high accuracies in less than one
order of magnitude more gates than a static compilation.
Since we can keep even the larger databases in memory,
compilation time across database sizes should not vary sig-
nificantly.

5.4 Dynamic Compilation
For an application in which static compilation is not an op-

tion such as Linear Systems or Shortest Vector, we must con-
sider the feasibility of using our compilation techniques dy-
namically. Our criteria is that dynamic compilation should
only cause a small number of stall cycles in the quantum
processor, once again measured as the time for the error-
corrected T operator.
To determine the fitness of a method of dynamic compi-

lation we must take into account compilation time as well
as the length of the sequence generated. The total time
incurred by a rotation can be expressed as,
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Figure 8: Library Size vs. Sequence Length. We can
smooth the trade-off between sequence length and
compilation time by increasing database size in the
library construction method. Each curve demon-
strates the relationship between database size and
sequence length for a given accuracy. We used an
analytical model to generate this data.

Trotation = tcompile + l × tgate, (7)

where tcompile is the compilation time of the gate, l is the
length of the generated sequence and tgate is the technology-
specific gate time. When evaluating compilation strategies
for a particular technology, we can use this equation deter-
mine which of several methods has the least impact on the
running of the application.

From this simple equation, we see that the choice of tech-
nology and the precision to which we are compiling have a
sizeable impact on our choice of compilation technique. The
library construction is most useful for technologies with fast
gate speeds such as photonics which mitigate the increased
sequence length. Similarly at higher precisions, where the
sequence length overhead is less pronounced, the library con-
struction’s faster compilation time make it the better choice.

As an example consider Linear Systems, which has a low
minimum precision requirement, and Shortest Vector, which
has a middling precision requirement. When compiling Lin-
ear systems for the faster technologies, there is no significant
difference in performance between the library construction
and SQCT methods. Meanwhile slower technologies cause
the sequence length term to dominate giving SQCT an or-
der of magnitude advantage over the library construction.
However when compiling Shortest Vector, the library con-
struction has a T count only one order of magnitude higher
than SQCT. In this case, the increased sequence length is
compensated for by the fast compilation time in all technolo-
gies, making library construction the preferable method.

5.5 Error Correction Level
In our study we consider technologies that make use of

concatenated error correction codes. In this scheme qubits
are encoded recursively to ensure fault tolerance. Circuits
can be made more robust by increasing recursion depth,
however each level of recursion is accompanied by a large
increase in time and resources necessary for execution. As



circuits grow, the accumulated probability of failure in their
constituent components increases, necessitating adding lev-
els of error correction. One concern is that the extra code
generated by the library construction would require such an
increase the recursion depth.
We performed a resource estimation for each algorithm

using the Bacon-Shor error correction code[2] for all of the
compilation methods described in section 4. We determined
that for all of the algorithms, the increased circuit depth
resulting from use of the library construction did not result
in the need for another level of error correction. However,
in situations where the benchmark is on the verge of requir-
ing another level of error correction, larger sequence lengths
could present a substantial liability and the library construc-
tion may not be the right choice.

5.6 Discussion
Our results show that dynamic compilation for quantum

rotations can be extremely challenging. The widely-varying
logical cycle times of quantum technologies, coupled with
widely-varying precision requirements from different quan-
tum benchmarks, result in a large design space.
For slower technologies, such as ion traps, the problem

is considerably easier. It should be noted, however, that
faster clock speeds are desirable even in quantum compu-
tation. Although quantum computations may have an ex-
ponential advantage over classical computations, the high
error-correction overhead of quantum computers can make
the crossover point between polynomial and exponential per-
formance occur at 100 years of computation! Gigahertz tech-
nologies such as superconducting qubits could make quan-
tum computation much more competitive, but we must be
careful not to lose that advantage to time spent dynamically
generating code.
Our library construction is a first step towards approach-

ing this dynamic-code-generation problem. There is much
work to be done in refining this and related approaches.

6. FUTURE WORK
Referring back to our results, we see that there does not

yet exist a method of providing dynamic compilation in very
high precision applications. Most of the benchmarks are
scalable and, for more challenging problem sizes, can re-
quire precisions in excess of 10−50. Implementing either of
our static methods for such high accuracy would result in
compilation times many orders of magnitude greater than
the technology speed. Extrapolating the results of our dy-
namic method, it appears we method may be able to make
such compilations on the fly, but only for the trapped ion
technology. An important next step in this work is to extend
compilation strategies to higher precisions while still being
able to perform quick compilations. The results outlined
above for the library construction method indicate that we
can optimize the time and precision dimensions of our design
space by expanding into the storage dimension. By utiliz-
ing large databases of pre-compiled high precision rotations,
we will be able to perform on-the-fly compilation for more
demanding applications.
Furthermore, we expect that any practical implementa-

tion of classical computing resources associated with high-
precision quantum operations will require hardware imple-
mentation of precision greater than double precision floating
point. This could be in the form of special-purpose acceler-

ators or FPGAs. Higher precision targets will probably re-
quire a combination of hardware and software support. Any
software extension of precision will most likely preclude dy-
namic compilation due to the associated time cost. Many of
the algorithms in our benchmark suite such as Boolean For-
mula and Ground-State Estimation can have much higher
precision targets (up to 10−54). Fortunately, the rotation
angles for these benchmarks are known at compile time. Un-
der such targets, static compilation may be the only viable
option and the caching and management of extremely large
executables will be necessary.

7. CONCLUSION
For the first time, our work examines a broad set of quan-

tum computing benchmarks and motivates static and dy-
namic compilation problems. In particular, we find that
generating code for arbitrary rotations presents significant
challenges. We optimized the established Solovay-Kitaev
method (mostly appropriate for static compilation) and present
our own dynamic method. We evaluate these methods along-
side the field’s current state-of-the-art in the context of bench-
mark and technology constraints. We find that the dynamic
method offers up to five orders of magnitude speedup over
existing compilation methods at a cost of one order of magni-
tude increase in code size. We observe that significant future
work is needed in the both static and quantum compilation
in order to make many quantum applications feasible.
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